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Abstract: 
The modality models for trust and credibility are collectively grouped 

into a component called the REVEAL trust and credibility model. The 

scope of this component is to support trust analysis (i.e. trust 

modality) and factual cross checking (i.e. credibility modality). We 

conducted an in-depth observational study of journalists which 

augments our analysis of the well documented journalistic 

verification process. We also studied the first hour of the Paris 

shootings November 2015 in detail to understand the velocity and 

veracity of social media posts during breaking news situations. We 

have developed tools for real-time fact extraction (based on domain-

specific factual evidential groups), fake and genuine media 

classification, eyewitness media classification and source bias 

analytics. Overall the trust and credibility model has been well 

received by REVEAL end users and we have integrated the sub-

components into the overall WP5 infrastructure. We are currently 

evaluating the WP5 system and receiving feedback from journalists 

and analysts to allow incremental improvements. 
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1 Introduction 

The modality models for trust and credibility are collectively grouped into a component called the 

REVEAL trust and credibility model. The scope of this component is to support trust analysis (i.e. trust 

modality) and factual cross checking (i.e. credibility modality). Our focus is on real-time analysis 

approaches as for journalism in particular breaking news deadlines are very time critical. 

From analysis of end user requirements, and in particular the existing best practice for verification of 

user generated content (UGC) [Silverman 2013] [Silverman 2015], it was clear from our analysis that 

verification of content in journalism is a well-established and well-documented process involving cross 

checking of context associated with content and contacting content authors to verify them (e.g. over 

the phone). Our trust and credibility analysis has focused mostly on the journalist use case since 

journalism is a relatively mature profession and has well established best practice for handling 

suspicious content. Enterprise verification processes (e.g. moderation of forum posts) are generally 

not well documented. In analysing verification for the more rigorous and demanding field of journalism 

we believe outcomes will be easily applied to the enterprise use cases also. 

There are a number of commercial tools available today [Spangenberg and Heise 2014] to support 

journalists in managing and verifying social media content. These tools represent the existing software 

landscape that any REVEAL trust and credibility model will need to work alongside. Dashboard 

applications (e.g. Tweetdeck, Sulia, Storyful, Flumes, WebLyzard) allow journalists to track news 

stories, alerting them to new and relevant content, trending topics and influential people. These 

dashboard applications allow journalists to drill down into content and get contact details for a 

subsequent manual verification process (e.g. verification via a phone call to the content author). For 

in depth analysis there are tools supporting sentiment analysis (e.g. Bing Elections, SocialMention), 

social network graph visualization (e.g. MentionMapp, Bottlenose) and topic tracking (e.g. Trackur). 

There are also tools such as Geofeedia which will display geotagged social media content interactively 

on a map. 

A good description of journalistic practice for verification of user generated content can be found in 

[Silverman 2013]. This handbook outlines a set of case studies with examples from organizations such 

as BBC News, GuardianWitness and Storyful. The approach journalists follow is a manual one, based 

on source identification (e.g. phoning up content authors), content identification (e.g. finding out the 

location, time and date of content), cross-referencing between different reports (e.g. eyewitness 

reports from different sources) and looking to obtain permission to use content from the author / 

originator. For more in-depth analysis investigation teams such as Bellingcat have provided how-to 

guides [Higgins 2014] for manual verification activities such as geolocating videos. New methodologies 

are also emerging to address the viral nature of rumours in social media [Silverman 2015], however 

even these refined processes are still manual in nature and tooling limited to existing dashboards and 

in-depth analytic tools. 

Our approach has been to analyse the existing verification work practices of journalists/analysts and 

try to develop tools and approaches that would fit into a semi-automated workflow. We have found 

from journalists in particular that they will not trust a black box approach and want to understand the 

evidence used to reach a conclusion before making a final human judgement. The need for a human 

to make the final judgement, considering all the contextual information available, is deeply ingrained 

into the journalistic process and represents the high reputational cost of getting it wrong and falsely 

publishing rumour as fact. Section 2 of this deliverable outlines an in-depth observational study of 

journalists and augments the well documented journalistic process with a detailed view of the tools 

and approaches that are in common-place use today for verifying user generated content. This work 

has guided all the technical work in WP5. 

Our trust and credibility model is broken down into a number of technical tools that together can provide 

a set of evidential clues that a journalist can use to make a final verification decision. We expect these 

tools to be used in conjunction with existing domain tools such as TinEye and Google Reverse Image 
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Search. We are trying to support the process not replace it with a ‘one size fits all’ solution. We have 

integrated all these tools into the WP5 decision support system and technical details of this can be 

found in deliverables D5.3.2 and D5.4.2. 

Section 3 outlines our work on fact extraction from user generated content, focussing on the types of 

facts that are relevant to quickly finding amateur eyewitness media and making fake/genuine decisions 

regarding trending images and videos associated with an event. Section 5.1 details our approach to 

fake image and video classification, using facts extracted from the approaches in section 3 to provide 

evidence upon which to base a classification decision. Section 5.2 uses similar evidential groups but 

this time to classify amateur eyewitness media of the type suitable for journalists to use in a breaking 

news story. 

All these approaches have been scientifically evaluated and a summary of the results are included in 

this deliverable. Some work has already been published and full details can be found in the papers 

cited. Other evaluation results are still in the process of being published so are included in a 

commercial in confidence appendix which will become public as soon as the content is accepted by 

the respective journal publication targets. Many of our labelled datasets will be available for sharing at 

the end of the REVEAL project and the editor’s welcome direct requests for access to benchmark 

datasets by scientific researchers. 



D5.2.2 – Modality models for trust and credibility  Version: v1.1, Date: 30/06/2016 

Project Title: REVEAL  Contract No. FP7-610928 

Project Coordinator: INTRASOFT International S.A.    www.revealproject.eu 

  Page 9 of 29 

 

2 Journalist Observational Study 

To analyse the existing manual verification procedures ITINNO visited DW to conduct an observation 

study of journalists performing verification of user generated content. This section outlines the 

method and data captured along with a discussion of the findings. The work in task 5.1 is strongly 

driven by the end user verification use cases and this study has helped us understand them in detail 

and target areas where semi-automated tooling can help (e.g. source bias analytics). 

Ethical approval was granted for this study by the University of Southampton Ethics Committee (ref 

number ERGO/FPSE/19836). Participants were fully informed of the purpose of this study and 

exactly what would happen to the data recorded afterwards; consent forms were provided and 

signed. 

2.1 Participants 

There were 3 participants, all DW journalists with many years of experience and two were outside 

the usual REVEAL DW team. Some worked with user generated content on a daily basis whilst 

others have more limited exposure in their daily role. They all come from different backgrounds and 

have different education and experience levels. 

2.2 Method 

Participants were recorded (video, audio, web history and written notes) throughout each task. An 

observation study ‘task controller’ sat with each participant during the study, answering any logistical 

questions and taking notes. 

Regarding data protection concerns ITINNO is the data controller for all data recorded (raw and 

processed). Notification to the UK Data Protection Agency (DPA) was not required as this work falls 

under the University of Southampton’s blanket notification of ‘scientific research’. The REVEAL 

consortium partners act as data processors. All raw data will be destroyed at the end of the REVEAL 

project (i.e. Oct 2016). All processed data will be used by the REVEAL consortium partners only for 

scientific research and publications until 2 years after the end of the REVEAL project (i.e. Oct 2018) 

after which it will be destroyed. A copy of all processed data will be kept by ITINNO indefinitely only 

for the purposes of being able to reproduce scientific research results (if requested) and 

benchmarking of future scientific research against work originally performed in the REVEAL project.  

This method is in accordance with the University of Southampton guidelines for such studies and 

was approved by the University of Southampton ethics committee. 

Raw data (not anonymized) 

Video recording of each PC’s screen (via screen capture software) and room-based video using a 

GoPro type device. Task participants were asked to ‘think aloud’ to explain what they are doing as 

they go about it. 

Web browsing history was downloaded after each task was completed. 

Notes were taken using pen and paper by each task controller. 
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Processed data (anonymized) 

Participant web searches and video commentary were analysed after the study and a number of 

case studies created that will act as a qualitative ground truth for the ITINNO work on source bias 

analysis. These case studies represent an aggregated viewpoint from all three participants regarding 

the web resources that were checked and the decisions made. 

A verification tools and methods diagram (see Figure 1) and internal discussion document was 

created representing the aggregation of web tools and methods used by the participants during the 

study. This detailed diagram is allowing REVEAL consortium partners to identify where semi-

automated verification tools can best fit into the existing manual verification workflow journalists use 

today. 

2.3 Tasks 

Participants were asked to undertake three tasks, each of which contained several links to content 

and/or profiles. For all tasks, participant were asked to follow their standard verification processes for 

each of the 3+ user generated content sources, taking up to 20 minutes for each (60 min total), and 

ending in a declaration for each subtask as 'real/fake/unsure' or 'verified/debunked/unsure' and a 

short verbal summary of evidence for bias on topics they claim to post about. 

Participants were asked to ignore any information you might find from other journalists who might 

have published their opinion on the trustworthiness of each claim and to 'think aloud' throughout the 

task, narrating for the camera why they are doing things, the reasoning behind searches attempted, 

evidence used to base decisions upon etc. 

Furthermore it was made clear that this was not a test and that we were interested in the process 

and the evidence they accept/discard, not the final conclusion. 

Task 1: Assess credibility and bias of a UGC source 

Decide whether a source can be trusted to report sufficiently unbiased on a given topic. 

Examples of evidence for bias include (a) conflicts of interest such as financial grants from political 

bodies (b) prejudice such as extreme private views and (c) social connections such as family 

members serving on the board of a company. Limit scope of investigation to topics they claim to post 

about. 

Task 2: Verify a UGC claim 

Decide whether a UGC claim is "good enough" (i.e. credible) to be used in a news story. 

Task 3: Verify an eyewitness media post 

Decide whether a UGC image or video is "good enough" (i.e. authentic) to be used in a news story. 

2.4 Observations about the participant verification style 

During the analysis, participant 1 was driven by the bigger picture more than by details. While this 

participant did have first impressions, all possible information was collected about the user who 

generated the content and this heavily influenced the decision. Independent of task an extensive 

profile check to decide whether the user in question was credible or not was always performed. 
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The order of checking was different for each task and dependent on the platform where the 

claim/profile was located. 

Participant 2 was able to decide quickly whether an item was worth pursuing further. While still 

carrying out the required checks (e.g. profile, connections etc.), this participant was able to process 

the suggested items much quicker than the other two. 

Participant 3 had a more structured approach, following the same algorithm with each item. This 

participant drew information from the biggest selection of tools and went into more detail for each 

task. This means the accuracy was much higher than the other two and the participant was able to 

spotted little things everybody else missed. 

2.5 Discussion of the results 

An aggregated view was created (see Figure 1) from the study for methods and tools used in 

verification of user generated content by the participants. This view was developed after listening to 

the transcripts and analysing the verification procedures as executed by the journalists to extract 

best practices and how they relate to each other. This view shows the complexity of the verification 

task and the multitude of tools and techniques available to the journalists. 

We discovered that all three task types (i.e. source verification, claim verification, content verification) 

were closely connected and that all of them need to be done in order to pass a judgement on the 

authenticity of user generated content or the users themselves. 

Each journalist has a different style, which is influenced by their education and social factors (such 

as age, ethnicity, religious or political views…) and most importantly by their character. We identified 

differences in the order in which the verification was executed, the confidence threshold before 

deciding whether to use content or not and the amount of time spent on each item before making a 

decision (including the decision to not make a decision and move on instead). 

One of the biggest challenges for journalism is the quickly changing environment in which they are 

expected to carry out their work. This includes the source of the user generated content (Twitter, 

Facebook, Instagram or whatever social media platform emerges in the future) and connected to that 

the tools used to analyse user generated content from a particular source. 

We found that all of the tools used in this study are web-based, because journalists cannot install 

desktop tools on their work PCs for security reasons and because of company policies. The majority 

of these tools were used in their free (i.e. functionally reduced) versions because of the multitude of 

existing tools, each covering just a niche. For some of the tools, companies may acquire licenses but 

they are often expensive and only pay off for larger institutions. 

All journalists are under constant time pressure and need to make quick decisions about whether 

user generated content can be used or not. This is particularly difficult given that any mistakes 

reduce the journalists own reputation. Considering the strict time constraints, journalists require tools 

that are visual as text-only tools make it more likely to misunderstand or misinterpret facts. These 

tools need to be very clear in the conventions they use to avoid confusing or misleading the 

journalists.  
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Figure 1 Aggregated view on tools and methods used by all participants for verification of user generated content
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3 Veracity and Velocity of Social Media Content during 

Breaking News 

Understanding the dynamics of how newsworthy content goes viral is important to developing better 

tools to support the identification and verification processes. We explain in this section our analysis 

of the first 6 hours of the November 2015 Paris shootings, looking at content crawled from Twitter, 

You Tube and Instagram. This qualitative analysis is anchored to 5 ground truth social media images 

that appeared in broadcast news stories during the event, including 3 genuine images and 2 fake 

images that were debunked shortly after being broadcast. 

To look at the velocity of newsworthy content we temporally segmented the dataset and examined 

the mentions of a set of ground truth images over time. We report metrics for both the original image 

and duplicates found using TinEye. With regards to veracity we looked at which percentage of these 

mentions were from either trusted sources directly, or attributed to trusted sources indirectly. 

We also looked at supporting real-time eyewitness content identification by examining how temporal 

segmentation, combined with statistical frequency counters, could be used to find real-time lists of 

original breaking content which are likely to contain eyewitness images and videos. This latter 

approach has the potential to reduce the volume of content journalists need to monitor, allowing 

them more time to get the verification work finished. 

Full details of this work can be found in [Wiegand 2015]. 

Related work 

Published social media analytics during news events is mostly focussed on Twitter, using data from 

traffic analysis and sentiment analysis techniques to look into specific case studies. An example of 

analysis on a breaking news story is [Hu 2012], where keywords are used to look at tweet sentiment 

(e.g. certain, uncertain) in reports of the death of Osama Bin Laden in 2010 before, during and after 

the event. This analysis is small-scale (i.e. about 900 tweets) using a manually labelled dataset. A 

larger-scale analysis [Schifferes 2014] looked at 4 million tweets from 5,000 sources crawled during 

the 2012 US election. This work analysed temporal traffic metrics (e.g. tweets per minute) during key 

political events such as Barack Obama’s victory tweet. Another large scale analysis [Vis 2012] 

looked at the 2011 UK summer riots, analysing 2.6 million tweets. This work showed that journalists 

and mainstream media posted the majority of content with a long tail of ‘silent majority’ readers, with 

an in-depth analysis of posts from two ‘at the scene’ journalists providing a qualitative insight into 

how eyewitness media reports went viral. 

Some approaches use visualizations to help users trace back content to the original post. An 

example is [Finn 2014] where clustered tweet propagation from a target tweet is displayed on a 

timeline. This system uses the Twitter Search API, and is limited to data crawled within the 7 day 

window in the same way our work is. Another work [Zhao 2014] has examined overlaying social 

network interconnections to temporal graphs of rumour retweets, revealing active users in both 

graphs during propagation periods as the rumours go viral. These works lack deep content-level 

analysis, such as the extraction of attributed sources that we examine. 
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Approach 

We crawled our dataset using the Twitter, YouTube and Instagram search APIs with Twitter hashtag 

filters of ‘#Paris’ and ‘#ParisShootings’ and YouTube/Instagram location filters for Paris. Since we 

crawled within 7 days of the Paris shootings this allowed us to execute full historical searches, 

gradually paging the results back in time until the target start date. We extracted 6 hours (i.e. 38 GB 

serialised JSON) of historical content this way, including full coverage of the event start time (i.e. a 

period from 13-11-2015 20:20:00 UTC to 14-11-2015 02:00:00 UTC). The volume of social media 

content obtained this way is much larger than is available using the Twitter Streaming API, which 

only runs on a small sample of the firehose, and we were able to approach levels available to 

services with full Twitter firehose access. The aggregated and indexed data contains 5.9M content 

items from 2.4M authors, 1.2M of which were attributed to 40k named entities. 418k unique URLs 

were shared in 4M content items. 

We processed the JSON metadata extracting for each content item the timestamp, author, media 

and textual components. We used the WP5 situation assessment framework to achieve this (see 

D5.3.2). Each content item was stored in a PostgreSQL database and cross-indexed to each 

extracted entity (i.e. author, attributed entity, media links). This allowed SQL queries to be executed 

to temporally segment the dataset (e.g. 5 minutes segments) and return ranked lists of trending 

authors, entities and media links for each temporal segment. We finally imported temporal segments 

of the data into a RDF-based knowledge-based model we have created (stored in GraphDB). This 

knowledge-model associated authors and attributed entities to a-priori declared trusted sources, 

allowing different levels of trusted content items to be inferred. 

For our ground truth we identified 5 social media images, 3 of which (P1, P2, P3) were verified by 

journalists and used in real news reports (i.e. true eyewitness images of Paris shootings) and 2 of 

which (D1, D2) were reported as debunked by Washington Post1 (i.e. false claims of Eiffel Tower 

going dark as tribute and a Charlie Hebdo image recycled and posted as a November 2015 image). 

All of these ground truth images went viral in their own right and are thus representative of the type 

of content that gets mass mentions during breaking news stories. 

We compiled a list of trusted and untrusted sources. News organisations such as BBC Breaking 

have in the range of 30 specialised lists of sources2, each with about 200 names. For this qualitative 

evaluation we created a list of 49 trusted and 18 untrusted sources, using sources which appeared 

with a high frequency in our dataset to reduce the manual effort in creating the list. Our trusted 

sources focus on large news channels such as BBC or CNN. Our untrusted sources are smaller 

news agencies or individual journalists with a history of spreading false rumours. We imported these 

lists into our knowledge base along with the actual content. Trust related information was stored as a 

separate RDF graph to represent a viewpoint, since different journalists would have different trusted 

source lists for different purposes (e.g. one list for news related to American politics, another one for 

international sports or military operations). 

For each of the 5 target images we created an expanded set of URIs consisting of the original post 

and duplicates found using a TinEye reverse image search. Each expanded list of URIs was then 

used to filter content in our queries to only those posts embedding or linking to the target images. All 

of these pictures appear in ground truth news articles with and without attribution to the original 

author. 

                                                      
1 https://www.washingtonpost.com/news/worldviews/wp/2015/11/15/one-mans-hard-lesson-after-

mistaking-the-eiffel-towers-darkness-for-a-moving-tribute/ 



D5.2.2 – Modality models for trust and credibility  Version: v1.1, Date: 30/06/2016 

Project Title: REVEAL  Contract No. FP7-610928 

Project Coordinator: INTRASOFT International S.A.    www.revealproject.eu 

  Page 15 of 29 

 

In our first experiment we ran queries on 10 minute temporal segments starting from the first mention 

of each target image in our dataset. This data was imported into our trust model allowing trusted 

authors, and attributions to trusted sources to be analysed. The aim of this experiment was to 

examine the first hour of content mentioning each target image, breaking it down into total mentions 

and mentions from, or attributed to, (un)trusted sources. This is relevant to journalists trying to 

identify verified content soon after it is published, which might have contextual relevance to an event 

under investigation. 

In our second experiment we ran queries on the first 5 minutes of each target image in our dataset, 

ranking content by mention frequency and removing all content that has appeared previously before 

the 5 minute target window. The ranked list of images was correlated to the target image expanded 

URI sets to see how far up the ranking each target image came. The top 100 content items in each 

ranked list were also manually inspected to discover what percentage were eyewitness images 

and/or videos relating to the Paris shootings. The aim of this experiment is to examine if a 

combination of temporal segmentation and ranking could be used to support a real-time news feed 

for new unpublished eyewitness content and how much noise there might be for journalists to tackle. 

Results 

Our first experiment showed that from about 30 minutes onwards verified reports for eyewitness 

content start to be published from trusted sources which could be used to assess the veracity of this 

content. If verification is required before this timescale then other methods would be needed, such as 

traditional journalistic verification by attempting to contact the source directly and doing some factual 

cross-checking to show consistency and credibility. 

In our second experiment (see Table 1) we show that temporally segmenting our data into 5 minute 

segments, filtering out content that has been seen previously and then statistically ranking by 

mention frequency is a promising way to filter content as it goes viral. We found that content ranked 

this way would have presented our ground truth images to a journalist in the top 6% of all trending 

URIs for each 5 minute segment. We thus think this approach is well suited to providing a real-time 

information feed and recommending possible new eyewitness content relevant to breaking news 

stories. This approach will not differentiate genuine from fake content but it could be combined with 

other state of the art approaches such as the WP5 fake & genuine & eyewitness classification. 

Table 1 Analysis of content (both genuine and fake) in the first 5 mins before it goes viral. 

Target Image P1 P2 P3 D1 D2 

Highest ranking of target image 
in list of content 

9th from 653 
(top 2%) 

1st from  603 
(top 1%) 

61th from  1097 
(top 6%) 

427th from  11605 
(top 4%) 

1st from  11337 
(top 1%) 
 

Number of target images 
in 5 minute segment  

25 2 12 29 30 

Number of target images  
in 5 minute segment 
(duplicates removed) 

4 1 4 13 14 

 

                                                      
2 http://twitter.com/BBCBreaking/lists/news-sources/members 
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4 Fact Extraction for Trust and Credibility Analysis 

Extracting factual information from user generated content is important to provide underlying 

evidence for later analysis (e.g. eyewitness and fake classification). We have developed a novel 

semantic grammar to address the problem of fact extraction of user generated content during major 

events (e.g. breaking news events). 

Knowledge elicitation 

We based our semantic grammar on domain knowledge obtained via a crowd-sourcing activity3 on 

Twitter. In this study DW posted a tweet containing an image with typical eyewitness search terms 

and asked for ideas and improvements from the journalist community. Very quickly we had about 30 

replies to 3 tweets from people experienced in news verification. 

All suggestions for eyewitness search terms were collated from the social media responses of our 

crowd sourcing activity. We also added in some suggestions made directly by DW. Lastly we 

included observations from our Paris shooting Nov 2015 dataset analysis and analysis of the 

MediaEval 2015 datasets containing a number of news events. 

For analysis we compiled a set of concrete example tweets representing common linguistic patterns 

that we thought might be useful to extract facts from for a variety of news events. This included 

several news stories in this analysis to avoid single story specific terminology dominating the 

outcomes. In total we looked at example tweets from the Paris shootings Nov 2015, Hurricane Sandy 

Oct 2012, Garissa Massacre Apr 2015, Boston Bombing Apr 2013 and the Nepal Earthquake Apr 

2015. We wanted a representative spread of events without being so large the elicitation would be 

impractical to perform. 

From this example corpus a set of evidential categories were created for the type of expressions that 

were common. For example when people shared eyewitness content they often included emotional 

expressions such as ‘Have you seen this image - OMG!!!!!’. The full list of evidential categories can 

be seen in Appendix A along with some example post texts. These evidential categories and 

concrete examples of the linguistic patterns used for each one were then used to create and test a 

semantic grammar for fact extraction. 

Approach 

Our semantic grammar-based classifier was implemented with the Python Natural Language Toolkit 

(NLTK). We clean each tweet's UTF-8 text, removing namespaces and URIs which are added back 

later, then tokenize text using weak stemming (i.e. plurals only removed), Punkt sentence and 

Treebank word tokenizers. We used the TreeTagger Parts of Speech (POS) tagger as it has 

excellent European multi-lingual support. 

For named entity extraction we used a permissive regex entity pattern accepting unigrams or 

bigrams containing @, nouns, and adjectives. We wanted a high recall approach as we can later 

filter out false positive named entities (NEs) when they are matched to lists of known entities (e.g. 

trusted news sources or stoplists). This filtering approach is used in both the fake and eyewitness 

classifiers described in section 5. 

 



D5.2.2 – Modality models for trust and credibility  Version: v1.1, Date: 30/06/2016 

Project Title: REVEAL  Contract No. FP7-610928 

Project Coordinator: INTRASOFT International S.A.    www.revealproject.eu 

  Page 17 of 29 

 

The semantic grammar itself is encoded as a set of POS and NE regex expressions with access to 

domain vocabulary, and extracts evidence-based relationship patterns. Regex expressions have the 

useful property of being easily able to return sub-text patterns that match text representing factual 

concepts within a linguistic utterance. We manually created these expressions based on the 

knowledge elicitation results previously described. Each expression was tested on our news event 

corpora to check the precision and recall of matches (i.e. detection of the overall linguistic pattern 

without many false positives) and fact extraction (i.e. numeric information such ’10 dead, 7 

wounded’). 

A description of the evidence groups, and example text that would match these groups, can be found 

in Appendix A. We are continuing to develop this approach and will look at adding in statistical 

approaches to automatically discover linguistic patterns to avoid some manual analysis steps and 

make it easier to scale up this approach to any news story type and language. 

5 Classification of Fake and Eyewitness Media 

5.1 Fake and genuine media classification 

Content from social media sites such as Twitter, YouTube, Facebook and Instagram are becoming 

an important part of modern journalism. Of particular importance to real-time breaking news is 

amateur on the spot incident reports and eyewitness images and videos. With breaking news having 

tight reporting deadlines, measured in minutes not days, the need to quickly verify suspicious content 

is paramount [Silverman 2013]  [Spangenberg 2014]. Journalists are increasingly looking to pre-filter 

and automate the simpler parts of the verification process. 

Approach 

In this context ITINNO has developed [Middleton 2015] a fake and genuine media classifier based on 

the fact extraction work described in section 3. Our central hypothesis is that the 'wisdom of the 

crowd' is not really wisdom at all when it comes to verifying suspicious images and videos. Instead it 

is better to rank evidence from Twitter according to the most trusted and credible sources in a way 

similar to human journalists. We implement a semi-automated approach, combining facts extracted 

from posted claims about real/fake content and a manually created list of trusted sources. 

We assign a confidence value to each extracted fact (e.g. fake or genuine claim evidence groups) 

based on its source trustworthiness level. Evidence directly from trusted authors is more trusted than 

evidence attributed to trusted authors, which is more trusted than other unattributed evidence. If sets 

of tweets are available to analyse we use a cross-check step to choose evidence from only the most 

trustworthy claims. If there is evidence for both a fake and genuine claim with an equal confidence 

we assume it is fake (i.e. any doubt = fake). 

                                                      
3 http://www.twitter.com/RubyBouw/status/697415995992993797 
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Related work 

Other researchers have published linguistic patterns used to detect rumours [Boididou 2014]  [Zhao 

2015] [Carton 2015] but our combination of fake/genuine claims and source attribution is novel, using 

insights from the well-established journalistic verification processes for user generated content. 

The MediaEval-2015 verification challenge [Boididou 2015] included a number of interesting 

approaches and one of the supervised learning-based approaches is described in D3.3. A fusion of 

the WP5 ITINNO (high precision, low recall) and WP3 CERTH approaches (medium precision, high 

recall) has been tested and a journal paper is in submission with the results of this work which we 

consider represents a ‘best of class’ approach to image and video fake classification. 

Evaluation 

The results presented here have been published in more detail at the MediaEval-2015 verification 

challenge [Middleton 2015]. The MediaEval 2015 Verifying Multimedia Use task is to classify tweets 

about images and videos as real, fake or unknown. Details of the task datasets, ground truth and 

evaluation methodology used can be found in [Boididou 2015]. 

The results in Table 2 show the mean precision, recall and F1 scores for classifications based on 

individual tweets in the development dataset and test dataset, trying to classify the image each tweet 

mentions (e.g. embedded or linked image). The ‘no-context’ result is when our approach is applied to 

individual tweets with no knowledge of the other tweets in the dataset; this is the case in the first 1 

minute of a breaking news story when posts are rolling in in real-time and there is no contextual 

history available. The second result ‘retrospective’ is applied to the tweet dataset as a whole, using 

the tweet history to allow trusted claims to override less trusted claims and therefore represents a 

more reflective view. 

Table 2 Fake and genuine classification results (tweets) 

 Fake media classifier Genuine media classifier 

 Precision Recall F1 Precision Recall F1 

Devset 
(no context) 

0.89 0.007 0.01 0.99 0.05 0.11 

Devset 
(retrospective) 

0.94 0.43 0.59 0.78 0.51 0.61 

Testset 
(no context) 

1.0 0.03 0.06 0.43 0.03 0.06 

Testset 
(retrospective) 

1.0 0.72 0.83 0.74 0.74 0.74 

 

The results in Table 3 show the same results broken down by image not tweet. This is perhaps the 

most relevant way of looking at these results as it shows how many images were classified and how 

many missed. The image classification precision is very high (0.62 up to 1.0) but the recall is very 

low (0.23 or less). This reflects the fact that for many images there was simply no trusted evidence in 

the MediaEval tweet dataset upon which to base a decision. 

In real-world news stories it is usually only a matter of time before some trusted evidence is 

published, typically by a news provider resulting from a manual verification process. If you wait long 

enough the content volumes are large and a low recall if not an issue. This makes our classification 

approach very good if users are prepared to wait (i.e. 30+ minutes) for a trusted post to be made 

about the verification status of an image, but no good if a quick and potentially inaccurate decision is 

needed (e.g. in first 10 minutes of a news story before other journalists have reported it). 
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Table 3 Fake and genuine classification results (images) 

 Fake media classifier Genuine media classifier 

 Precision Recall F1 Precision Recall F1 

Devset 
(retrospective) 

0.94 0.10 0.19 0.95 0.19 0.32 

Testset 
(retrospective) 

1.0 0.04 0.09 0.62 0.23 0.33 

 

A low false positive rate is important as journalists/analysts do not usually have time to read posts 

classified mistakenly as genuine (i.e. posts with fake or irrelevant images). Generally 

journalists/analysts value a high quality heavily filtered stream over a stream with maximum content 

coverage but a lot of noise; journalists can always get a noisy high coverage content stream direct 

from keyword searches of social media sites. 

For problems requiring a higher recall (e.g. fully automated approaches working on without historical 

information) we have investigated fusing our low recall high precision classifier with approaches 

documented din D3.3 that are less precise but with a much higher recall (0.80 and higher). This is 

the subject of ongoing research between ITINNO and CERTH. 

5.2 Eyewitness classification 

Identifying eyewitness media is becoming increasingly important within journalism, especially for 

breaking news. DW define eyewitness media to be a post containing a claim, image or video from 

the general public taken at the scene of the event. The content does not have to be the original post, 

so retweets and quotes would qualify as long as it was not propagated by a professional source. 

Content recorded in locations outside the scene of an incident or content broadcast by other news 

agencies can still be user generated content but ceases to be useful for breaking a specific news 

event. Typically a journalist will take 10 minutes to 2 hours to identify and verify eyewitness media, 

so automated eyewitness media classification would be welcomed. The kudos of breaking a news 

story goes to the journalist who publishes a verified story first. Journalistic best practice 

[Bouwmeester 2016] is to search using tools like TweetDeck, with keywords for incident types (e.g. 

explosions, shootings, floods) and emotive expressions (e.g. OMG!). Journalists also create lists of 

trusted sources in advance for specific subject areas (e.g. US politics). 

Approach 

In this context ITINNO has developed an approach to classifying eyewitness media based on a 

combination of fact extraction, using a semantic grammar as explained in section 3, and 

compositional heuristics coupled with lists of trusted sources based on the @bbcbreaking news 

sources list4. A summary of the NLP information flow can be found in appendix B. 

Our work is strongly motivated by the existing way journalists manually verify user generated content 

using web-based search (i.e. via searches of Google, Twitter and Facebook). No other work has 

attempted to classify eyewitness media using a semantic grammar before, with previous approaches 

focussing on news event classification for topic assignment and topic-based filtering. 

                                                      
4 https://twitter.com/bbcbreaking/lists/news-sources 
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Related work 

Upper ontologies have been used [Martínez-Santiago 2015] to provide a domain vocabulary to 

create automatic grammars to assist children learning languages. A semantic grammar was used to 

extract newsworthy facts about football events [Kuptabut 2016] with precision ranging from 0.76 to 

0.92. Train timetable data was used to automatically create semantic grammars [Svec 2013] used to 

train a SVM classifier for spoken queries with accuracy from 75% to 81%. A domain syntax parsing 

[Harris 2012] approach used semantic grammars to look for design description errors. Closest to our 

problem area, for news event extraction a semantic parser was used [Drakshayani 2013] to create a 

semantic grammar which was then applied to the Reuters-21578 news corpus, clustering topics with 

an accuracy of up to 91%. 

There have been many approaches outside semantic grammars for news geolocation and news 

topic, sentiment and controversiality classification. Naive Bayes classifiers have been used 

[Morstatter 2014] with crisis and first person language patterns to find Tweets in an event location, 

with precision scores of 0.88 to 0.94. The FastRank classifier [Krumm 2015] has been applied with 

features such as time zone, geotag and trending keywords to geoparse tweets with a precision of 

0.70 to 0.93. For news event topic classification SVM classifiers are common with [Dilrukshi 2013] 

reporting precisions from 0.90 to 0.95 and [Hu 2012] reporting relevance/certainty classification 

accuracy up to 75%. Other recent approaches use classifier committees [Zubiaga 2015] with 

precision from 0.60 to 0.94 and J48 decision trees for binary news/not news classification [Castillo 

2011] with accuracy up to 89%. For controversial event classification [Popescu 2010] use a boosted 

decision tree approach, trained on sentiment lexicon term vectors, showing a precision of 0.62. 

Evaluation 

We have created with the help of DW a labelled eyewitness media dataset, which will be available to 

other researchers to benchmark against upon request to the authors. This dataset is based on a 

combination of eyewitness media mentioned on social media from the first hour of the Paris 

shootings in November 2015 and news events from the MediaEval2015 verification task benchmark 

dataset [Boididou 2015]. In total this dataset covers 5 different news events, contains 3,651 tweets 

and mentions 54 unique images. After analysis by DW, 90 of these tweets were approved as 

'eyewitness' according to the previous definition. This high ‘noise to signal’ ratio is representative of 

the real-world data that comes in and provides a realistic challenge for our evaluation. 

We performed a standard leave one event out cross-validation evaluation. A summary of the results 

can be seen in Appendix B. 
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6 Source Bias Analytics 

The Cambridge English Dictionary defines bias as "the action of supporting or opposing a particular 

person or thing in an unfair way, because of allowing personal opinions to influence your judgment". 

In the context of this research, we consider bias to be an impartiality, which may not be based on 

facts and thus highly subjective and personal. We focus on ideological (religious, political and ethnic) 

bias in particular. 

Social media posts and their sources naturally possess bias which is a complex, subjective and 

multi-dimensional feature which is difficult to measure. For each post, a journalist/analyst needs to 

determine whether bias exists for a source in the context of each post, and what the nature of this 

bias is (e.g. political, religious, financial, social…). Such background checking is time-intensive and 

requires the use of multiple tools and data sources. Any tools that help this process will be of great 

value to a busy journalist/analyst. 

Motivated by the journalist observational study and the feedback we received, ITINNO has 

developed a source bias checker tool - Bias using Linked Open Data (BLinD). BLinD tries to support 

a journalist/analyst by providing a visual tool which pulls information about each source (i.e. natural 

person, organisation or even country) from linked open data sources, filtering the evidence to 

emphasise potential bias and displaying this as a report in an interactive dashboard. BlinD does not 

attempt to make a bias decision or classify a source. We appreciate that this task is complex and 

subjective, and ultimately the journalist/analyst will need to make the decision and not a black box 

tool. 

Related work includes tools and research papers addressing the issue of bias in social media. These 

approaches cover different aspects such as visualising influence of social media sources based on 

numerical analysis of the network of a twitter account [Followerwonk] or quantifying of bias [Zafar 

2016]. The methods used are diverse: bias is predicted using hashtags as an input and applying 

clustering methods [Conover 2011] or through crowdsourcing and machine learning [Budak 2015]. 

Other related work includes evidence extraction for open data sources [Sense4Us Deliverable D5.3] 

and ideological bias assessment [Gentzkow 2016]. 

Hypothesis 

Our hypothesis is motivated by the proverb "Show me your friends and I'll tell you who you are". In 

other words: If you father is catholic and your mother is catholic and your children are catholic it's 

more likely for yourself to either be catholic yourself or to be friendly towards the idea of Catholicism. 

We think that by creating a report showing inter-connected entities we can help a journalist/analyst to 

make an informed decision on source bias. 

We will initially look at entities one and two steps away from the target source under investigation, 

starting with available open linked data (e.g. dbpedia). We will then look to bring in social media 

profile information and cross-reference this with entities in our open linked data resources. 

Knowledge model 

The information that can be retrieved from dbpedia is so abundant that it requires some relevance 

filtering. The main types of entities required for this work can be seen in Figure 2. There are multiple 

types of relationships and namespaces between the entities and the heterogeneous nature of this 

crowd-sourced and crawled data makes some sort of harmonisation necessary. The dbpedia dataset 

can be accessed live via a SPARQL endpoint or a snapshot downloaded to a local triple store. 
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foaf:Person dbo:Organisation

dbo:EthnicGroup
dbo:Place

dbo:Location

dbc:Ideologies

 

Figure 2 Key classes from dbpedia 

This work focused on the exploration of connections between entities in a graph. This means that 

relevance filtering is out of scope and our input set is limited to existing URIs. However, many URIs 

are following a pattern so that they can be easily translated from plain text to URI (e.g. "Barack 

Obama" -> http://dbpedia.org/resource/Barack_Obama). 

Information from social media (such as Twitter or Facebook) can be integrated. There are different 

scenarios in which this could happen: 

 match URI via foaf to dbpedia 

 use plain text from profile 

We will not perform natural language processing of plain text information we find on social media 

profiles. This means there will not be need for disambiguation of entities. After some simple filtering 

(e.g. remove articles, preposition and similar fill words), the textual information can be used to build 

or enhance a frequency-based word cloud. 

This knowledge model represents the information entities that we are initially supporting. As we 

evaluate this work and get feedback from end users we will also look at other options (e.g. web 

pages such as lists of respected authorities on topic areas). 
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Bias using Linked Open Data (BLinD) Tool 

The BLinD tool supports a number of visualizations of evidence reports to reveal potential source 

bias. We are currently evaluating a number of these views and will tailor them based on user 

feedback. An example screenshot from the BLinD tool is shown in Figure 3. The evidence graph 

representations we have are: 

 Tag cloud - to visualise all information in one place with highlighting such as size, 

transparency or colour range ("hot" to "cold") depending on the frequency with which a term 

occurs in the data 

 Interactive graph - with collapsible nodes to show how the entities are connected. Generous 

use of tooltips further enhances the value of this method of visualisation 

 Bar chart/Pie chart - showing the distribution of terms ordered by frequency to make it easier 

to find the top related terms 

 List/Tree - Alphabetically sorted list/tree of connected terms to scan for specific items 

All of the visualizations have links to the entities' dbpedia pages, enabling the user to quickly read up 

on something or investigate even further by following links of the entity that are not part of BLinD.  

 

Figure 3 Screenshot from the BLinD tool 
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BLinD has been implemented in HTML5/CSS3/JS, making use of D3.js for the visualisation and 

jQuery to execute the SPARQL queries. 

As bias is a subjective concept there are no benchmark labelled social media / web datasets 

available for an empirical evaluation. We will therefore engage with journalists/analysts to get 

qualitative expert feedback on the source bias reports our tool generates. This qualitative evaluation 

will be used to both inform our tool development (for incremental improvement) and provide case 

studies that will be included in publications to the scientific literature. 
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7 Modality Innovation Description 

Below is a module innovation description for components referred to in this deliverable. 

Module Name Trust and Credibility Model Delivery date PM32 

Module Overview 

The trust and credibility model consists of a number of sub-components that together provide an 

insight into different aspects of the trust and credibility modalities. These sub-components include: 

 Fact extraction - extraction of evidential groups based on linguistic patterns 

 Fake and genuine media classification - classification of fake and genuine media based on 

factual evidence groups and lists of trusted sources 

 Eyewitness media classification - classification of amateur eyewitness media based on 

factual evidence groups and lists of trusted sources 

 Source bias analytics - knowledge-based compilation of open linked data and social media 

profiles to provide contextual evidence for a source bias assessment 

Based on existing work? (e.g. from other project or open source code) 

N/A 

Based on implementation of specific algorithms? (which? why?) 

N/A 

Innovation introduced 

The fact extraction is based on an innovative semantic grammar created after a deep engagement 
between computer scientists and journalists. This semantic grammar encodes key linguistic 
patterns identified as important for verification of user generated content. 

This novel fact extraction approach is applied to several case studies to develop a fake media 
classifier and an eyewitness media classifier. Both these classifiers are integrated into the WP5 
JDSS TL6 demonstrator. 

The source bias analytics represents an application of existing knowledge-based technology to a 
novel applied use case (source bias checking for verification). The relevance filtering approach 
when using open linked data and knowledge representation choices made when handling this 
data are novel. 

The source bias analytics approach is integrated into the WP5 BLinD TL6 demonstrator. 

Is this considered a core innovation for the project? Why? 

Yes - trust and credibility are important modalities for the verification tasks our end users want to 
perform. 

What benchmarks will be used to evaluate the module performance? 

The MediaEval verification datasets have been used to evaluate P/R/F1 scores for the fake media 
classifier. 

A manually labelled benchmark datasets (labelled by journalists) has been created to evaluate the 
eyewitness classifier. 

Observational studies and user trials have been conducted with end users to provide qualitative 
expert feedback on both the JDSS and BLinD demonstrators. 

Partners Involved and related WP/Task(s) 

ITINNO (T5.2 lead - development) 
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8 Conclusions 

The modality models for trust and credibility are collectively grouped into a component called the 

REVEAL trust and credibility model. This trust and credibility model consists of a number of sub-

components that together provide an insight into different aspects of the trust and credibility modalities. 

We conducted an in-depth observational study of journalists which augments our analysis of the well 

documented journalistic verification process. We also studied the first hour of the Paris shootings 

November 2015 in detail to understand the velocity and veracity of social media posts during breaking 

news situations. This work has guided all the technical work in WP5. 

The WP5 trust and credibility sub-components include: 

 Fact extraction - extraction of evidential groups based on linguistic patterns encoded as regex 

expressions operating on terms and POS tags. This sub-component is used by the eyewitness 

and fake/genuine media classifiers. 

 Fake and genuine media classification - classification of fake and genuine media based on 

factual evidence groups and lists of trusted sources. Our approach has been evaluated and 

represents a high precision low recall type approach and is suitable for fusion with other high 

recall approaches to deliver a ‘best of class’ result. 

 Eyewitness media classification - classification of amateur eyewitness media based on factual 

evidence groups and lists of trusted sources. Classification of original amateur eyewitness 

media, and differentiation from syndicated professional media that includes eyewitness 

footage, is a very challenging task. Our approach has been evaluated and represents a 

medium precision approach with a false positive rate acceptable to end users. 

 Source bias analytics - knowledge-based compilation of open linked data and social media 

profiles to provide contextual evidence for a source bias assessment. This approach is 

currently under evaluation and we are working with end users to provide a qualitative expert 

analysis of the bias reports we can generate. 

Overall the trust and credibility model has been well received by REVEAL end users and we have 

integrated the sub-components into the overall WP5 infrastructure. The fact extraction works in real-

time and results can be interactively visualized (see D5.4.2). The eyewitness/fake/genuine media 

classification results are available to provide real-time filtering of content prior to clustering (see D5.3.2) 

for the WP5 situation assessment picture. We are currently evaluating the WP5 system as a whole 

and receiving feedback from journalists and analysts to allow incremental improvements. 
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