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DEFINITIONS, ACRONYMS AND ABBREVIATIONS

Table 1: Definitions, Acronyms and Abbreviations

Acronym

Title

AMQP

Advanced Message Queuing Protocol

AP

Average Precision

BMP

Bitmap

CBIR

Content-based Image Retrieval

CFA

Colour Filter Array

DCT

Discrete Cosine Transform

DoW

Description of Work

DQ

Double Quantization

EER

Equal Error Rate

EM

Expectation Maximization

EXIF

Exchangeable Image File Format

JPEG

Joint Photographic Experts Group

IE

Information Extraction

NERC

Named Entity Recognition and Classification

NLP

Natural Language Processing

PCA

Principal Component Analysis

PIM

Photographic Image

POS

Part-Of-Speech

PQ

Product Quantization
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PRCG

Photorealistic Computer Graphics

PRNU

Photo Response Non Uniformity

ROI

Region Of Interest

RPC

Remote Procedure Call

SIFT

Scale-Invariant Feature Transform

SURF

Speeded Up Robust Features

SVM

Support Vector Machine

TF-IDF

Term Frequency – Inverse Document Frequency

VLAD

Vector of Locally Aggregated Descriptors
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Executive Summary
The goal of Work Package 3 (WP3) is to extract hidden modalities from the content of media items
shared on social media platforms. More specifically, WP3 aspires to develop a dedicated toolbox,
which will facilitate the indexing of user-generated content with the dual goal of:



Discovering high-quality, relevant and trustworthy media content;
Detecting fraudulent, misleading and duplicate content.

To serve these goals, Work Package 3 aspires to develop novel techniques in the following domains:




Large-scale content-based indexing, search and filtering capabilities on large amounts of
multimedia content collected from online social media platforms (T3.1);
Novel scalable approaches for linking online content with the goal of analyzing content
creation, modification and distribution across online social media platforms (T3.2);
Novel approaches at hidden modality extraction, in particular dealing with text stylometry
and digital image manipulations (T3.3).

This document summarizes the progress made in the first 10 months of the project. In particular,
we define the main research challenges ahead of us, investigate the current state of the art
methods used to tackle similar problems and document a first set of approaches implementing the
required capabilities, along with a first set of experimental results, and propose a common
architecture for delivering the expected services. A few of the achievements include an improved
and highly efficient image crawling setup, as well as a local descriptor classification method for
improving image similarity search in cases where the query image is partially covered by fonts or
banners. Finally, the specification of the proposed architecture for the multimedia analysis and
indexing framework is presented and a research plan is provided that delineates our envisaged
work for the remainder of the project.
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1 Introduction
1.1

Overview

This work package is concerned with the extraction of REVEAL modalities, such as originality and
popularity (for the complete list cf. Table 26, Appendix C), from the content of media items shared
on social media platforms, as well as with the provision of a set of media mining, indexing and
search services to the REVEAL platform and its end users. The present work includes the crawling
and indexing of text and image resources, the analysis of text and image content, and the clustering
and mining of large collections of data to refine and improve search.
This report summarizes the work carried out so far, a first set of experimental results, and it
provides a preliminary specification and structure of several WP3 components and of the overall
WP3 architecture. Given the early stages of the project and the dependencies to components and
deliverables of other work packages, this report inevitably includes descriptions of standalone
components and a tentative view of the overall WP3 framework, rather than a complete
specification of the final system.

1.2

Summary and Structure

In this chapter we are first going to briefly present the research challenges that we are confronting,
we highlight the unique value of the conducted work, then we proceed with the description of the
envisioned capabilities and functionalities of the media analysis and indexing framework, and we
conclude by analysing the user requirements related to WP3 and by defining a number of technical
requirements to address them.
In chapter 2, we provide an overview of the foreseen research-driven modules and describe the
underlying research approaches and contributions. In chapter 3, we present preliminary
experimental results. In chapter 4, we specify the preliminary design of the WP3 architecture and
its interaction with the REVEAL platform. In chapter 5, we summarize the main achievements and
discuss future steps. Appendix A contains some further technical details of the framework and
Appendix B offers an extensive overview of the state-of-the-art methods relevant to the research
problems we are confronting. Appendix C contains a table of the modalities related to content as
foreseen in the DoW.

1.3

Research Challenges

Enabling effective multimedia analysis and search, supporting retrieval of related information or
content as well as estimating the geolocation of online social media content and detecting
malicious tampering of images or videos, pose a number of research and technical challenges
related to the massive scale of the Web, the nature of online user-generated content, the everincreasing degree of spam and malicious behaviours in the context of online communities, and the
complexity of the underlying problems. Such challenges include:
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Brevity of posted text, rendering conventional text processing approaches ineffective;
Massive scale of content, calling for memory-efficient and distributed techniques;
Velocity of content, posing strict processing time constraints on the media indexing and
mining approaches;
Content heterogeneity and diversity, making necessary general (i.e. not platform-specific)
and adaptable approaches;
Content and source fragmentation, making the discovery, collection and indexing of
relevant and original content an extremely challenging problem;
Questionable accuracy of automatically generated metadata (e.g. geocoordinates
generated by smartphones and cameras) or user-contributed metadata, further
complicating online content verification;
Prevalence and increasing sophistication of content manipulation and tampering tools;
Increased use of photo editing even in commonly used applications (e.g. Instagram),
leading to confounding malicious manipulation with benevolent uses of content editing.

Contributions

WP3 aims at delivering a powerful framework for the indexing and extraction of hidden modalities
in online Web content, with particular emphasis on tracing cues and links that help end users assess
the veracity and quality of posted content. WP3 aspires to tackle the research challenges involved
in this endeavour in novel and optimal ways in order to surpass existing solutions’ limitations. A
general paradigm that characterizes the WP3 approach involves leveraging massive amounts of
previously published content with the goal of assessing the quality and veracity of newly posted
content. This is an ambitious goal that will be pursued both by developing new methods for
confronting existing problems and by considerably improving the performance and efficiency of
existing methods.
For instance, detecting malicious reposting in social media, which would be of great value to reveal
hidden context and provenance modalities, can be currently manually done to some extent with
the aid of commercial tools, such as Google Image Search or TinEye, but the integration of these
tools in a new large scale application requires a costly subscription and introduces undesired
dependencies to 3rd party tools. Within WP3, we already built a working prototype of such a system
and we plan to further develop it in order to offer similar functionalities of comparable quality. The
challenge in this case is to attain the quality and performance of the industry standard while using
limited infrastructure and resources. To achieve this, one of the crucial aspects involves the
appropriate selection of sources to be indexed so that malicious reposting is detected with high
probability.
Also image clustering and concept detection are very challenging technical problems and there are
hardly any methods with high accuracy and applicability to large scale. We aspire to improve
existing approaches in terms of performance and efficiency.
In addition, although there are several image manipulation detection methods that are oriented to
specific problems, as presented in Appendix B section 7.1.3, there are few global image
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manipulation toolboxes with good performance for a number of different manipulations. We aspire
to develop such a framework to achieve high accuracy and test it with a wide range of datasets.
Concerning content processing, there are different challenges which arise due to the nature of
social media. The short and informal texts render current approaches of text analysis ineffective.
The challenge is to adapt existing approaches, as well as to try new methods in order to deal with
this issue.
Table 2 summarizes the expected breakthroughs in each of the pertinent research areas for WP3,
while more detailed information on the unique contributions of the WP3 modules are given in the
respective “Beyond the state of the art” paragraphs in chapter 2.
Table 2: WP3 contributions beyond the state of the art

RESEARCH
AREA

STATE OF THE
ART

LIMITATIONS /
CHALLENGES

EXPECTED
BREAKTHROUGH

Image crawling

Nutch, Heritrix,
BUbiNG

Limited throughput of
distributed
implementations

High throughput (>= 0.5
million images per day)

Demand for expensive
crawling infrastructure

Similar image
retrieval

Geolocation
extraction

Google Image
Search, TinEye,
VLAD and PQ

[27]-[33]

Incorporate image-specific
criteria for ranking and filtering
images at crawl time

Limited support for
image selection and
ranking at crawl time

Collect enough images to
detect reposting

Large-scale use of
commercial services
demands costly
subscriptions

Indexing in <100 ms

Proprietary
implementations limit
research and
exploitation
possibilities

Small index size

Much of the content is
non-placeable or
contains nonplaceable elements

Increase accuracy of existing
methods based on image
similarity

Low accuracy
Long training times

Distributed setup
Search and retrieval from
millions of images in subsecond times
Performance comparable to
the industry standard

Participate to the MediaEval
placing task and achieve
competitive performance

Requires massive
scale of training
Concept detection

Manifold learning

Long learning times

High accuracy

Similarity graph
between labelled
and unlabelled
images

Most methods are
computationally costly

Fast training

Often inapplicable to
large training sets
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Low accuracy
Long processing times
Lack of support for
combined crawling and
clustering

Manipulation
detection,
multimedia
forensics

[1]-[16]

Integrated focused crawling
and clustering for efficient ondemand extraction of media
clusters from the Web and
social media

Most methods are
specific for certain
types of manipulation

Develop a toolbox for
detecting a set of
manipulations

Not tested with a wide
range of dataset with
many images

Exhaustively test and evaluate
performance with different
kinds of images

Computationally costly

We aim at sub-second
processing time per image

Not tested on social
media content
Named Entity
Recogniton

[91]-[93]

Named Entity
Recognition
approaches are
focused on structured
and well written texts

Improve existing approaches,
by taking into account the
specific nature of social media
texts (e.g. hashtags,
abbreviations, etc.)

Text-based relation
extraction

[57], [94]

Existing relation
extraction approaches
do not handle well the
brevity and lack of
structure in social
media texts

Increase accuracy of existing
methods, by taking into
account the nature of social
media content

Stylometry

Linguistic analysis,
Principal
Component
Analysis, Clustering

Current approaches
focus on large texts
(such as books).
Social media content
make stylometry a
very challenging task,
due to the
unstructured language
used, as well as the
brevity of texts

Develop new methods in order
to discover the important
features of the different writing
styles in social media

1.5

Capabilities and Functionalities

The capabilities offered by WP3 pertain to the analysis, mining and indexing of online multimedia
content with the goal of supporting the discovery of relevant, high-quality content, the tracking of
content provenance (i.e. where a posted media item came from), and the identification of
misleading or false content. In particular, we foresee the following capabilities:



Multimedia search, offering capabilities for keyword- and example-based search over
selected streams of incoming media content (e.g. shared in selected social media channels).
Provenance tracking, including tools that help users track the origin and usage of selected
media items; for instance, tools that retrieve previous postings of the same (or slightly
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modified) media content, tools that provide estimates of the geographic location of images,
and tools that offer clues with respect to the author of selected content.
Manipulation detection, offering tools for the detection of a number of common image
manipulations and the creation of informative manipulation reports.

Figure 1 illustrates a few of the main capabilities and their outcomes.

Relation extraction
- Clusters of related images
- Related texts and stories

Query image

REVEAL WP3

List of manipulations + prediction

- Color tone adjustment
- Splicing
- Scaling
60% confidence

Figure 1: Simplified depiction of WP3 capabilities

The WP3 capabilities can be used at two main levels:


By other components of the REVEAL system that aim at leveraging the results of
multimedia analysis and indexing.



By end users of the REVEAL platform either directly by making use of some of the WP3
exposed services or indirectly by accessing the results produced by the framework.

Similar to the above separation of WP3 services based on “User”, we foresee the following
separation based on mode of usage:
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Indexing: This refers to services that are invoked as soon as the content arrives (or when
convenient in batches of new content). Typically, such services implement feature and
information extraction and indexing operations on a per item basis.



Mining: This refers to services that operate on sets of incoming media items, typically to
extract some collective insights (e.g. by use of clustering).



Search: This refers to services that respond to a query for media content (for more detail
on the query parameters please refer to Table 17).

1.6

Brief presentation of the essential components

Figure 2 illustrates the basic elements of the WP3 framework and their interconnections. To
facilitate the reader, we are going to refer briefly to each one of them before presenting them in
detail in the chapters to follow:















The Crawler is responsible for collecting images and their respective metadata from the
Web (e.g. specific news sites).
The HTML semantic segmentation processor is responsible for extracting the clean text
and relevant images from web pages.
The Linguistic Preprocessing and Named Entity Recognition are responsible for extracting
useful context information from textual content, such as Named Entities
The Relation Extractor is responsible for extracting useful relations between named
entities in the text.
The Stylometry module is responsible for extracting important features of the style of the
contributor.
The Visual Feature Extractor is responsible for extracting a feature vector from an input
image, which is a condensed representation of the image’s most characteristic visual
elements.
The Geolocation Extractor is responsible for extracting or deducing and making a
prediction about the geographical location of multimedia content.
The Concept Extractor has the task of automatically assigning a class label out of a
predefined collection to a query image.
The Manipulation Detector has the task of determining whether an image has been
maliciously manipulated based on an already collected set of similar images.
The Clustering component groups images collected from the crawler into sets that refer to
the same story or topic.
The Multimedia Indexer has the task of indexing the visual content, the extracted
information and the accompanying metadata so that it can easily be retrieved and
searched. This includes, for instance, indexing of visual features produced by the Visual
Feature Extractor, and indexing of the extracted concepts, location or entities.
The Multimedia Search component is responsible for the retrieval of collected and indexed
content, supporting keyword-based queries and queries by example.
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Figure 2: WP3 component diagram

1.7

Mapping to requirements

The capabilities of WP3, as defined above, were based on the user requirements, described in D1.1
[47]. In the aforementioned document, one can find use cases corresponding to two different
scenarios, the journalistic one and the enterprise one.
In the first case, the role of the REVEAL platform is to assist journalists to better search, assess and
manage media content published in Social Media platforms and the plethora of information coming
from users, who have nowadays become the creators of content. In order to verify the authenticity
of content or cross-validate a certain piece of information or track down its provenance, journalists
often need the means to reveal more about the content itself. More specifically, they need tools to
help them detect previous repostings of the same or similar content, discover relations and links
to content published in different sources, and to get cues with respect to content authenticity and
origin.
In the second case of online enterprise communities, the REVEAL platform can enhance greatly the
user experience by revealing hidden modalities, for instance the relevance or controversiality of
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content. So the goal in this case is not verification but mainly the extraction of modalities that can
guide the user through the diversity and multitude of content into spotting the relevant
information. Also, a notable characteristic of this use case is that the content of interest is mainly
coming in the form of text (posts, comments, questions).
The requirements that are relevant to WP3 are mostly the ones that relate with content (text,
image, and video) detection and search (categories B and D1). There are also several requirements
that are mostly related to contributor detection (category A) and one requirement for the
geolocation extraction scenario (category C). The main motivation for this section is to present the
specific ways in which the user requirements have been translated into technical functionalities and
explicit design decisions.
Contrary to D1.1, which concerns the specification of requirements from end users' perspective, be
it journalists or members of an enterprise network, here we attempt to formulate the requirements
from a technical perspective. This serves to put the material of the next chapters in context,
identify the specific ways in which our implementations can satisfy the user demands and make
meaningful architectural decisions that will simplify the integration into the main REVEAL system.
The first task of WP3, T3.1, deals with the development of a base multimedia indexing toolbox with
search and filtering capabilities. For T3.1 we identified the following requirements:












R1: Implement an efficient image crawler to create an appropriate index of images given an
extensive list of seed URLs (e.g. news sites) and extract relevant image metadata (e.g.
publication date, surrounding text).
R2: Perform fast visual feature extraction to achieve multiple goals depending on the given
scenario: for instance high detection accuracy, efficiency and applicability to large-scale in
case of indexing, etc.
R3: Support fast content-based (near-duplicate) image search in the created index.
R4: Support search and filtering in the created index given a set of query parameters (e.g.
query term, geo-location) for photos, texts and videos.
R5: Extract geo-location from images based on visual and text analysis methods.
R6: Support concept detection on large sets of images given a set of pre-defined
terms/class labels.
R7: Extract the clean text from HTML pages (semantic segmentation).
R8: Extract Named Entities from text, and link them to Wikipedia.
R9: Retrieve image and video metadata when available (e.g. Exif data for JPEG images).

The second task concerns the development of novel scalable approaches for linking online content.
The related requirements follow:


1

R10: Apply efficient clustering techniques to collections and streams of incoming images for
the extraction of meaningful image groupings (e.g. images depicting the same scene).

Category codes refer to those used in D1.1 [47].
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R11: Given an input target image, crawl the web specifically for similar images to the one in
question and create a cluster from the discovered results with minimal delay. Consider
integrating 3rd party libraries that may enhance results, such as Google Image Search and
Google Streetview.
R12: Link texts that refer to the same entities.
R13: Extract relations between items based on the entities contained in the text (e.g.
identify related entities within a tweet).
R14: Retrieve texts and their metadata based on a specified query or story (e.g.
automatically extract keywords from a search query, launch several crawling jobs based on
those keywords, extract entities and relations from the delivered results and aggregate
them in order to create a final report).

The third task deals with multimedia forensic analysis, including text stylometry and image
tampering detection in order to draw interesting conclusions concerning the authenticity and
provenance of social media content.







R15: Given a pair of similar images (ideally the original and a processed copy), identify what
kind of manipulations the image has gone through out of a predefined set of candidate
manipulations.
R16: Given a single image, generate a prediction about the possibility that the image has
been manipulated and possibly identify the type of applied manipulations.
R17: Given a collection of similar images, generate a graph of manipulations which give a
visual representation of the manipulation history of the image.
R18: Reduce the computational requirements of existing manipulation detection
techniques to make it possible to handle a large number of incoming requests.
R19: Given a text, determine the important features of the style of the contributor. For
example, journalists most probably use more official language than simple users even in
social media, or they do not use emoticons, etc.

In the following table, we have identified the connections and dependencies among the
aforementioned technical requirements and the user requirements, as they have been described in
deliverable D1.1.
Table 3: WP3 technical requirements and mapping to D1.1 user requirements

USER REQ.
A4

BRIEF DESCRIPTION

RELATED TECHNICAL REQUIREMENTS

Evaluate whether the
contributor is a first-hand
source and whether the
content he posted is authentic

R15: Identify manipulations given a pair of images

(Only the second part, content
verification, is satisfied by
WP3. The first part, contributor
detection, is mostly relevant for
WP2 and WP4).

R16: Predict manipulation given a single image
R19: Text stylometry
R18: Reduce computational requirements of
existing manipulation detection methods
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A11-12

Identify the most relevant
photos / videos posted by the
most influential contributor

R4: Search and filtering

A13

Identify the most relevant
concepts posted by the most
influential contributor

R7: Semantic segmentation

Identify original posts (as
opposed to retweets)

R10: Image clustering

A18

R8: Named Entity Recognition
R14: Retrieve text with metadata
R11: Perform targeted crawl
R12: Linking texts with the same entities
R13: Relation discovery

B1

Search for relevant photos and
videos

R4: Search and filtering

B2

Summary of important
multimedia metadata

R5: Extract geo-location from images
R6: Concept detection on image sets
R9: Retrieve metadata

B3

Search for similar
images/videos

R4: Search and filtering
R10: Image clustering
R11: Perform targeted crawl
R12: Linking texts with the same entities
R13: Relation discovery

B4

More photos from the same
photographer

R4: Search and filtering

B5

Search for image provenance

R4: Search and filtering
R10: Image clustering

(overlap with
A18)

B6

R11: Perform targeted crawl
Retrieve similar content

R10: Image clustering
R11: Perform targeted crawl
R12: Linking texts with the same entities
R13: Relation discovery

B7

Detect changes to an image

R10: Image clustering
R15: Identify manipulations given a pair of images
R16: Predict manipulation given a single image
R17: Graph of manipulations
R18: Reduce computational requirements of
existing manipulation detection methods

B8

Metadata for videos (limited
support)

R9: Retrieve metadata

B9

Use existing external image
search engines

R11: Perform targeted crawl

B10

Search for most relevant text
based on keywords and/or
based on trusted user.

R4: Search and filtering
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B11

Retrieve all metadata related
to a text

R14: Retrieve text with metadata

B12

Search for similar text

R14: Retrieve text with metadata

B13

Retrieve images depicting
specific concepts

R4: Search and filtering

B14

Find most relevant text from
multiple social media sources

R4: Search and filtering

B15-16

Find the most relevant photo /
video

R4: Search and filtering

C4

Search for the original location
of content

R5: Extract geo-location from images

D6

Find content from multiple
social media sources based on
search terms

D7

Stay up-to-date for breaking
news

D8

Select social media platforms
as sources

R6: Concept detection on image sets

R6: Concept detection on image sets
R4: Search and filtering
R11: Perform targeted crawl

R4: Search and filtering

Table 4: Internal dependencies among technical requirements

TECHNICAL REQUIREMENT

INTERNAL DEPENDENCY

R4: Search and filtering

R2: Perform efficient visual feature extraction in near real-time
R5: Extract geo-location from images
R6: Concept detection on image sets
R7: Extract the clean text from HTML pages (semantic
segmentation)
R8: Extract named entities from text, and ground them to
Wikipedia
R9: Retrieve metadata

R3: Support content-based
search in the created index

R2: Perform efficient visual feature extraction in near real-time

R10: Apply efficient clustering
techniques to the ranked list of
similar images

R2: Perform efficient visual feature extraction in near real-time

R17: Given a collection of
similar image, generate a graph
of manipulations

R15: Given a pair of similar images, identify what kind of
manipulations the image has gone through

R5: Extract geo-location from
images

WP4: Retrieve Open Street Map estimated geo-location

R3: Support content-based search in the created index
WP2: Retrieve information about the contributor of the image
and possibly the community where he belongs

WP2: Retrieve information about the contributors of the
various versions of the image and the date they published the
content
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The above mentioned requirements are directly related to the user scenarios defined in D1.1.
Because the user scenarios are quite generic and each one of them encompasses a multitude of
user requirements, we identified the need to analyze more the user requirements and find
associations to technical requirements that can be directly translated to architectural decisions,
single components and implementations. Below we provide a brief description of the user
scenarios that directly or indirectly depend on the WP3 modules and the way the WP3
functionalities will help realize them or will contribute to their completion:






1.8

Newsgathering support: The journalist starts up a new REVEAL task to monitor Social
Media for a specific story using a set of keywords (e.g. MH370, aviation, aircraft, crash,
tragedy) and a time window (the past 15 days). The REVEAL system delivers more
information as the task progresses by launching a targeted crawl job and providing filtering,
search and retrieval capabilities while indexing and analyzing images and text.
Revealing multimedia content: In order to verify which information (image/video/ /texts) is
original and can be verified, a crawling job is launched and images related to the specified
keywords-stories are grouped in clusters. Then potential repostings are detected and the
manipulation detection module produces a prediction on the authenticity of content.
Additionally, the stylometry module analyzes text based on the writing style. Finally, a
report is produced containing a list of multimedia and text and confidence scores as to the
whether the content is authentic or not.
Revealing location: The geolocation module in combination with modules from WP4 will be
integrated to the REVEAL ‘mapping workbench’ to display real-time content related to the
desired keywords, which will be enriched as the crawling job progresses. The journalist can
filter crawled content by specifying the spatial area and related items are clustered in the
visual interface allowing the journalist to search in different levels of geographic
granularity. Furthermore, concept detection assists in providing content for the ‘trending
workbench’ to identify trending topics and possibly discover breaking news stories before
they fall under the radar of traditional news agencies.

Relation to REVEAL modalities

The definition of user requirements, technical requirements and user scenarios is directly
influenced by the first and second level REVEAL modalities. Here, we delineate the relations
between the foreseen WP3 modules and the target REVEAL modalities. For reference, a table with
all WP3 related modalities can be found in Appendix C.
The Image Crawler, Visual Feature Extractor, Geolocator and Indexer will contribute largely to
determine the Provenance of multimedia items. The Crawler will make sure that the REVEAL
system will have a collection of past content related to a predefined list of subjects. The Visual
Feature Extractor and Indexer will help retrieve similar images and thus potentially trace the
original occurrence of the desired content. In case this search delivers no results, the Crawler can
be launched again with a new seed list of URLs or new query terms in order to deliver results in the
future. Finally, the Geolocator will contribute in retrieving similar content by making use of the
geolocation metadata of multimedia items. For instance, based on an already accurately geotagged
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photograph, we could retrieve nearby photographs from Google Street View. The Manipulation
Detector, the Text Content Processor and the Text-based Relation extractor will have a great impact
in estimating the Originality and Authenticity of multimedia content. By making use of the
information delivered by other components (e.g. near-duplicate or similar images, texts referring to
the same story) and by using state of the art techniques from the fields of image and text forensics,
they will be able to deliver an estimation of whether the content has been tampered with or not
and possibly how. Finally, the Stylometry module will contribute to the popularity and provenance
modalities. For instance, the style of the contributor could reveal if he/she is a journalist or a casual
social media user.
Some of the first level content modalities, however, are not directly addressed by any of the WP3
tasks. For instance, we might be able to marginally contribute to the Reputation modality by e.g.
flagging domains, where fake content is being reposted or collecting domains where relevant
content is often being published. This however is not clearly associated to any of the foreseen WP3
tasks. As for Popularity, it is defined as a composition of two different concepts: 1) "How many
people are following this content", which falls in the scope of WP3 as we can possibly extract this
kind of information from the accompanying metadata, 2) "What kind of people are following this
content", which is clearly a WP2 task as it requires the aggregation of user profiles from different
communities. Influence is much more related to Context, hence it is expected to be addressed by
WP4 tasks and modules. Objectivity and Diversity are also not sufficiently addressed at the
moment by WP3 tasks. Objectivity is planned to be addressed in the future with the help of a
sentiment analysis module and support for Diversity could be considered by extending the WP3
search modules towards diverse search. Overall, the modalities that are not currently addressed by
WP3 components will be revisited in the subsequent deliverables of WP3.
Table 5: Relation among Modules and Modalities

Originality

Authenticity













Text Content Processor





Text-based Relation
Extractor





Image Crawler
Visual Feature Extractor

Reputation

Provenance

Popularity









Manipulation Detector
Concept Detector



Geolocation Extractor



Multimedia Indexer



Clusterer
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Relation to other REVEAL components

WP3 is responsible for developing a multimedia analysis framework to be used both directly from
end users and from other REVEAL components. The WP3 geo-location module is expected to
contribute to T4.1, identifying, extracting and analyzing the geo-spatial context information from
content items. In particular, the output of the geo-location module will be in terms of geographical
concepts that will be compatible with the Open Street Map tags used by WP4 modules. This way,
by producing multiple independent predictions by different modules, the reliability of the endsystem will be improved. For more details on these issues please refer to deliverable D4.1, there is
a separate section dedicated to the WP3 geo-location extraction module. Also, the extracted topics
from T4.3 will be used by the Text-based Relation Extractor, as they can help identifying the most
important relations per topic.
The WP3 modules are also tightly connected to WP2: the content from the contributors (identified
and modelled in WP2) is expected to be leveraged in WP3. For instance to improve search or
clustering results or aid in the process of tracking down an image provenance for manipulation
detection purposes (e.g. it is easier to search for images published from the same author, if this
information is available, instead of searching for images in the web without some basic clues).
Moreover the extracted contributor models and social network structures could be taken into
account by the WP3 text modules. For example, the contributor profile could help in identifying
some stylometric features. Last but not least, WP3 will produce reports which will serve as input for
WP5, whose task is exactly to fuse results from all REVEAL components. The form and specifics of
such reports are presented and analyzed in deliverable D5.1.

1.10 Privacy Issues
Another crucial aspect affecting our work and the overall work in REVEAL is how we deal with
privacy issues arising from the sharing of content that potentially contains private or even sensitive
information. As the proliferation and integration of social media in our daily lives becomes
increasingly seamless and commonplace, personal information is increasingly available online,
often without the explicit consent of individuals. In the scope of the REVEAL project and especially
as far as the WP3 modules are concerned, we pay particular attention to such issues through a
number of technical considerations.
First, we will restrict content collection and processing to only publicly available content that is
either embedded in public web pages or accessible via social network or media search APIs
according to their terms and conditions. Furthermore, simple and user-friendly mechanisms are
foreseen by the REVEAL applications that will enable individuals to opt out of the REVEAL data
collection process. In such cases, no collection and processing will take place with respect to media
coming from online accounts that opted out. In addition, the WP3 modules will not store the
original content, but only the URL pointing to it along with features that can be used for its
retrieval. Finally, the WP3 framework does not include any component that could be used for
targeting of individuals, since no person identification technology (e.g. face recognition) is
integrated.
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2 Research Approaches and Modules
Social media have been established as a prominent means of communication and information
gathering in professional and casual settings. For instance, capturing photos of events and
annotating them with tags has become a part of everyday life. Moreover the extensive use of
smartphones, which automatically geo-tag captured images, and modern digital cameras with
similar capabilities, produce large corpora of geo-tagged images, which are available online. The
growing use of images as information or opinion carriers has resulted into a rising trend to
manipulate them, often in sophisticated ways, in order to enhance them, express an opinion or
even create false impressions and spread misinformation.
Nonetheless, although there is a rise in images, photos and content being uploaded, there is also a
lack in tools to automatically analyse and organize them in order to improve the search and filtering
functionalities of new or existing services.
As images are increasingly used as proof of events and with the emergence of sophisticated photo
editing software, digitally forged images are appearing more often online and they are influencing
the public opinion. For example, during the 2004 presidential election, an image of John Kerry and
Jane Fonda talking at an anti-Vietnam war protest was released (Figure 3). The image turned out to
be a politically motivated forgery, a composite in fact of two different images taken in two different
events, the publishing of the image in popular news sites was however enough to create negative
media hype at a crucial moment of the election race. We have collected and maintain a number of
such fake image cases in the form of a public dataset2.

Figure 3: Fake picture of Jane Fonda and John Kerry speaking at anti-war rally

Concerning content, posts on Twitter for instance (but also in all social media) are limited in size,
thus may contain jargon, emoticons, or abbreviations which usually do not follow formal grammar.
As a result, Natural Language Processing methods face further challenges arising from the short,
noisy, and strongly contextualised nature of social media. To address this issue, novel language
2

https://github.com/MKLab-ITI/image-verification-corpus
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technologies have emerged. New approaches for linguistic pre-processing and information
extraction of social media content are explored. More specifically, techniques for language
identification, tokenisation, normalisation, part-of-speech tagging, named entity recognition, text
linking and relation extraction have to be adapted to the particularities of social media content.
In Work Package 3, our approach is directed at extracting hidden modalities and information from
online social media content. To fulfil this purpose, we have identified several technical and research
problems, which will guide our future work. Our efforts will be concentrated on developing the
following research modules, each one of which deals with a specific problem:










Large-scale image crawling

Similarity-based image search
Geo-location extraction
Concept detection
Image manipulation detection
Image clustering
Linguistic preprocessing and Named Entity Recognition
HTML semantic segmentation
Relation extraction

At this point, it is important to note that, following the use case requirement analysis, all text analysis
modules will support only English at this stage.

2.1

Large-scale image crawling

For the purpose of performing many of the tasks of WP3 (similarity search, image retrieval and
clustering), we need to collect and index a large set of web images. The bigger the collection we
index, the higher the chance that a given content-based query will find a match in the set of already
indexed images. In order to meet these requirements, we have to systematically perform largescale image crawls in specific domains, for example news sites (BBC, Deutsche Welle, The Guardian,
etc.). What we are attempting to do is neither a broad crawl (e.g. what the search engines do, crawl
a big percentage of the web), which would dramatically increase the cost of operating this
component, nor a focused-crawl (e.g. what web scrapers do, extract information from specific web
sites), which would be insufficient given our objectives. In particular, we aim at the following:




crawl many domains, e.g. thousands, based on the topic we are dealing with;
not exclude outlinks to other domain names as they may also be of interest;
in case of a focused crawl based on a specified query, extensively but not exhaustively
crawl since we want to harvest a specific collection of images.

Section 3.1 includes a brief summary of our experimentation with different open-source projects
that implement the desired functionalities. We rely on the main principle of general-purpose
crawlers: The crawling process starts from a list of seeds URLs, which are recursively visited based
on a set of policies. Most open-source web crawlers are highly customizable to enable defining
rules and policies, parsing specific content types, and indexing using standard tools (e.g. Solr). For
our experimentation, we used as initial seed URLs an arbitrary list of 800 international news sites in
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various languages. Although the crawl quickly spreads to different domains, the initial seed list
makes sure that the target sites are crawled extensively. Limiting the crawl to specific domain
names is also an option, for the time being though we are also interested in the web sites
referenced from our initial seed list. Figure 4 illustrates a sample of the aforementioned list.
http://www.washingtonpost.com/
http://www.chron.com/
http://www.bloomberg.com/
http://www.latimes.com/
http://www.reuters.com/
http://www.forbes.com/
http://www.monstersandcritics.com/
http://www.voanews.com/
http://www.bostonglobe.com/
http://www.chicagotribune.com/
http://www.sfchronicle.com/
http://www.cbsnews.com/
http://www.thetimes.co.uk/tto/news/
http://www.xinhuanet.com/english/
http://europe.wsj.com/home-page

http://elpais.com/
http://www.publico.pt/
http://www.20minute
http://www.heralddepari
http://www.humanite.fr/
http://www.la-croix.com/
http://www.latribune.fr/accueil/a-la-une.html
http://www.lefigaro.fr/
http://www.lemonde.fr/
http://www.midilibre.com/
http://www.bild.de/
http://www.dw-world.de/
http://www.finanznachrichten.de
http://www.freiepresse.de/
http://www.elmundo.es/

Figure 4: Crawler initial seed list

Although web crawling is a relatively well-studied problem with respect to web pages, image
crawling is a much less studied problem. For instance, it is still rather difficult to reach high
throughput using standard tools without investing considerable resources in terms of memory and
processing power, and it is challenging to filter useless or less relevant images at crawl time.
The final setup of our crawling system consists of several independent crawling agents running on
different virtual machines while the indexing and search web service as well as the database, where
the image metadata is stored, is separately deployed. Furthermore, a simple hashing function is
used to divide the URL space and avoid the crawling agents visiting the same URLs and attempting
to index the same images. This is illustrated in Figure 5.
A number of issues have yet to be resolved and experimentations to be further conducted in order
to finalize the existing method, with which we can collect, process and index about half a million
images and their metadata in a bit more than a day of crawling on a commodity workstation (Intel
Core i7-4770K CPU @3.50GHz with 16 GB RAM):






Optimize and extend the initial seed list in order to improve the coverage of the sites that
we are interested in and filter out as many irrelevant sources as possible while crawling;
Evaluate gathered data and possibly introduce domain name constraints in case the
amount of irrelevant images is very high;
Develop image filtering techniques to discard a large amount of images that will not be
useful for building the provenance index;
Improve virtual machine stability and memory usage;
Benchmark the system to identify potential bottlenecks.
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Figure 5: Image crawling setup

Beyond state of the art: Although web crawlers exist since almost the birth of the Internet, there
are hardly any appropriate open solutions, focused on image crawling, that demand no extremely
powerful infrastructure, guarantee high throughput throughout the whole process of crawling and
allow us to gather a substantial amount of images in limited time with limited resources, which is
our goal in this case. As our extensive experimentation with several available open source web
crawlers showed (chapter 3.1), almost all of the tools that are considered to be the industry
standards (e.g. Apache Nutch) do not perform well enough for our needs. This is why we built our
solution on top of BUbiNG [97], which is a newly developed open-source web crawler, of which the
job distribution is based on modern high-speed protocols and not on the high-latency Hadoop
framework. In the future, we plan to extend and optimize our system in order to augment the
throughput even more and succeed in launching focused crawls based on the desired query terms
or topics and collect enough images in limited time in order to better support the reposting
detection paradigm. Our setup, illustrated in Figure 5, is already a significant contribution to this
problem as to our knowledge, there is no up-to-date thorough comparative study on the problem
of Web image crawling.

2.2

Similarity-based image search

Similarity-based image search, also known as CBIR (Content-based image retrieval), is the problem
of retrieving similar images to a given query image, based solely on the content (pixels) of the given
image and no additional textual (tags) or geographic (geo-tags) metadata. In the context of the
REVEAL project, we are interested in retrieving similar images in the sense that they have the same
original content (one of the them has been post-processed, e.g. cropped, scaled, colour-adjusted)
but also images that depict the same object or scene even when viewed from a different viewpoint.
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The design and deployment of an efficient image search system calls for the suitable and optimized
combination of several multimedia analysis components. To this end, for our implementation we
selected SURF descriptors for the feature representation in combination with VLAD aggregation and
product quantization (PQ)-based indexing. This setup has proven to outperform several other stateof-the-art image search systems as presented in [44]. The prototype is implemented in Java. Below,
we provide a quick summary of the individual components of which the system consists.
Speeded-Up Robust Features (SURF) (Bay et al., 2008) is “a high-performing scale- and rotationinvariant interest point detector and descriptor” [45]. SURF is much faster to compute compared to
SIFT, that is why it has emerged as a popular choice for real-time image search application in the
past few years. Vector of Locally Aggregated Descriptors (VLAD) provides an extension of the BoW
aggregation mechanism and proposes a way of aggregating local image descriptors into a vector of
low dimensionality. Empirical results in the domain of image search [94] indicate that VLAD
significantly outperforms BoW for the same length, while being equally fast to compute. Despite
being relatively compact compared to BoW, the “raw” dimensionality of VLAD is still prohibitive for
large-scale search applications. For this reason, the authors in [94] propose applying PCA to reduce
the dimensionality of the vectors by an order of magnitude (e.g. from 4096 to 128) with negligible
impact in accuracy.
The main problem we identified with the current image retrieval system is that the algorithm does
not perform so well for images with quotes, fonts and banners, like in the case of popular internet
memes. This is in fact a very interesting use case as it could allow us to track down the history of
the different ways an image has been manipulated and republished.
Our first attempt at solving this problem is to train a suitable classifier, which will intervene in the
pipeline right before the VLAD aggregation and it will filter out specific SURF descriptors, which
belong to areas of the image with fonts, banners, etc. This way, the remaining SURF descriptors will
correspond to pure image content. The proposed solution is illustrated in Figure 6.

Image

SURF

Set of local
descriptors

Classifier

filtering

VLAD

Fixed size
vector

Indexer

PQ
Compact code

Low
dimensional
vector

PCA

Figure 6: Large-scale similarity-based image search based on SURF, classifier, VLAD, PCA and PQ

The descriptor filtering step was implemented based on a supervised learning approach. To this
end, we carried out several experiments with different classifiers and different configurations and
we concluded to one that outperforms the rest: We use Random Forest as base classifier and a Cost
Sensitive meta-classifier on top of that, to penalize the misclassification of true positives. That was
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the most challenging problem when training the classifier. Although the overall prediction score
was good, the prediction of true positives was relatively low so we had to take this into
consideration and find a suitable balancing mechanism.
This is known as the “class imbalance problem”. One class (the font descriptors) is represented by
only a few examples in comparison to the other class (the non-font descriptors). Furthermore, the
proportion of images with fonts in our training set is much higher than the one in a real-world
scenario, in the whole web for example. So, it might be quite simple to create a classifier with a
99% accuracy when the majority class represents 99% of the samples, but it is hard to train a
classifier evenly in order to have almost equal true and false positive error rates. Finally, a fact that
might complicate the classification is that not all font descriptors are discriminative, so there might
be data overlapping among the classes. Several methods have been proposed to tackle the class
imbalance problem. Most of them are based on random over- or under-sampling and some
attempt to remove noisy examples before training the classifier. The selected Cost Sensitive metaclassifier performs over-sampling of the minority class in order to balance the dataset. The results
of using this method are promising and are presented in detail and further analysed in chapter 3.2.
Beyond state of the art: Content-based image search is a very challenging research problem with a
vast variety of commercial applications, for examples the reverse image search engines. Our
method stands out for its speed, efficiency (aka cost-effectiveness) and applicability to large scale.
As it will be shown in section 3.2, it performs better or at least as good as the state of the art for a
variety of datasets used for evaluating image similarity search algorithms. Furthermore, as far as we
know, there is no other case in scientific literature of a classifier being used in a similar setup to
filter out local descriptors that do not correspond to image content.

2.3

Geo-location extraction

Annotating multimedia with geographical coordinates and sharing them in online multimedia
communities has become a popular activity for users in the last years. At the same time, tagging
has become one of the most prominent practices used to organize online collections or resources,
such as photos and videos and an increasing number of capture devices automatically assign geocoordinates to multimedia. As a result, lots of multimedia resources are accompanied by
geographic metadata. However, the annotation provided by users is often inaccurate, the images
are of varying quality and in fact only a very small fraction of posted images are geotagged.
Being able to correctly geo-locate a large part of the images on the Web, which are lacking geotags, would not only allow to significantly improve search and filtering, , but would also help
address several aspects of the news scenario, as it plays a very significant role to a number of
modalities, for instance content provenance. Furthermore, since verification is one of the purposes
of REVEAL, automatically geotagging images will greatly contribute to make an accurate prediction
whether an image is authentic or whether a tweet is being reposted in a false context.
Most of the existing geo-tagging techniques attempt to estimate where a given photo or video was
taken based solely on the tags or geo-coordinates that a user or capturing device assigned to it.
Another group of techniques focuses primarily on structure, such as analysis of the social network
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ties between photographers. In the context of developing a multimedia indexing framework, we
are mostly interested in a different problem: estimating the geo-location based on visual features
of the image itself.
Location estimation based on visual content has been a challenging problem in computer vision for
some time. The relatively low accuracy and efficiency of existing methods implies that humans have
a very strong model for inferring location information from photographs, which is very hard to
replicate in an automatic way based on machine learning techniques, as the lack of effective
methods to date demonstrates.
If the given image has been automatically geo-tagged by the capturing device or if it has been
adequately annotated by the publisher or another user, the extraction of geo-location is a relatively
simple problem: It suffices to just parse the Exif metadata of the image or interpret the tags and
accompanying text. However, if the image is not geo-tagged of if the annotation is incomplete or
inaccurate, the extraction of geo-location becomes a challenge. As with most methods developed
until now, we plan to use a combination of image and text analysis (based on tags and metadata),
as it has proven to have the best performance in terms of precision and recall. Please refer to
Appendix B, section 8.1 for more detailed information on the existing research and scientific
literature.
Beyond state of the art: Existing location estimation approaches are of limited performance in
terms of location accuracy. A notable shortcoming of existing methods is their inability to establish
the “placeability” of content, i.e. to detect when the visual content of an image is not sufficient to
derive reliable location estimates. In addition, the majority of existing approaches do not fail
gracefully. For instance, they may produce errors that are very large (in terms of geodesic distance).
To this end, we plan to explore hierarchical and model-based approaches.

2.4

Concept detection

The goal of concept detection in online multimedia content is to automatically annotate images
with high-level concept information in order to facilitate search and retrieval. More details on the
current state-of-the-art techniques can be found in Appendix B, chapter 8.2.
Our first experiments are based on the semi-supervised learning approach described in [95]. More
specifically, our method uses VLAD for feature aggregation with PCA for dimensionality reduction
and the Approximate Laplacian Eigenmaps (ALEs) to reduce the concept-learning time to be linear
to the number of images. Specifically, we construct approximate eigenvectors based on the density
structure of the data and we update the eigenvectors of the test set incrementally.
Our method performs well in terms of accuracy and the execution time is almost unaffected by the
size of the training set, which is a big advantage. Its efficiency and its applicability to large scale will
allow us to train the system to identify and detect concepts using large training sets. Emphasis will
be put on detecting:
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Topic-focused concepts, for instance “Football”, “Sport”, “Natural disaster”, “Protest”. One
case of topic-focused concepts are the ones that fall into the geospatial context, for which
we will try to define mappings to the Open Street Map tags, which are analysed in D4.1. For
further details, please refer to chapter 3.3.
Concepts that correspond to image categories, for instance “Photograph”, “Graphic”,
“Meme”. These concepts will assist in revealing additional information about the Context of
a certain social media post or media item.

The detection of concepts will assist in filtering and retrieval of relevant information and
additionally isolating and determining the topic of interest. Although the exact concepts which will
be available have yet to be defined, some preliminary results and the evaluation of our method are
presented in chapter 3.3. In the future, we plan to use both visual and textual features in order to
classify the given content, given a pre-defined set of concepts/category labels.
Beyond state of the art: As analyzed in Appendix B, chapter 8.2, the existing methods for concept
detection are either very demanding in terms of training in order to achieve high accuracy or they
manifest inconsistent results depending on the dataset used for testing (some datasets are cleaner
than others in terms of depicted concepts or accuracy of annotation). We aim at improving existing
approaches to efficiently and accurately detect a multitude of topic-focused concepts and image
categories.

2.5

Image clustering

The images collected by the crawler presented in 2.1 are the basis for providing the functionalities
of the Multimedia Analysis and Indexing Framework, but in themselves, they are not very
informative. However, by grouping them together in clusters, that either represent the same scene
or belong to the same story, we can extract further modalities which are valuable to the REVEAL
system. For instance, by grouping images together based on their visual content, we can create
clusters and visually present each cluster with its most representative image (the one with the
highest similarity rate to all the others in the cluster). This could help the end-user to visually grasp
the visual context of a specific story. Furthermore, by also using textual features for clustering and
making the assumption that for instance tweets referring to the same story tend to contain a
substantial amount of common words or tags, we could propose trending tags or topics, which
could assist the journalist to discover interesting new stories which have not been caught by the
traditional media.
For our initial clustering experiments, we decided to rely on visual features only and build a simple
clustering algorithm on top of the available visual similarity framework. The idea is straightforward:
first we index a set of images, then we define a similarity threshold above which images should
belong to the same cluster and finally we go through all the images in the set and for each one of
them, we search for the nearest visual neighbour. If one is found, then the query image is
positioned in the same cluster as its neighbour, if not, a new cluster is created.
More theoretical details on similar techniques and current work on this domain can be found in
Appendix B, chapter 8.3.
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Beyond state of the art: As presented in Appendix B chapter 8.3, there is variety of algorithms that
deal with clustering in general and image clustering in the case of WP3. REVEAL task T3.2, the one
dealing with clustering, only started in month 8, so our work until now concentrated on
investigating and analysing the existing state of the art methods and conducting preliminary
experiments to evaluate existing solutions and further defining future research directions. Usually
until now the clustering methods target static sets of data or small dynamic sets (e.g. web search
result clustering). In WP3 we aspire to apply clustering to a growing set of dynamic data, e.g. from
long-running crawling jobs. As a target breakthrough we expect to develop a system of integrated
focused crawling and clustering for efficient on-demand extraction of media clusters from the Web
and social media. This would allow us to collect and categorize multimedia and their metadata
based on the query terms or topics provided by the journalists or enterprise users.

2.6

Image manipulation detection

In WP3 we aspire to create a versatile toolbox for image manipulation/forgery detection. The
challenge is twofold: On one hand, we want to be able to identify the specific manipulations that
have taken place given a pair of images (original – processed). On the other hand, we want to be
able to do the same in the case of a single image, or at least provide a prediction score (probability
that the given image has been tampered with). Most of the techniques we investigated are specific
for detecting a specific kind of manipulation, so we aim at either developing a toolbox containing a
set of detection methods or ideally developing a method that can detect multiple kinds of
manipulation. More details on the current state-of-the-art techniques can be found in Appendix B,
chapter 8.4. The image manipulation detection module is part of task T3.3, which does not start
until M10, therefore no experimental work has been conducted so far. We have however prepared
a preliminary list of manipulations (Table 6) that we want to be able to detect when the module is
finalized. This is a tentative attempt as the concrete outcomes of this module are not clearly
defined yet.
Table 6: Image manipulations

Manipulation

Description

Detect

Rotation

The image is geometrically
transformed by rotating by an angle

Yes

Scaling

The image is resized

Yes, if the quality of the produced
image is not too low

Splicing

Copying-and-pasting two images
together or parts of one image on
another image

Artistic retouching

Photoshopping an image to improve it
aesthetically

No. We might be able to identify
that the image has been
processed but no specifics.

Colour tone
enhancement

Changing the image colour tone or
converting a colour image to grayscale

Yes
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Beyond state of the art: Most of the existing techniques aim at detecting a specific kind of
manipulation and almost all of them have not been tested and evaluated against a wide range of
images and datasets. In WP3 we aspire to develop an extensive toolbox that will support the
detection of at least a set of main image manipulations, which are relevant to the use cases
described in D1.1 and can be of value for the whole REVEAL project. A secondary goal of task T3.3 is
for the manipulation detection module to be subject to a near-real time constraint, we expect the
responses to be in the order of 1 second at the most. Finally, we are going to test the developed
methods in challenging settings, e.g. social media content, which is often inherently manipulated.

2.7

HTML semantic segmentation

In case of sources different from Twitter, such as web pages, a module for semantic segmentation
is used before the linguistic pre-processing steps described below, in order to extract the clean text,
title, captions and comments from the HTML page. As the goal in REVEAL is to extract any link that
will be available through the crawler and not specific websites, we want to concentrate on a more
generic approach. We decided to use one of the well-known algorithms for HTML segmentation,
namely Boilerpipe [54]. This is a text-based approach, which does not take the tree structure of the
HTML into account at all.

Figure 7: The linguistic pre-processing pipeline
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Linguistic pre-processing

The purpose of the NLP pipeline processing is to take as input texts collected from the sources we
have in REVEAL, such as Twitter or further social media channels, and sequentially perform
preprocessing and information extraction (IE), to gain understanding of the linguistic information
and structure, as well as the semantic information in the text. Pre-processing steps include
tokenization, sentence splitting, part-of-speech (POS) tagging, shallow parsing, lemmatization or
Stemming and abbreviation detection.








Tokenisation. This is responsible for separating text into word units (tokens), where a token
can be roughly defined as a sequence of non-space characters.
Sentence Splitting. This is responsible for identifying sentence boundaries, based on
information obtained by the tokenizer component.
Part-of-speech tagging. The POS tagger is marking up a word in a text (corpus) as
corresponding to a particular grammatical part of speech, based on both its definition, as
well as its context.
Shallow Parsing. This tries to identify phrases (noun phrases, verb phrases, etc.) appearing
in a text and associate some of them with syntactic roles (for example, that a specific noun
phrase has a subject role in a sentence with respect to a specific verb).
Stemming and Lemmatization. The goal is to reduce inflectional forms and sometimes
derivationally related forms of a word to a common base form. Stemming usually refers to
a crude heuristic process that chops off the ends of words in the hope of achieving this goal
correctly most of the time, and often includes the removal of derivational affixes.
Lemmatization usually refers to doing things properly with the use of a vocabulary and
morphological analysis of words, normally aiming to remove inflectional endings only and
to return the base or dictionary form of a word, which is known as the lemma. In REVEAL
we will examine both approaches to decide which of the two better fits the social media
data.

Status messages posted on social media websites, such as Twitter, present a new and challenging
style of text for language technology due to their noisy and informal nature. As a result, state-ofthe-art approaches which deals very well with text documents, fail to adapt to social media data. In
other words, the performance of “off the shelf” NLP tools, which were trained on news corpora, is
weak on tweet corpora. We find that classifying named entities in tweets is a difficult task for two
reasons. First, tweets contain a plethora of distinctive named entity types (Companies, Products,
Bands, Movies, and more). Almost all these types (except for People and Locations) are relatively
infrequent, so even a large sample of manually annotated tweets will contain few training
examples. Secondly, due to Twitter’s 140 character limit, tweets often lack sufficient context to
determine an entity’s type.
As a result, we decided to explore different approaches for the linguistic pre-processing pipeline in
REVEAL. First, the Ellogon platform3 is tested. Ellogon as a language engineering platform offering
3

www.ellogon.org
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an extensive set of facilities, including tools for processing and visualising textual/HTML/XML data
and associated linguistic information, support for lexical resources (like creating and embedding
lexicons), tools for creating annotated corpora, accessing databases, comparing annotated data, or
transforming linguistic information into vectors for use with various machine learning algorithms.
Also, other state-of-the art approaches are being explored, such as the Stanford4 parser, one of the
most used POS taggers, which uses the Penn Treebank tag set.
In addition tweetNLP5 is being evaluated, which is one of the first available systems, specifically
created for twitter data.

2.9

Named Entity Recognition

Information extraction includes Named Entity Recognition and Classification (NER) to identify
people, place and thing names as well as dates within texts. As a first approach, gazetteers are
used. Other approaches will be explored based on the performance of the chosen approach, as well
as the available data during the project.
Concerning Named Entity Recognition, we are investigating different approaches. The current
system is based on Ellogon, which identifies in the processed text, strings that correspond to
already known named entities, terms, etc., that are found in Wikipedia or other knowledge sources
(e.g. Wordnet). In addition, co-reference resolution takes place, in order to discover when two or
more expressions in a text refer to the same person or thing.
The Stanford NER system6 is also under consideration, as the first obtained results in twitter data
are more promising. The Stanford NER provides a general implementation of (arbitrary order) linear
chain Conditional Random Field (CRF) sequence models.
Also, AIDA7 is being tested. AIDA is a framework for entity detection and disambiguation. Given a
natural-language text or a Web table, it maps mentions of ambiguous names onto canonical
entities (e.g., individual people or places) registered in the YAGO2 knowledge base8.
Beyond state of the art: In the past few years, several industrial systems to extract, link, classify
and tag text data, such as OpenCalais9 and Stanford Named Entity Recognizer, have been deployed
on the Web (see the related work section). However, as far as we know, none of these deployed
systems has been specifically tailored for social media. In REVEAL, we will adapt existing
approaches to the nature of social media texts, by taking into account their specific nature, such as
hash tags, abbreviations etc. To this end, AIDA is being tested, as mentioned above, but also other
solutions will be tried out.
4

http://nlp.stanford.edu/ner/index.shtml
http://www.ark.cs.cmu.edu/TweetNLP/
6
http://nlp.stanford.edu/software/CRF-NER.shtml
7
http://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-naga/aida/
8
http://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-naga/yago/
9
opencalais.com
5
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2.10 Relation extraction
Relation extraction is the task of identifying the relations that hold between interesting entities in
text data. The goal in REVEAL is to identify important links between entities. These links will help
better identify important events in twitter, as well as discover important connections between
persons and place for example.
The first approach is based on a state-of-the-art approach in relation extraction, namely ClausIE10.
Other systems have been tested, such as Reverb11 and TwitCAL, but they seem not to be suitable
for social media content.
ClausIE also needs several modifications in order to deal with social media data, so different preprocessing steps have been implemented in order to take into account the special nature of twitter,
such as slang language, hash tags etc.
Given the identified relations, the module will also find clusters of texts (e.g. tweets) with the same
entities, and then the relations among these entities will be explored. Concerning clustering of
similar texts, semantic and content similarity measures will be used. A first idea is to use external
resources, such as Wordnet.
Beyond state of the art: Initially state-of-the-art systems for Relation Extraction are being
considered, such as ReVerb [57], Ollie [58] and ClausIE [59]. To our knowledge, it has not previously
been evaluated in social media data, and as a result they do not deal with the informal and
unstructured language of social media, such as twitter. In REVEAL, we will examine how these
approaches can be adapted in the specific nature of the data, in order to increase their accuracy. If
necessary, new methods will be also considered.

10

https://www.mpi-inf.mpg.de/departments/databases-and-information-systems/software/clausie/

11

http://reverb.cs.washington.edu/
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3 Evaluation and Experimentation
3.1

Large-scale image crawling

In order to implement our web image crawler, we extensively tested and evaluated a number of
available open-source solutions. Apache Nutch and Heritrix are often used solutions, BUbiNG is a
modern implementation based on a different architecture and job distribution model than the
previous two, Scrapy, Crawl-anywhere and Crawler4J are smaller projects intended to satisfy quite
specific needs. The results of our investigation are further analysed below and Table 7 summarizes
the results of our comparison. All of them were tested on a single machine setup (on an Intel Core
i7-4770K CPU @3.50GHz with 16 GB RAM) for approximately a day of continuous crawling each,
except for BUbiNG, which was also tested on a distributed setup using three virtual machines for
many days consecutively. This is described in detail at the end of this chapter.
Apache Nutch 12is the industry open-source standard for large-scale web crawling. At the moment it
has two different codebases. The 1.x codebase is a well matured project based on Apache Hadoop,
which is being developed and maintained since the early 2000s' and it support a vast collection of
plugins. Every crawl iteration in Nutch consists of four distinct jobs:





Generate: Selects URLs to fetch from the webtable
Fetch: Fetches all URLs that have been marked in the previous step
Parse: Parses all new webpages that haven't been parsed before
Update: Updates the webtable with outlinks, fetchtime and correct score

The way to go in order to extend the standard Nutch functionality is by creating a plugin, which
implements a given interface. There are several core extension-points, which can be used to
accomplish different things. In our case, the most meaningful option was to implement two
interfaces:




The HtmlParseFilter 13interface “permits one to add additional metadata to HTML parses”.
Nutch doesn’t by default parse and store the image source URLs found in <img> tags, so
we added this functionality along with parsing the image alt attribute, if present, and any
available date information.
The IndexingFilter 14interface “permits one to add metadata to the indexed fields. All
plugins found which implement this extension point are run sequentially on the parse”. In
this step the filter method is called sequentially on all the image URLs parsed in the
previous step. First, we check if the content type of the given resource is an image mime
type and if the content length exceeds a meaningful minimum. If these two conditions are

12

https://nutch.apache.org/

13

https://nutch.apache.org/apidocs-1.6/org/apache/nutch/parse/HtmlParseFilter.html

14

http://nutch.apache.org/apidocs-1.6/org/apache/nutch/indexer/IndexingFilter.html
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met, the image is downloaded and then we check again if the image dimensions are bigger
than a pre-defined threshold (currently 300x200 pixels). Finally, for each filtered image,
visual feature extractions is performed and the eventually the image is indexed in our
custom index.
The Parser 15interface “reads through fetched documents in order to extract data to be
indexed”. Nutch doesn’t by default parse image types, so we added an ImageParser, which
basically does the same as the IndexingFilter described in the previous step, with the
exception of downloading the image, as in this case the input of the parser is already a
byte array holding the content to be parsed.

With this configuration, we reached a maximum throughput of 0.65 images/second and identified a
bottleneck in the Update step of the crawl process. Namely, for large collections of input sites and
when configured to fetch several thousands of URLs per iteration, the Update step of each iteration
lasts approximately one hour. A potential solution to this issue could be a clustered architecture
employing Apache Hadoop, which would allow to parallelize much of the tasks taking place in the
Update step. This would, however, require a large cluster of workstations to be usable for long
periods, which is not a viable option in terms of cost-effectiveness.
Then, we decided to experiment further with the 2.x Nutch codebase, which is a relatively new
emerging alternative with a fundamentally different data storage concept. The 2.x codebase uses
Apache Gora and Apache HBase. The disadvantages of this version is that it is not so stable as the
1.x and because it is not yet so widespread, not all existing plugins have been ported for it. Next we
ported our plugin for the 2.x version but unfortunately the performance gain was not considerable
and we identified some stability problems.
We also looked into two other open-source crawler projects implemented in java: Crawler4J16 is
much more lightweight than Nutch but unfortunately it does not scale for large collections of input
URLs, it is mostly intended to extensively crawl one or a couple of URLs. Crawl-anywhere17
concentrates on providing an easy-to-use web interface, it is however very hard to setup and
configure when one wants to avoid using this web interface.
We further experimented with Scrapy18, an open-source web scraper implemented in Python. It is
very well documented, has a very active open-source community and like Nutch, it provides several
interfaces with standard implementation, which can be easily extended to fit our needs. Its
architecture is based on the following fundamental components:



The Engine is responsible for controlling the data flow among all components.
The Scheduler receives requests and enqueues them.

15

http://nutch.apache.org/apidocs-1.6/org/apache/nutch/parse/Parser.html

16

http://code.google.com/p/crawler4j/

17

http://www.crawl-anywhere.com

18

http://scrapy.org
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The Downloader is responsible for fetching webpages.
The Spiders are responsible for parsing responses and extracting structured information
from them or additional URLs to follow.
The Item Pipeline processes the items once they have been extracted by the spider.

Scrapy is fundamentally a scraper and not a crawler, like Nutch for instance. It is more directed to
perform focused scraping of a specific website in order to extract structured information from its
content. Nonetheless, it can be configured to adapt more to our needs, mainly by determining the
crawling depth and by changing its default behaviour to crawl by breadth instead of depth first.
From our experiments until now, Scrapy is very efficient and fast for focused crawling in specific
domains, in the case of broad crawls, though, it tends to get less efficient and slower. Although the
initial experimentations were encouraging, we did not manage to crawl images from the Web with
a speed higher than 0.5 images/second.
Heritrix19 is another java open-source web crawler that was initially developed for web archiving. It
is lightweight and has a straightforward architecture and good documentation, so that it is fairly
easy to implement new functionalities, for instance indexing images in our custom visual index. By
making the necessary configurations and changes, we achieved a throughput of 2.5 images/ second
for long-running crawl jobs. Some shortcomings of Heritrix are:






It supports multiple machine crawling but not in the same way as Nutch supports
distributed crawling through Apache Hadoop. In fact, it is complicated to configure Heritrix
to perform multiple machine crawling, as its implementation does not inherently support
this kind of distributed functionality.
It does not have a build-in support for Solr as Nutch. There is another open-source project
though, called NutchWAX, that does exactly that and implementing our own independent
component to add Solr indexing is not difficult.
It does not have a scoring system, which should not affect us very much as our goal is not
to crawl the whole web. Nutch, on the other hand, has a LinkRank scoring system, which is
similar but not identical to PageRank.

The disadvantages of Heritrix are not crucial and could be addressed with some additional effort,
however, the maximum throughput that we achieved was not entirely satisfactory. This is the
reason why we decided to experiment further with a relatively new project, BUbiNG20, which is an
open-source Java crawler, based on the UbiCrawler. Its design is based on the assumption that
modern CPUs and OS kernels can handle a large number of IO threads and big amounts of RAM are
available. BUbiNG's superior performance is attributed to the following key design decisions, which
differentiate it from other successful web crawlers, like Heritrix or Nutch.


The fetching threads perform only synchronous I/O, because it reduces code complexity
and has proven to outperform asynchronous I/O on modern kernels.

19

https://webarchive.jira.com/wiki/display/Heritrix/Heritrix

20

http://law.di.unimi.it/software.php#buging
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The fetching threads only access lock-free data structures, to avoid direct access to
synchronized data structure.
Byte arrays instead of Strings are used for URL storage, both on memory and on disk, to
reduce the memory occupied.
BubiNG agents are identical and autonomous, without the need of central control.

This way, one would normally have fetching threads in the range of thousands, which spend most
of their time waiting for network data, whereas one usually allocates as many parsing threads as
the number of available cores. BUbiNG is highly configurable so that one can take advantage of the
totality of the existing system's resources and it is easily extensible to support our custom visual
index.
Our experiments show a constant throughput of 4.95 indexed pictures per second, which is much
higher than the ones obtained with Heritrix and Nutch. Moreover, if we take into account that in a
real-world scenario, we will be running multiple stand-alone BUbiNG agents on different machines
with vast resources, we can safely assume that this throughput will be greatly augmented. Table 7
presents an overview of the comparative performance of different web crawlers.
Table 7: Web crawlers' comparative performance

3.2

Web Crawler

Throughput (indexed images / second)

Nutch 1.x

0.65

Nutch 2.x

0.8 but not stable

Scrapy

0.5

Heritrix

2.5

BUbiNG

5

Crawl-anywhere

Not suitable

Crawler4j

Not suitable

Similarity-based image search

In this chapter, we analyse the attempts we made to evaluate and improve the performance of the
system described in chapter 2.2. First, we present the datasets used for the evaluation, second the
performance metrics used for comparing different approaches and finally we conclude with the
experimental results.
3.2.1 Datasets and Evaluation Measures
We use the following popular datasets in our experiments:
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The Holidays21 dataset [98] contains 1491 holiday images, 500 of which are used as
queries.
The Oxford22 dataset [99] consists of 5063 images collected from Flickr by searching for
particular Oxford landmarks. 55 of the images are treated as queries.
The Paris23 dataset [99] consists of 6412 images collected from Flickr by searching for
particular Paris landmarks.
The SNOW Challenge24 dataset [61] consists of a large number of data from the Twitter
stream, from which the images are extracted (embedded and not embedded).

The Average Precision is a measure that rewards a system's ability to retrieve relevant documents
quickly (i.e. highly ranked). If in the list of ranked images, all the relevant images come first, then
the Average Precision will be 1. It is important to note that the Average Precision depends on the
dataset: scores of different datasets are not easily comparable.
The Equal Error Rate (EER) or Crossover Error Rate (CER) indicates the rate at which the proportion
of false acceptance is equal to the proportion of false rejections. It is possible to have a relatively
poor EER score with a relatively good AP score.
Which evaluation metric is the best depends really on the type of task in hand. In a ranked retrieval
case, where a human is going to look at the first few images, it makes sense to try and maximize the
Average Precision in order to improve the user experience. On the other hand, maximizing the EER
may improve the performance of completely automated scenarios.
We decide to evaluate accuracy using mean Average Precision (mAP) because the user friendliness
of the results seems to be more important according to the project requirements.
3.2.2 Evaluation and Results
A brief summary of our evaluation method for the system illustrated in Figure 6 follows: First, we
train the classifier using example images with fonts, quotes, banners, etc. that we manually
selected from search engines. Here we need to stress the importance of not using any images from
the evaluation datasets to train the classifier to avoid misleading results (typically over-optimistic).
The actual training is done by manually defining the regions of each image that contain fonts and
then then training the classifier to filter out specifically these SURF descriptors. For the manual
annotation of the regions, we used a slightly altered version of ImageJ where we tweaked the ROI
Manager into saving consecutive ROIs with a convenient name convention, so that the ROI
collection could be directly used by our training method. Figure8 depicts three examples of the
filtered out SURF descriptors.
21

https://lear.inrialpes.fr/~jegou/data.php

22

http://www.robots.ox.ac.uk/~vgg/data/oxbuildings/

23

http://www.robots.ox.ac.uk/~vgg/data/parisbuildings/

24

http://www.snow-workshop.org/2014/?page_id=37
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Figure 8: Filtered out SURF descriptors

Finally, we evaluate our method. There are two risks stemming from the use of the classifier:



The classifier does not perform so well in finding similarities among an image without fonts
and the same image with fonts.
It affects the performance of the previous system which was already quite good.

For evaluating these aspects, we compute the mAP for the three datasets listed above.
Table 8: Experimental Results

Dataset

mAP without the Classifier

mAP with the Classifier

Holidays

0.70758

0.70371

Oxford buildings

0.48317

0.456482

Paris buildings

0.482391

0.466568

Then we create a new set of images by adding fonts and banners to 55 of the query images of the
Holidays dataset and calculate the mean Average Precision for this smaller dataset with and
without the use of the classifier. Moreover we gradually add more irrelevant images (distractors)
from a common Flickr dataset in order to evaluate the robustness of our method. In the table
below, some preliminary results are presented.
Table 9: Experimental Results with font queries

Noise

mAP without the Classifier

mAP with the Classifier

0

0.86675

0.90486

1.5K

0.632

0.7216

5K

0.61969

0.7216

20K

0.5611

0.7455
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As we can see, these initial results from our preliminary experiments are promising. Something that
might strike the reader as surprising is the fact that the mAP in the first two rows of Table 9 is very
high, even when not using the classifier. This is due to the fact that the mixed dataset is very small
in comparison (79 images for 55 queries). As we can see, by gradually adding more distractor
images, the mAP of our setup with the classifier stays almost constant while the mAP of the regular
system greatly diminishes.
To also give a qualitative measure of the impact of the supplementary classification step, in the
figure below you can see a practical example where the classifier greatly improves the performance
of the regular system. We indexed both images of Figure 9 in a distractor set of approximately 20K
irrelevant images, and we attempted to retrieve the nearest neighbour of the second one (meme).
With the use of the classifier the image on the left came as the first result, without the classifier it
was 27th and the first 26 images were irrelevant.

Figure 9: Classifier qualitative performance

3.3

Concept detection

3.3.1 Datasets
We experimented with two well-known datasets:



Caltech-25625 which consists of 30,607 images that correspond to 256 object categories
NUS-WIDE26 which consists of 269,648 images that correspond to 81 concepts

Figures 10 and 11 illustrate some samples of images contained in the datasets.

25

http://www.vision.caltech.edu/Image_Datasets/Caltech256/

26

http://lms.comp.nus.edu.sg/research/NUS-WIDE.htm
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coast

highway

industrial

Figure 10: Caltech-256 images

surf

animal

boats

Figure 11: NUS-WIDE images

3.3.2 Evaluation
We chose a subset of the existing concepts of each dataset, which fit into the geospatial context
(cf. D4.1 section 3.5), and calculated the average precision for each concept and the mean average
precision for each dataset. You can see an overview of the results in the following tables.
Table 10 : Caltech-256 mAP = 0.6487

Concept

Average Precision

Concept

Average Precision

industrial

0.3594

MITmountain

0.6898

MITcoast

0.7452

MITopencountry

0.5810

CALsuburb

0.7310

MITstreet

0.6501

MITforest

0.8883

MITtallbuilding

0.5744

MIThighway

0.7519

store

0.5812

MITinsidecity

0.5838
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Table 11: NUS-WIDE mAP = 0.1038

Concept

Average
Precision

Concept

Average
Precision

Concept

Average
Precision

airport

0.1539

beach

0.0366

boats

0.0251

bridge

0.0138

buildings

0.0966

cars

0.0072

castle

0.0027

cityspace

0.1235

clouds

0.6621

earthquake

0.0014

fire

0.0500

flags

0.0025

flowers

0.0445

food

0.0144

frost

0.0061

garden

0.0159

glacier

0.0190

grass

0.1479

harbor

0.1205

house

0.0224

lake

0.1022

map

0.3749

military

0.0169

moon

0.2360

mountain

0.0394

nighttime

0.2070

ocean

0.0848

person

0.6309

plane

0.1781

plants

0.0859

police

0.0062

protest

0.0840

railroad

0.0062

rainbow

0.0232

road

0.0495

sand

0.0150

sign

0.0070

sky

0.7447

snow

0.0318

soccer

0.1791

sports

0.0087

statue

0.0046

street

0.0117

sun

0.1785

sunset

0.0643

temple

0.0093

tower

0.0157

town

0.0109

train

0.0058

tree

0.0344

valley

0.2055

vehicle

0.0291
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Clustering

We qualitatively evaluated our method using the SNOW challenge dataset [22]. We extracted
32.811 twitter image URLs and indexed the respective images. Then we applied the above
algorithm and ended up with approximately 30.000 clusters, the vast majority of which consist of
only one or two images. There are also many clusters with 3, 4 or 5 members and fewer with more
than that. This is illustrated in Figure 12. Although our method is rather simplistic, the results are
promising and they allow us to draw some interesting conclusions.

Images in clusters
Number of clusters

1000

100

10

1
1

10

100

1000

Number of images in cluster

Figure 12: Number of images and clusters from the SNOW dataset

As we can see in Figures 13 and 14, the algorithm manages to group images of the same type
together, for instance tag clouds, diagrams, notes. Furthermore, it is quite successful at identifying
images that belong to the same scene (Figures 15 and 16).
In the future, we plan to use tags and metadata in addition to visual features to improve the
clustering performance. We are also currently experimenting with more sophisticated clustering
algorithms, which should deliver even better results in the foreseeable future.

Figure 13: Cluster with several tag clouds
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Figure 14: Cluster with various notes

Figure 15: Cluster with various close variations of the same scene

Figure 16: Cluster with various transformations of the same content
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HTML Semantic segmentation

We explored the effectiveness of different HTML page segmentation algorithms on various
websites. There are many algorithms for web page segmentation. What we opted for is to see
which of the approaches work well on a variety of different websites. As the goal in REVEAL is to
extract any link that will be available through the crawler and not specific websites, we
concentrated on the more generic approach. We decided to experiment with three different
approaches of the state-of-the-art.
One of the well-known algorithms for HTML segmentation is Boilerpipe [54]. It is a text-based
approach, which does not take the tree structure of the HTML into account at all. The algorithm
only looks at the (textual) content and analyzes certain textual features like e.g. the text-density or
the link-density of parts of a page. The algorithm tends to be fast since it works independently from
the DOM, the structural and visual clues. It uses shallow text features, which is theoretically
grounded by stochastic text generation processes from Quantitative Linguistics. Evaluation suggests
that it is a high-performing generic segmentation algorithm, which can deal with various different
websites.
Another algorithm from the state-of-the-art is the DS algorithm [55]. The latter takes into account
visual and non-visual characteristics of a web page and is removing noisy parts from three major
categories of pages which contain user-generated content (News, Blogs, Discussions). Visual
approaches most resemble how a human segments a page, i.e. they operate on the rendered page
itself as seen in a browser. They thus leverage more information, but are also computationally
more expensive because pages must be rendered. They often divide the page into separators, such
as lines, whitespace and images, and content and build a content-structure out of this information.
They can take visual features such as background color, styling, layout, font size and type and
location on the page into account.
Blogbuster27 [56] follows a rule-based approach. A small set of rules were manually constructed by
observing a limited set of blogs from the Blogger and Wordpress hosting platforms. These rules
operate on the DOM tree of an HTML page, as constructed by a popular browser, Mozilla Firefox.
Evaluation results suggest that BlogBuster is very accurate when extracting corpora from blogs
hosted in the Blogger and Wordpress, while exhibiting a reasonable precision when applied to blogs
not hosted in these two popular blogging platforms.
As mentioned before, the goal is to have a segmentation approach as general as possible, as we are
not concentrated in few particular websites, but we want to have the possibility to clean any
possible website which will appear in the social media.

27

http://www.intellitech.gr/index.php/en/products/blog-buster-en
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As a test case, we explored part of the links used by the web image crawler. Note that there is no
golden dataset for HTML segmentation evaluation. Most approaches in the literature have their
own dataset and their own measuring methodology, which makes it impossible to compare existing
algorithms based on what they report in their papers. Taking into account their results, we have
decided to do a qualitative study of the three different approaches.

Figure 17: HTML segmentation example

The DS algorithm manages to extract the article in some of the websites, but in turns out that in
certain cases it fails to do so. As an example, in Figure 17, we can see that due to the presence of
the image in the main article, it first locate the second part of the article that is located below the
image, and then in extracts the first part of the article (and duplicates the second part).
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Blogbuster tends to locate well the title and the text of an article in most cases, but as it is mostly
designed for blog sites, it cannot capture all available websites with the same precision. Boilerpipe
has been proven the most robust one in the different pages, and in addition it manages to extract
also the images which are related to the article. As a result, we chose to use Boilerpipe for REVEAL,
for two main reasons:



3.6

In the qualitative evaluation we have performed so far, it seems to analyze decently the
different websites.
It is the only segmentation approach which also extracts the related to the main content
images, while the others are concentrated only on text extraction.

Relation Extraction

Initially we considered three systems for Relation Extraction: ReVerb [57], Ollie [58] and ClausIE
[59]. ClausIE is reported to significantly outperform Ollie by the number of propositions extracted
[59]. Thereby, ClausIE was chosen as the base tool used for the Relation Extraction task in our
pipeline. ClausIE is built on top of the unlexicalized Stanford dependency parser [60] that reveals
the syntactical structure of an input sentence [59]. To our knowledge, it has not previously been
evaluated in social media data. One of the drawbacks of ClausIE is that it cannot detect Negation or
Conditional Clauses, which inevitably alters the precision of results. In our experiments, we used a
slightly modified version of ClausIE, where we restrict the lemmatization only on verbs rather than
on any word, as we found out that this modification ameliorates our results.
We first experimented with a small dataset containing approximately 20,235 Tweets with English
text. This dataset was used and collected from the SocialSensor project28 and it covers the FA Cup
Final event. As a second dataset, we used the SNOW dataset [61] which had 954,167 Tweets with
English text. It contains various topics, such as the 2012 US Presidential election, a flooding in the
West of England, The uprising in Ukraine, terrorism in Syria, protests in Venezuela and a major
Bitcoin exchange theft. We focused our first experiments on Syria and Ukraine topics.
In order to evaluate our system, we extracted the most frequent relations, as identified in each of
the two datasets. In particular, we identified the top relations connecting one or more entities for
the following topics (out of the two datasets): FACup, Syria, Ukraine. The relations are listed in the
tables below. Each table contains relations extracted from one of the datasets sorted descendant
by the mentions count.
Due to the lack of available annotated datasets for social media, the extracted relations have been
manually evaluated. The evaluation procedure was carried out independently by two annotators.
Afterwards, the inter-annotator agreement was computed and the final evaluation table is created
based on the consensus between the annotators. Our first experiments indicate low interannotator agreement (0,45 - 0,6). This is due to the fact that the importance of the relations tends
to be highly ambiguous and subjective. Evaluation results across three of the remaining topics
28

http://socialsensor.eu/results/datasets/72-twitter-tdt-dataset
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(FACup, Ukraine, Syria) are summarized in Table 12. On average, 70% of the extracted relations
were considered correct, while half of them were marked as not important. Therefore, one third of
the relations returned by the system are actually considered as relevant events.
Table 12: Relation Extraction Evaluation results

Topic

Correct

Incorrect

Not important
Important
FACup
0.16
0.56
0.28
Ukraine
0.47
0.10
0.43
Syria
0.36
0.36
0.27
In the future we will consider evaluating our approach on a dataset already annotated with the
important events beforehand, for example, the major events according to Wikipedia29.
Table 13: extracted relations for the FA Cup dataset

Subject
chelsea

Predicate
win

Object
Now

Freq.
77

graham
norton
chelsea

get

last night

20

took

Liverpool

11

graham
norton
roberto di
matteo

be

last night

10

win

now

10

Tweet text (preprocessed)
RT chelseafc: Chelsea have now won 17 major
trophies. We’ve caught Tottenham who are on the
same total. #CFCWembley #FACupFinal (SL)
RT OCRadio: Classic #FACup commentary ’Drogba,
Graham Norton got inside of him last night’
espn BLUE SURVIVAL AT WEMBLEY! Chelsea took
down Liverpool to win the #FACupFinal -&gt;
http://t.co/oi1OPoNv
RT Mattdavelewis: Did he just say Graham Norton
was inside Didier Drogba last night? #FACup
RT ChelseaAnalysis: Roberto Di Matteo has now
won the FA Cup as a player and as a manager. Well
deserved! #CFC

Table 14: Extracted relations for the Ukraine topic of the SNOW dataset

Subject
crimean
tatars

Predicate
shout

Object
ukraine

Freq.
157

ukraine

choose

Europe

128

crimea

be

ukraine

77

russia

need

ukraine

77

ukraine

need

russia

72

29

Tweet text (preprocessed)
T MaximEristavi: To watch Crimean Tatars shouting
“Ukraine! Allah Akbar” while holding Ukrainian flags
in Simferopol is mind-blowing http
Georgia PM says he hopes Ukraine will choose
Europe #newslocker http://t.
co/MVhy2cquc8
RT EuromaidanPR: ’#Crimea is #Ukraine’ says Refat
Chubarov, the head of ’mejlis of the crimean tatar
people’ —PR News http://t.co/Q5eiygh1
RT StefanFuleEU: #Ukraine needs #Russia, Russia
needs Ukraine. #Moscow has a chance to become
part of efforts to bring stability and prosp
RT StefanFuleEU: #Ukraine needs #Russia, Russia
needs Ukraine. #Moscow has a chance to become
part of efforts to bring stability and prosp

http://en.wikipedia.org/wiki/Portal:Current_events
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Table 15: Extracted relations for the Syria topic of the SNOW dataset

Subject
william
hague

Predicate
embrace

Object
assad

Freq.
54

assad

starve

damascus
syria

37

syria

overtake

afghanistan

29

cia

be

100%

12

Tweet text (preprocessed)
RT tajimustafa : Unlike Moazzam Begg, didnt
William Hague warmly embrace
Assad and called him a ’reformer’?
#ReleaseMoazzam #Syria http://
This very shocking image is from besieged Yarmuk
Palestinians camps in Damascus #Syria where
Assad starves his people http://t.co/rxFYzM4tKS
RT BK4theINYT: UN refugee commissioner says
Syria could soon overtake Afghanistan as world’s
leading source of refugees - 2.5 million, hal
RT GeorgeTGalloway: CIA is 100% behind the chaos
in #Venezuela, #Ukraine &amp; #Syria. Current
elected #Venezuela-n govt’s party has won 18 o

We managed to achieve around 70% precision average. The main issues hindering the accuracy of
the relation extraction results are often due to the lack of the lexical patterns capturing the
following frequent situations:




negation (e.g. ”Remember how angry she was when PBO didn’t attack Syria”);
conditionals (e.g. ”If LFC win the FA Cup today it would be Dalglish’s 28th major honour at
the club”);
expression of hope, believe, chance etc. (e.g. ”Really hope that LFC actually turn up today”);

Half of the correctly extracted relations were recognized as not relevant, i.e. the ones that would
not contain any value for the potential user. This finding reveals that the relation ranking method
will require considerable improvement in the future. The most common types of the irrelevant
relations are listed below:



time relation without its context (e.g. graham norton—get—last night from ”Drogba,
Graham Norton got inside of him last night”);
”be”-relations (e.g. ”Today is the day”).
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4 Multimedia Analysis & Indexing Architecture
In this chapter, we first describe the main software architecture of WP3 and its components, as well
as the necessary technologies to be used. Then, we go through the specifics of the framework
(method calls, models, protocols).

4.1

Overview of the Architecture

We propose a RESTful Web API to expose the different types of WP3 services. All services will be
preambled with a root URL (REVEAL-ROOT-URL/mmapi/) and depending on the mode of usage will
be extended with “index/”, “mine/”, “search/”.
The API is foreseen to be powered by a mongoDB database, Solr for full-text indexing, and a custom
image index for similarity-based search.
Solr is one of the most popular full-text search engines and offers all necessary features such as fulltext search, faceted search and near real-time indexing. It also has a REST-like JSON API, which
makes the integration into the WP3 framework should be smoother.
As we plan to use JSON for transport (all client to API communication is going to be JSON), a JSONstyle data store seems to be the more straightforward solution, hence our choice for a mongoDB
database.

REST API

RabbitMQ

Application layer

Multimedia Analysis & Indexing
Framework
Business layer

DAO

MySQL

Solr

MongoDB

Visual Index
Infrastructure layer

Figure 18: Component architecture diagram
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Storm and RabbitMQ Integration

The WP3 modules will be additionally integrated into the REVEAL system using a Storm-based
architecture with RabbitMQ as a messaging broker responsible for transferring the Storm spouts.
The architecture is specified in detail in D5.1. Storm is ideal for real-time or near-real-time
processing which is the case for the WP3 modules and RabbitMQ offers a user-friendly common
platform to send and receive messages among different applications and components. Here is a
preliminary diagram depicting the WP3 bolts. This is work in progress, so the addition or deletion of
bolts is very likely in the next few months.

Figure 19: WP3 Storm bolts

4.3

REST API specifics

This section specifies a REST API for searching, mining and indexing the underlying resources, which
is a collection of multimedia, both textual and visual data, originating from social media, the online
press and various other sources. Usage of the API is via the HTTPS protocol. The web server will also
support TLS level compression. Resource representation is in JSON.
An overview of the RESTful API methods is given in the following table. For more details on specific
methods, query parameters and the underlying data model, please refer to Appendix A.
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Table 16: The RESTful API methods

METHOD

URL

ACTION

GET

/media/image/id

Returns the media item, cluster or resource with the specified
id.

/media/video/id
/media/text/id

Collections can be created arbitrarily by a user, for example
news images collection, images around a specific topi etc

/media/cluster/id
/media/collection/id
GET

/media/image/search
/media/video/search

Returns a collection of relevant media items matching the
specified search term and query parameters. For more details,
see Table 2.

/media/text/search
/media/search
POST

/media/image/index
/media/video/index

Indexes the given media item(s) using the method specified in
the input_type query parameter and returns a job id. Valid
values include:




POST

/media/text/index

POST

/media/text/cluster
/media/image/cluster
/media/cluster

urls: The POST request body will be used to hold an array of
media item URLs for indexing.
twitter: The POST request body will be used to hold an array
of media item social-network-specific ids (for example twitter
ids). The social network has to be specified in the query
parameters. See Table 3 for more details.

Indexes the given text and returns the indexed TextItem
Extracts information from the given dataset and returns a
cluste id or a job id, if it is a long-running operation. The
dataset can be specified using the input_type query
parameter. Valid values include:


mm-ids: The clustering concerns media items which have
already been indexed. The POST request body will be used to
hold an array of media item ids for clustering.



urls: The POST request body will be used to hold an array
of media item URLs for mining.



GET

/jobs/id

GET

/webpages/id

twitter: The POST request body will be used to hold an
array of media item social-network-specific ids (for example
twitter ids). The social network has to be specified in the
query parameters. See Table 4 for more details.

Returns the current status of the job with the specified id.
Returns the webpage with the specified id.
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Table 17: The Search method query parameters

PARAMETER

MANDATORY

query OR

Yes

text

OR

The query for searching.

OR

The text in case of a text-similarity search.

image_url
offset

DESCRIPTION

OR

The image url in case of an image-similarity search.
No

Specifies the offset of returned results from the start. Defaults to 0.
Example Value: 50

limit

No

Specifies the number of items to try and retrieve up to a maximum
of 100. Defaults to 25.
Example Value: 50

geo_box

No

Two comma-separated longitude,latitude pairs specifying the
bounding box to filter by. The southwest corner of the bounding
box coming first.
Example Value: 40.65,22.9,40.9,24.4

lang

No

Restricts search items to the specified language. Language
detection is best effort.
Example Value: en

result_type

No

This is only valid for the generic search (/media/search). In all
other cases it will be ignored. Specifies what type of results to
retrieve. Valid values include






text: return only text results in the response
image: return only image results in the response
video: return only video results in the response
comma-separated combinations of the above
three
all: include text, image and video results in the
response

The current default is “all”.
Example Value: all
from

No

Returns items originating after the given date. The date must be
a Unix time.
Example Value: 1389084427

until

No

Return items originating before the given date. The date must
be a Unix time.
Example Value: 1389084427
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The id(s) of the user(s) for whom to return results for. If there

No

are more than one users, the ids need to be coma separated.
Example Value: 1341,1765

include_inferred

Specifies whether to include the inferred content fields extracted

No

from this search item, if they are available. Valid values are
“true” or “false”. Default is “false”.
Example Value: true

sort

No

One of “relevance”, “new”, “size”, “location”

collection_id

No

Specifies the collection, in which the search is supposed to take

Example Value: relevance
place

Table 18: The Index method query parameters

PARAMETER

MANDATORY

input_type

Yes

DESCRIPTION
Specifies the type of the dataset. Valid values include:




urls: The dataset will be an array of media item URLs.
twitter: The dataset will be an array of media item socialnetwork-specific ids (for example twitter ids).
foursquare, facebook, Instagram, etc.

Example Value: urls
collection_id

No

Specifies the collection to which the indexed item is assigned
Example Value: news images Default Value: global

Table 19: The Cluster method query parameters

PARAMETER

MANDATORY

input_type

Yes

DESCRIPTION
Specifies the type of the dataset. Valid values include:


urls: The dataset will be an array of media item URLs.



mm-ids: The mining concerns media items which have
already been indexed. The dataset will be an array of media
item ids.



twitter: The dataset will be an array of media item socialnetwork-specific ids (for example twitter ids).



foursquare, facebook, Instagram, etc.

Example Value: urls

method

No

Specifies the clustering algorithm to be used.
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5 Conclusions
This document contains a presentation and analysis of the progress and work conducted in WP3
during the first year of the REVEAL project. We started with an overview of the user and technical
requirements, the capabilities of the framework that will be implemented and we matched the
modules to specific modalities, as they have been defined in the DoW. We then briefly presented
the research modules and the technical and research challenges in question and we continued with
a preliminary definition of the multimedia analysis and indexing framework. Finally we concluded.
Further details on the framework and some extensive state of the art investigation of the subjects
at hand can be found in Appendixes A and B accordingly.
As discussed in sections 2 and 3 of this document, several of the modules have already been
implemented and are functional, for instance the image crawler, the similarity retriever, the image
search and indexing system, the HTML segmentation, the linguistic pre-processing pipeline, a first
version of the Named Entity Recognition and as well as a first version of the concept detector. In
the next months, emphasis will be placed on further extending and refining these modules,
evaluating their performance and integrating them into the REVEAL system in order to have a
working prototype, with our modules interoperating with modules from other WPs, beginning of
2015. Finally, one of the tasks for the next few months is clarifying and describing in detail the
capabilities and functionalities of the manipulation detector as well as implementing some of its
functionalities.
The work done until now in WP3 is expected to eventually contribute significantly to the end goal
of the REVEAL system, which is revealing hidden modalities in social media networks. For instance,
in the journalistic context, the multimedia geolocator in conjunction with the WP4 modules will
help define the geospatial context of social media posts, for example given an image depicting a
known landmark, it would provide the geo-coordinates or the name of the city and country where
it is located. This could assist in filtering relevant events or information concerning a social media
post. Filtering will be further assisted by the concept detector, which will automatically annotate
images with concepts from a predefined list. This way, filtering by concept will be made possible.
Furthermore, the multimedia similarity retriever could be used directly by end-users or other reveal
modules to find out if a certain input image has appeared on news sites or social media in the past.
With the aid of the image crawler, which will constantly gather images from the web but can also
be launched targeted to specific sources or topics, such cases of repostings can be identified and
interesting conclusions can be drawn, for instance the malicious republishing of an image in a
different context, as happened during Hurricane Sandy with many users republishing on Twitter
and Facebook fake images or photos from previous hurricanes that had happened elsewhere.
The image clusterer combined with the input from WP2, by grouping images that belong to the
same scene or story together, will greatly contribute to identifying trends in social media or news
sites. Finally, the image manipulation detector will be of great importance for revealing the
provenance of an image. For instance, a journalist might find on the web a manipulated version of
an photo of interest for a developing news story. WP3 will help him uncover the exact
manipulations that have taken place and possibly draw interesting conclusions about their
meaning, e.g. adding content on top of a photograph most probably means that the end result is
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the representation of a certain opinion. Furthermore, the manipulation history builder will be able
to create a visual history of the manipulations that have taken place since the publishing of the
image.
Also, the content analysis, namely the identified Named Entities, as well as relations between them,
combined with WP2 and WP4, will be able to reveal emerging events. In combination with T3.3
(computational stylometry), they will help identify the provenance of the content.
From a technical perspective, WP3 has made several contributions to the research areas defined in
the DoW, either by testing and evaluating existing methods or by implementing new techniques
and striving to improve the state of the art results, be it performance, speed, accuracy or use of
resources and necessary infrastructure. Finally, the exact contributions of each module and the
target breakthroughs have been described. More research contributions and technical advances,
as well as a better specification of the WP3 framework will be provided in the subsequent
deliverables of the Work Package.

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 61 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

6 References
[1]

Judith A. Redi & Wiem Taktak & Jean-Luc Dugelay, Digital image forensics: a booklet for
beginners, Multimedia Tools and Applications, 2010.

[2]
Ashwin Swamithan, Min Wu, K.J.Ray Liu, Digital Image Forensics via Intrinsic Fingerprints,
IEEE Transactions on Information Forensics and Security, Vol. 3, Issue 1, p. 101-117, March 2008.
[3]
Jessica Fridrich, Digital Image Forensics Using Sensor Noise, IEEE Signal Processing
Magazine, p. 26-37, 2009.
[4]
Hany Farid, Digital doctoring: how to tell the real from a fake, Significance Magazine,
Volume 3, Issue 4, p. 162-166, December 2006.
[5]
Hany Farid, Digital doctoring: can we trust photographs?, Book section from “Deception:
Methods, Motives, Contexts and Consequences”, p. 95-108, Stanford University Press, 2009
[6]
Micah K. Johnson and Hany Farid, Exposing digital forgeries by detecting inconstistencies in
lighting, ACM Multimedia and Security Workshop, New York, NY, 2005.
[7]
Alin C. Popescu and Hany Farid, Exposing Digital Forgeries by Detecting Duplicated Image
Regions , Computer Science, Dartmouth College, Tech. Rep
[8]
Alin C. Popescu and Hany Farid, Exposing Digital Forgeries in Color Filter Array Interpolated
Images , IEEE Transactions on Signal Processing, Volume 53, Issue 10, p. 3948-3959, 2005.
[9]
Alin C. Popescu and Hany Farid, Exposing Digital Forgeries by Detecting Traces of
Resampling, IEEE Transactions on Signal Processing, Volume 53, Issue 10, p. 758-767, 2005
[10]
Hany Farid, Image Forgery Detection: A Survey, Computer Science, Dartmouth College,
Techical Report
[11]
Thomas Gloe, Matthias Kirchner, Antje Winkler, and Rainer Böhme. 2007. Can we trust
digital image forensics?. In Proceedings of the 15th international conference on Multimedia
(MULTIMEDIA '07). ACM, New York, NY, USA, 78-86.
[12]
Jan Lukáš, Jessica Fridrich, and Miroslav Goljan. "Detecting digital image forgeries using
sensor pattern noise." Electronic Imaging, International Society for Optics and Photonics, 2006.
[13]
Eric Kee and Hany Farid, A perceptual metric for photo retouching , Proceedings for the
National Academy of Sciences of the United States of America, Volume 108, No. 50, December 2011
[14]

Hany Farid, Seeing is not believing, IEEE Spectrum, p. 44-51, August 2009

[15]
Eric Kee, Micah K. Johnson, Hany Farid, Digital Image Authentication from JPEG Headers ,
IEEE Transactions on Information Forensics and Security, Vol. 6, Issue 3, p. 1066-1075, 2011.

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 62 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

[16]
Eric Kee and Hany Farid, Digital Image Authentication from Thumbnails , SPIE Proceedings,
Media Forensics and Security II, Volume 7541, January 2010
[17]
Micah K. Johnson and Hany Farid, Exposing Digital Forgeries in Complex Lighting
Environments , IEEE Transactions on Information Forensics and Security, Vol. 2, Issue 3, p. 450-461,
September 2007.
[18]
Kaiwei Cai, Xiaoqing Lu, Jianguo Song and Xiao Wang , Blind Image Tampering Identification
Based on Histogram Features , 2011 Third International Conference on Multimedia Information
Networking and Security (MINES), p. 300-303, Shanghai, November 2011
[19]
Matthew C. Stamm , K. J. Ray Liu, Anti-Forensics of Digital Image Compression , IEEE
Transactions on Information Forensics and Security, Vol. 6, Issue 3, p. 1050-1065, September 2011
[20]
Stamm, M.C., Liu, K.J.R., Forensic Detection of Image Manipulation Using Statistical Intrinsic
Fingerprints, IEEE Transactions on Information Forensics and Security, Vol. 5, Issue 3, p. 492-506,
September 2010
[21]
Weiqi Luo, Jiwu Huang and Guoping Qiu, JPEG Error Analysis and Its Applications to Digital
Image Forensics, IEEE Transactions on Information Forensics and Security, Volume 5, Issue 3, p.
480-491, September 2010.
[22]
Zhouchen Lin, Junfeng He, Xiaoou Tang, Chi-Keung Tang, Fast, automatic and fine-grained
tampered JPEG image detection via DCT coefficient analysis, Pattern Recognition, Volume 42, Issue
11, November 2009, pp 2492-2501
[23]
Granty Regina Elwin, Aditya T S, Madhu Shankar S, Survey on Passive Methods of Image
Tampering Detection , 2010 International Conference on Communication and Computational
Intelligence (INCOCCI), p. 431-436, December 2010
[24]
A.C Popescu and Hany Farid, Statistical tools for digital forensics, Information Hiding,
Lecture Notes in Computer Science, Volume 3200, 2005, pp 128-147
[25]
Ismail Avcibas, Sevinc Bayram, Nasir Memon, Mahalingam Ramkumar, Bulent Sankur, A
Classifier Design For Detecting Image Manipulations, 2004 International Conference on Image
Processing, Volume 4, p. 2645 – 2648, October 2004
[25]
Gokhan GUL, Ismail AVCIBAS, Fatih Kurugollu, SVD Based Image Manipulation Detection,
2010 17th IEEE International Conference on Image Processing (ICIP), p. 1765-1768, Hong Kong,
September 2010
[26]
Tian-Tsong Ng and Shih-Fu Chang, An Online System for Classifying Computer Graphics
Images from Natural Photographs, SPIE Electronic Imaging, January 2006
[27]
James Hays, Alexei A. Efros, IM2GPS: estimating geographic information from a single
image, IEEE Conf. on Computer Vision and Pattern Recognition, p. 1-8, Anchorage, AK, June 2008

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 63 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

[28]
Pascal Kelm, Sebastian Schmiedeke, and Thomas Sikora. 2011. Multi-modal, multi-resource
methods for placing Flickr videos on the map. In Proceedings of the 1st ACM International
Conference on Multimedia Retrieval (ICMR '11). ACM, New York, NY, USA, , Article 52 , 8 pages.
[29]
Olivier Van Laere, Steven Schockaert, and Bart Dhoedt. 2010. Towards automated
georeferencing of Flickr photos. In Proceedings of the 6th Workshop on Geographic Information
Retrieval (GIR '10). ACM, New York, NY, USA, Article 5, 7 pages.
[30]
Olivier Van Laere, Steven Schockaert, and Bart Dhoedt. 2011. Finding locations of flickr
resources using language models and similarity search. In Proceedings of the 1st ACM International
Conference on Multimedia Retrieval (ICMR '11). ACM, New York, NY, USA, , Article 48 , 8 pages.
[31]
Shane Ahern, Mor Naaman, Rahul Nair, and Jeannie Hui-I Yang. 2007. World explorer:
visualizing aggregate data from unstructured text in geo-referenced collections. In Proceedings of
the 7th ACM/IEEE-CS joint conference on Digital libraries (JCDL '07). ACM, New York, NY, USA, 1-10.
[32]
David J. Crandall, Lars Backstrom, Daniel Huttenlocher, and Jon Kleinberg. 2009. Mapping
the world's photos. In Proceedings of the 18th international conference on World wide web (WWW
'09). ACM, New York, NY, USA, 761-770.
[33]
Lyndon S. Kennedy and Mor Naaman. 2008. Generating diverse and representative image
search results for landmarks. In Proceedings of the 17th international conference on World Wide
Web (WWW '08). ACM, New York, NY, USA, 297-306.
[34]

RabbitMQ Full Reference http://www.rabbitmq.com/amqp-0-9-1-reference.html

[35]
Koen E.A. Van de Sande, Theo Gevers, Cees G.M. Snoek, Evaluation of Color Descriptors for
Object and Scene Recognition, IEEE Conference on Computer Vision and Pattern Recognition, CVPR
2008, Anchorage, AK, p. 1-8, June 2008
[36]
Thomas Serre, Lior Wolf, Stanley Bileschi, Maximilian Riesenhuber, Tomaso Poggio, Robust
Object Recognition with Cortex-Like Mechanisms, IEEE Transactions on Pattern Analysis and
Machine Intelligence, Volume 29, Issue 3, p. 411-426, March 2007
[37]
Jonathon S. Hare and Paul H. Lewis. 2010. Automatically annotating the MIR Flickr dataset:
experimental protocols, openly available data and semantic spaces. In Proceedings of the
international conference on Multimedia information retrieval (MIR '10). ACM, NY, USA, 547-556.
[38]
Jonathon S. Hare, Paul H. Lewis, Sina Samangooei, Mark S. Nixon, Semantic spaces
Revisited, Investigating the Performance of Auto-Annotation and Semantic Retrieval using Semantic
Spaces, CIVR '08: The 2008 international conference on Content-based image and video retrieval,
Niagara Falls, Ontario, Canada, 07 - 09 Jul 2008. ACM, 359-368.
[39]
Carl Doersch, Saurabh Singh, Abhinav Gupta, Josef Sivic, Alexei A. Efros, What makes Paris
Look like Paris?, ACM Transactions on Graphics (SIGGRAPH 2012), Volume 31, No. 3, August 2012.
[40]

SocialSensor on github: https://github.com/socialsensor

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 64 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

[41]

mongoDB documentation: http://docs.mongodb.org/manual/

[42]

Apache Solr documentation: https://lucene.apache.org/solr/

[43]

SIOC Core Ontology Specification: http://sioc-project.org/ontology

[44]
Eleftherios Spyromitros-Xioufis, Symeon Papadopoulos, Yiannis Kompatsiaris, Grigorios
Tsoumakas, Ioannis Vlahavas, A Comprehensive Study over VLAD and Product Quantization in
Large-Scale Image Retrieval, IEEE Transactions on Multimedia, July 2014
[45]
Herbert Bay, Tinne Tuytelaars, and Luc Van Gool, SURF: Speeded up robust features.
Computer Vision–ECCV 2006. Springer Berlin Heidelberg, 2006. 404-417.
[46]
Krizhevsky, Alex, Ilya Sutskever, and Geoffrey E. Hinton. "Imagenet classification with deep
convolutional neural networks." Advances in neural information processing systems. 2012.
[47]
Linda Rath-Wiggins, Requirements analysis and specifications, REVEAL D1.1 Deliverable,
May 2014
[48]
Symeon Papadopoulos, Christos Zigkolis, Yannis Kompatsiaris, Atheva Vakali, Cluster-Based
Landmark and Event Detection for Tagged Photo Collections, IEEE Multimedia, Volume 18, Issue 1,
p. 52-63, January 2011.
[49]
, Bin Gao, Tie-Yan Liu, Tao Qin, Xin Zheng, Qian-Sheng Cheng, Wei-Ying Ma, Web image
clustering by consistent utilization of visual features and surrounding textsMULTIMEDIA ’05
Proceedings of the 13th annual ACM internation conference on Multimedia, p.112-121, New York,
NY, 2005.
[50]
Lexing Xie, Apostol Natsev, John R. Kender, Matthew Hill, John R. Smith, Visual memes in
social media: tracking real-world news in YouTube videos, MM ’11 Proceedings of the 19th ACM
international conference on Multimedia, p. 53-62, New York, NY, 2011.
[51]
N. Guil, J.M. Gonzalez-Linares, J.R. Gozar, E.L. Zapata, A clustering technique for video copy
detection, Pattern Recognition and Image Analysis Lecture Notes in Computer Science Volume
4477, 2007, p. 451-458
[52]
Georgios Petkos, Symeon Papadopoulos, Emmanouil Schinas, Yannis Kompatsiaris, Graphbased multimodal clustering for social event detection in large collections of images, MultiMedia
Modeling Lecture Notes in Computer Science Volume 8325, 2014, p. 146-158
[53]
Georgios Petkos, Symeon Papadopoulos, Yannis Kompatsiaris, Social event detection using
multimodal clustering and integrating supervisory signals, ICMR ’12, Proceedings of the 2nd ACM
International Conference on Multimedia Retrieval, Article No. 23, New York, NY, 2012.
[54]
Christian Kohlschütter, Peter Fankhauser, and Wolfgang Nejdl. Boilerplate detection using
shallow text features. In Proceedings of the third ACM international conference on Web search and
data mining (WSDM '10). ACM, New York, USA.

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 65 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

[55]
Nikolaos Pappas, Georgios Katsimpras, and Efstathios Stamatatos. Extracting informative
textual parts from web pages containing user-generated content. 2012. In Proceedings of the 12th
International Conference on Knowledge Management and Knowledge Technologies (i-KNOW '12).
ACM, New York, USA.
[56]
Georgios Petasis and Dimitrios Petasis. BlogBuster: A Tool for Extracting Corpora from the
Blogosphere. In Proceedings of the 7th International Conference on Language Resources and
Evaluation, LREC 2010.
[57]
Anthony Fader, Stephen Soderland, and Oren Etzioni. Identifying relations for open
information extraction. In Proceedings of the Conference on Empirical Methods in Natural
Language Processing, pages 1535–1545, 2011.
[58]
Mausam, Michael Schmitz, Robert Bart, Stephen Soderland, and Oren Etzioni. Open
language learning for information extraction. In Proceedings of Conference on Empirical Methods in
Natural Language Processing and Computational Natural Language Learning (EMNLP-CONLL), 2012.
[59]
Luciano Del Corro and Rainer Gemulla. Clausie: clause-based open information extraction.
In Proceedings of the 22nd WWW, pages 355–366, 2013.
[60]
Dan Klein and Christopher D Manning. Accurate unlexicalized parsing, In Proceedings of
the 41st Annual Meeting on Association for Computational Linguistics-Volume 1, pages 423–430.
Association for Computational Linguistics, 2003.
[61]
Symeon Papadopoulos, David Corney, and Luca Maria Aiello. Snow 2014 data challenge:
Assessing the performance of news topic detection methods in social media. In SNOW-DC@ WWW,
pages 1–8, 2014.
[62]
Agichtein, E., & Gravano, L. Snowball: Extracting relations from large plain-text collections.
Proceedings of the Fifth ACM International Conference on Digital Libraries, 2000.
[63]
Banko, M., Cafarella, M. J., Soderland, S., Broadhead, M., & Etzioni, O. Open information
extraction from the web. IJCAI ’07: Proceedings of the 20th International Joint Conference on
Artificial Intelligence. Hyderabad, India, 2007.
[64]
Banko M. and Etzioni O. The tradeoffs between open and traditional relation extraction. In
Proceedings of ACL-08: HLT, pages 28–36, Columbus, Ohio, June. Association for Computational
Linguistics, 2008.
[65]
Brin, S. Extracting patterns and relations from the world wide web. WebDB Workshop at
6th International Conference on Extending Database Technology, EDBT 1998.
[66]
Brody S., “Clustering Clauses for High-Level Relation Detection: An Information-theoretic
Approach”, In Proc. of the 45th Annual Meeting of the Association of Computational Linguistics, pp.
448 – 455, Prague, Czech Republic, June, 2007.
[67]
Bunescu, R. C., & Mooney, R. J. A shortest path dependency kernel for relation extraction.
HLT ’05: Proceedings of the conference on Human Language Technology and Empirical Methods in
Natural Language Processing (pp. 724–731). Vancouver, British Columbia, Canada: Association for
Computational Linguistics, 2005.

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 66 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

[68]
Bunescu, R. C., & Mooney, R. J. Subsequence kernels for relation extraction. Neural
Information Processing Systems, NIPS 2005, Vancouver, British Columbia, Canada, 2005.
[69]
Bunescu R., and Mooney R., “Learning to Extract Relations from the Web using Minimal
Supervision”, In Proc. of the 45th Annual Meeting of the Association of Computational Linguistics,
pp. 576 – 583, Prague, Czech Republic, June, 2007.
[70]
Carreras X. and Màrquez L., “Introduction to the CoNLL-2005 Shared Task: Semantic Role
Labeling”, In Proc. of the Ninth Conference on Natural Language Learning (CoNLL-2005), June 29 –
30, Michigan, USA, 2005.
[71]
Carreras X. and Màrquez L., “Introduction to the CoNLL-2004 Shared Task: Semantic Role
Labeling”, In Proc. of the Eighth Conference on Natural Language Learning (CoNLL-2004), Workshop
of HLT/NAACL 2004, May 6 – 7, Boston, MA, USA, 2004.
[72]
Ciravegna F., “Adaptive information extraction from text by rule induction and
generalization”, In Proc. of the 17th International Joint Conference on Artificial Intelligence (IJCAI
2001), 2001.
[73]
Ciravegna F., and Lavelli A., “LearningPinocchio: Adaptive Information Extraction for Real
World Applications”, In Journal of Natural Language Engineering, 10 (2), 2004.
[74]
Davidov D., Rappoport A., and Koppel M., “Fully Unsupervised Discovery of ConceptSpecific Relationships by Web Mining”, In Proc. of the 45th Annual Meeting of the Association of
Computational Linguistics, pp. 232 – 239, Prague, Czech Republic, June, 2007.
[75]
Etzioni, O., Cafarella, M., Downey, D., Popescu, A. M., Shaked, T., Soderland, S., Weld, D. S.,
& Yates, A. Unsupervised Named-Entity Extraction from theWeb: An Experimental Study. Artificial
Intelligence (pp. 191–134). 2005
[76]
Hearst M., “Automatic acquisition of hyponyms from large text corpora”, In Proc. of the
14th International Conference on Computational Linguistics (COLING-1992), 1992.
[77]
Raphael Hoffmann, Congle Zhang, and Daniel S. Weld. Learning 5000 relational extractors.
In Proceedings of the 48th Annual Meeting of the Association for Computational Linguistics, ACL
’10, pages 286– 295, Stroudsburg, PA, USA. Association for Computational Linguistics, 2010.
[78]
Kambhatla, N. Combining lexical, syntactic, and semantic features with maximum entropy
models for extracting relations. In Proceedings of the ACL 2004.
[79]
McDonald, R., Pereira, F., Kulick, S., Winters, S., Jin, Y., & White, P. Simple algorithms for
complex relation extraction with applications to biomedical ie. ACL ’05: Proceedings of the 43rd
Annual Meeting on Association for Computational Linguistics (pp. 491–498). Ann Arbor, Michigan,
2005.
[80]
Mike Mintz, Steven Bills, Rion Snow, and Dan Jurafsky. Distant supervision for relation
extraction without labeled data. In ACL-IJCNLP ’09: Proceedings of the Joint Conference of the 47th
Annual Meeting of the ACL and the 4th International Joint Conference on Natural Language
Processing of the AFNLP: Volume 2, pages 1003–1011, Morristown, NJ, USA. Association for
Computational Linguistics, 2009.

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 67 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

[81]
Petasis, G., Karkaletsis, V. Paliouras, G. & Spyropoulos, C. D., “Learning context-free
grammars to extract relations from text”. In Proceeding of the conference on ECAI 2008: 18th
European Conference on Artificial Intelligence, Amsterdam, The Netherlands, 2008
[82]
Rosenfeld B., and Feldman R., “Using Corpus Statistics on Entities to Improve Semisupervised Relation Extraction from the Web”, In Proc. of the 45th Annual Meeting of the
Association of Computational Linguistics, pp. 600 – 607, Prague, Czech Republic, June, 2007.
[83]
S. Sekine. 2006. On-demand information extraction. In Proceedings of the COLING/ACL on
Main conference poster sessions, pages 731–738, Morristown, NJ, USA. Association for
Computational Linguistics, 2006.
[84]
Y. Shinyama and S. Sekine. Preemptive Information Extraction using Unrestricted Relation
Discovery. In Proceedings of the Human Language Technology Conference of the NAACL, Main
Conference, pages 304–311, New York City, USA, June. Association for Computational Linguistics,
2006
[85]
Wu Fei and Weld Daniel S. 2010. Open information extraction using Wikipedia. In
Proceedings of the 48th Annual Meeting of the Association for Computational Linguistics, ACL ’10,
pages 118–127, Morristown, NJ, USA. Association for Computational Linguistics, 2010.
[86]
Xu F., Uszkoreit H., Li H., “A Seed-driven Bottom-up Machine Learning Framework for
Extracting Relations of Various Complexity”, In Proc. of the 45th Annual Meeting of the Association
of Computational Linguistics, pp. 584 – 591, Prague, Czech Republic, June, 2007.
[87]
Yarowsky, D. Unsupervised word sense disambiguation rivaling supervised methods.
Proceedings of the 33rd conference on Association for Computational Linguistics (pp. 189–196). NJ,
USA, 1995.
[88]
Zelenko, D., Aone, C., & Richardella, A. Kernel methods for relation extraction. Journal of
Machine Learning Research, 2003.
[89]
Zhao, S., & Grishman, R. Extracting relations with integrated information using kernel
methods. Proceedings of the 43rd Annual Meeting on Association for Computational Linguistics,
2005.
[90]
Jun Zhu, Zaiqing Nie, Xiaojiang Liu, Bo Zhang, and Ji-Rong Wen. StatSnowball: a statistical
approach to extracting entity relationships. InWWW’09: Proceedings of the 18th international
conference on World wide web, pages 101–110, New York, NY, USA, 2009.
[91]
Abhishek Gattani, Digvijay S. Lamba, Nikesh Garera, Mitul Tiwari, Xiaoyong Chai, Sanjib Das,
Sri Subramaniam, Anand Rajaraman, Venky Harinarayan, and AnHai Doan. Entity extraction, linking,
classification, and tagging for social media: a wikipedia-based approach. 2013. Proc. VLDB Endow.
[92]
D. E. Appelt, J. R. Hobbs, J. Bear, D. Israel, and M. Tyson. FASTUS: A finite-state processor
for information extraction from real-world text. In IJCAI, 1993.
[93]
R. Mihalcea and A. Csomai. Wikify!: Linking documents to encyclopedic knowledge. In
CIKM , 2007.
[94]
Jegou, H., Douze, M., Schmid, C., and Perez, P. Aggregating local descriptors into a compact
image representation. In CVPR (2010).

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 68 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

[95]
Eleni Mantziou, Symeon Papadopoulos, Yiannis Kompatsiaris, Large-scale semi-supervised
learning by approximate laplacian eigenmaps, VLAD and pyramids, 14th International Workshop on
Image Analysis for Multimedia Interactive Services (WIAMIS), Paris, July 2013.
[96]
Eleni Mantziou, Symeon Papadopoulos, Yiannis Kompatsiaris, Scalable training with
Approximate Incremental Laplacian Eigenmaps and PCA, MM ’13 Proceedings of the 21st ACM
international conference on Multimedia, p.381-384, New York, NY, 2013.
[97]
Paolo Boldi, Andrea Marino, Massimo Santini, Sebastiano Vigna, BUbiNG: Massive Crawling
for the Masses, The 23rd International World Wide Web Conference, WWW 2014, Seoul, Korea,
April 2014.
[98]
Herve Jegou, Matthijs Douze, Cordelia Schmid, Hamming embedding and weak geometric
consistency for large scale image search, European Conference of Computer Vision, October, 2008.
[99]
Philbin, J., Chum, O., Isard, M., Sivic, J., Zisserman, A., Lost in Quantization: Improving
Particular Object Retrieval in Large Scale Image Databases, Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, 2008

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 69 of 93

Contract No. FP7-610928
www.revealproject.eu

D3.1 – Multimedia indexing requirements and
baseline approaches

Version: v4.4 – Final, Date: 29/08/2014

7 APPENDIX A: Data Model
In the next tables, we propose separate data models for the text, image, video and webpage items.
The INFR column determines if the specified field originates from the raw data or if it is inferred
through a process of analysis and mining.
Table 20: The TextItem data model

FIELD NAME

TYPE

DESCRIPTION

INFR

id

String

Unique id for the text item

No

url

String

The URL for the text item

No

backlink

String

The URL of the website where the text
item can be found

No

uid

String

The id for the user who posted the text
item. (This must be defined by WP2 or
WP6)

No

title

String

The title of the text item

No

content

String

The content of the text item

No

tags

String

Tags to categorize the text item

No

pub_tstamp

long

The date of the first publication of the
text item

No

crawl_tstamp

long

The date the text item was crawled

No

lat

String

The text item latitude, if there is one
available

No

lon

String

The text item longitude, if there is one
available

No

references

String

A comma-separated list of ids, to which
this TextItem is related to. They can be
for example the ids of the images
(ImageItems), the original webpage or
tweet or blogpost was containing.

No

entities

String

A list of named entities extracted of a
text item

Yes
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original

Boolean

An indicator whether a text item is an
original or not

Yes

original_id

long

In case the text item is a fake and the
original has been discovered, the id of
the original item.

Yes

infr_city

String

The city, if available

Yes

infr_country

String

The country, if available

Yes

likes

Integer

The number of likes the text item has
received

No

shares

Integer

The number of times the text item has
been shared

No

comments

Integer

The number of comments about the text
item

No

views

Integer

The number of times the text item has
been viewed

No

Table 21: The ImageItem data model

FIELD NAME

TYPE

DESCRIPTION

INFR

id

String

Unique id for the image item

No

url

String

The URL for the media item

No

thumb

String

Thumbnail version of the media item

No

backlink

String

The URL of the website where the media
item can be found

No

uid

String

The id for the user who posted the media
item. (This must be defined by WP2 or
WP6)

No

title

String

A title for the media item

No

description

String

A description for the media item

No

tags

String

Tags to categorize the media item

No
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pub_tstamp

long

The date of the first publication of the
media item

No

crawl_tstamp

long

The date the media item was crawled

No

concepts

String

A list of concepts related to the media
item

Yes

lat

String

The media item latitude

No

lon

String

The media item longitude

No

references

String

A comma-separated list of ids, to which
this ImageItem is related to. They can be
for example the ids of the text or the
other images, the original webpage or
tweet or blogpost was containing.

No

original

Boolean

An indicator whether a media item is an
original or not

Yes

infr_city

String

The city, if available

Yes

infr_country

String

The country, if available

Yes

infr_lon

String

The inferred longitude, if available

Yes

infr_lat

String

The inferred latitude, if available

Yes

exif_data

String

The exif data of the image, if available

No

width

Integer

The width of the image

No

height

Integer

The height of the image

No

likes

Integer

The number of likes the image item has
received

No

shares

Integer

The number of times the image item has
been shared

No

comments

Integer

The number of comments about the
image item

No

views

Integer

The number of times the image item has
been viewed

No
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Table 22: The VideoItem data model

FIELD NAME

TYPE

DESCRIPTION

INFR

id

String

Unique id for the image item

No

thumb

String

Thumbnail version of the media item

No

backlink

String

The URL of the website where the media
item can be found

No

uid

String

The id for the user who posted the media
item. (This must be defined by WP2 or
WP6)

No

title

String

A title for the media item

No

description

String

A description for the media item

No

tags

String

Tags to categorize the media item

No

pub_tstamp

long

The date of the first publication of the
media item

No

crawl_tstamp

long

The date the media item was crawled

No

concepts

String

A list of concepts related to the media
item

Yes

lat

String

The media item latitude

No

lon

String

The media item longitude

No

references

String

A comma-separated list of ids, to which
this VideoItem is related to. They can be
for example the ids of the text or the
images, the original webpage or tweet or
blogpost was containing.

No

original

Boolean

An indicator whether a media item is an
original or not

Yes

infr_city

String

The city, if there is one available

Yes

infr_country

String

The country, if there is one available

Yes

infr_lon

String

The inferred longitude, if available

Yes
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infr_lat

String

The inferred latitude, if available

Yes

quality

String

The video quality

No

duration

Integer

The duration of the video in seconds

No

codec

String

The video codec

No

likes

Integer

The number of likes the video item has
received

No

shares

Integer

The number of times the video item has
been shared

No

comments

Integer

The number of comments about the
video item

No

views

Integer

The number of times the video item has
been viewed

No

Table 23: The Job data model

FIELD NAME

id

TYPE

String

DESCRIPTION

INFR

Unique id for the job

No

Specifies the typecurrent status of the job. Valid values
include:
status

String

complete

No

in_progress
timed_out

result

MediaItem[]

In case it is a long-running job with intermediate
results, this can be populated with a collection of
MediaItems. For example, in case of a near-duplicate
image search on the web, this would return the nearduplicates found until a specific point in time, while the
job is still in proress.

No

Table 24: The WebPage data model
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DESCRIPTION

INFR

id

String

Unique id for the webpage

No

html_text

String

The html content of the webpage

No

clear_text

String

The clear text of the webpage, after html
segmentation

No

segments

WebpageSegment[]

An array of WebpageSegments extracted from the
webpage

No

The webpage url

No

url

String

Table 25: The WebpageSegment data model

FIELD NAME

TYPE

DESCRIPTION

INFR

id

String

Unique id for the webpage segment

No

webpage

String

The id of the webpage where this segment belongs
to

No

html_text

String

The html content of the segment

No

The clear text of the segment

No

clear_text

String
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8 APPENDIX B: Investigation of the state of the art
8.1

Geolocation

8.1.1 Overview of existing geolocation techniques
An often referenced work in this field is the IM2GPS system, developed by Hays and Efros, which
aims at geo-locating an image by analyzing its visual content and comparing it with a collection of
images, which have been used to train the system. As dataset they use 6 million geo-tagged and
text-labelled images from Flickr, which are downsized to max dimension 1024 and JPEG
compressed. Their method is largely based on the assumption that certain visual features correlate
strongly with geography even if the relationship is not strong enough to pinpoint the location. In
order to exploit this correlation, they extract the following features from the given images:


Tiny images: 16x16 color images and direct comparison in color image space



Colour histograms: using the x2 distance



Texton histograms: 512 entry texton dictionary and compare using the x2 distance



Line features: statistics of straight lines in image



Gist Descriptor + Colour



Geometric Context

After the preprocessing is complete, for each image all the features are extracted and their
aggregate distances are used to find the nearest neighbors in the database. The estimated single
image location is represented as a probability distribution over the Earth's surface.
In the end, the percentage of test cases geo-located to within 200km is 16%. They conclude that
using all the features together performed better than anyone by itself, suggesting that the
information they are capturing is somewhat independent. Also, by using image with both GPS
coordinates and geographic keywords, they greatly increased the likelihood of finding accurately
geo-located and visually useful data.
In [28] the authors present three different approaches to geo-locate videos from Flickr.


Toponym extraction and geo lookup: identify toponyms in the metadata (description, title,
tags) and associate them with geo-coordinates. They use GeoNames and Wikipedia to
pinpoint the exact place.



Metadata-based region model: k-nearest neighbor text classifier trained over geographical
regions
Visual region model: SVM trained over geographical regions. The visual features are
extracted by use of the LIRE library.



They carry out experiments using each one of these methods separately and then fusing them
together using a fallback strategy. The best performance is achieved with the geo-lookup approach
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using the visual region model as a fallback when no toponym metadata is available. Their
conclusion is that, visual features enhance external resources in cases of unknown uploader
location but the best result is obtained by using all metadata available from shared media
combined with both external resources and classification based on visual features.
In [29] the writers present an approach based on k-medoids clustering and Naive Bayes
classification. They proceed by restricting themselves to 55 European cities. For each georeferenced photo in these cities, they collect the corresponding tags and coordinates using the
Flickr API. From the initial set of photos, they remove those with accuracy less than 13 to ensure
that all coordinates represent a within-city location. Then they divide the 55 cities into a set of
disjoint areas that will serve as classification labels by clustering the locations of the photos using
the k-medoids algorithm. Whenever the number of photos in a given cluster drops below 50 after
an iteration of the k-medoids algorithm, that cluster is eliminated and the remaining photos added
to the nearest remaining cluster. Then they use a multinomial Naive Bayes classifier to determine in
which area an image was most likely taken. The results of their experimentation are encouraging,
suggesting that predicting the city where a photo was taken can be done with considerable
accuracy and even at finer resolutions, the prediction of the area is relatively reliable. Eventually,
they stress the importance of adaptive techniques that are aware of the spatial granularity that is
meaningful for a given photo and they conclude that visual features, when combined with textual
features, substantially improve accuracy in the case of landmarks.
In [30] the same authors present a two-step approach to estimate where a given photo was taken.
In the first step, a language modeling approach is adopted to geo-locate the image and in the
second step, a precise location is determined within the area that was found to be more plausible.
In [31] Ahern, Naaman, Nair and Yang attempt to analyze the tags associated with the georeferenced Flickr images to generate “representative” tags for arbitrary areas in the world. Then
they use these tags to create a visualization tool, the World Explorer that can help expose the
content of the data, both the original photo items and the derived tags. The data analysis is based
on multi-level clustering and TF-IDF-based (term frequency, inverse document frequency) scoring of
tags. The visualization exposes, for each map region and zoom level, the high-scoring tags for the
generated clusters.
As we have seen until now, most methods seem to have the best results when combining content
analysis based on image data and text analysis based on tags and geo-tags. In [32], the authors
introduce another parameter, which is the temporal features of a given photo, for example they
take into account other photos taken from the same photographer in few-minutes window, making
the assumption that all photos taken in a limited timeframe probably lie nearby. They perform their
experiments and analysis on two different levels: the landmark scale (100m) and the metropolitan
scale (100km). They find that image information is very effective at the landmark but no longer
useful at the metropolitan scale, so one has to mostly rely on text tags in that case. They use meanshift clustering, the SIFT descriptors for visual features representation and a simple unweighted
vector space model for the textual features. They conclude that textual tags perform nearly 5 times
better than chance, visual tags 3 times better than chance and the combination of the two
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performs better than either does individually. One of the striking results of this paper is that for big
cities, temporal-visual features actually outperform the temporal-textual tag features. For all of the
cities, the best performance is achieved using all of the available features.
In [33] the authors address the problem of searching a collection of geo-located images, using a
combination of spatial, text tag and image content features in order to discover representative sets
of images for each landmark. First they use tags and location metadata to identify locations that
represent landmarks and then, they use visual features to identify iconic images of each landmark.
In order to do that they cluster the landmark images into visually similar groups and identify
canonical views. Then they select the top representative image for each such view by treating this
task as a problem of identifying the actual positive images from a set of pseudo-positive images. To
model the visual content of images, they use both global features (color moment features and
Gabor textures) as well as local features (SIFT). Local features are not used for clustering due to
their high dimensionality but they are rather later for ranking clusters and images.

8.2

Concept detection

As with visual localization, visual concept detection is another case where human performance is
far more superior to that of the best artificial recognition systems. Understanding which visual
elements are fundamental to our perception of a complex visual concept is a very challenging
problem and building a system that emulates the human object recognition has been an even more
attractive but elusive task. The main issue seems to be the existence of a semantic gap in image
retrieval: an inability to transform images into sufficiently accessible information structures. Many
different approaches have been developed to solve this problem, most of which resolve around the
idea of automatically annotating images with keywords that can be used for indexing. The most
obvious way to do this is by specifically training classifiers to determine the class or term of an
object that has been segmented from the image. However, accurate image segmentation is another
complex issue, which requires knowledge of what the object we are looking for looks like, so it can
be applied only in very specific cases. More recent approaches have adopted a different idea, that
we can infer probabilities of concepts by statistically analyzing whole images. Another category of
techniques attempt to replicate the way the visual cortex of the human brain works, which is quite
different than the way an automatic classifier is trained and functions.
8.2.1 Visual features
Most of the research in the field of concept detection conducted until now is based on intensitybased descriptors, for example the SIFT and SURF descriptors, which have proven to perform quite
well in a series of applications and tests. In order to improve this performance, the authors in [35]
decide to study the invariance properties and distinctiveness of color descriptors. Using the
diagonal model of illumination change, a systematic approach is adopted to provide a set of
invariance properties which achieve different amounts of invariance, such as invariance to light
intensity changes, light intensity shifts, light color changes and light color changes and shifts. Then
the distinctiveness of color descriptors is analyzed using two benchmarks from the image and video
domain. There are three categories of color descriptors discussed in this paper:
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Color descriptors based on histograms: RGB histogram, opponent histogram, hue
histogram, rghistogram, transformed color distribution



Color moments and color moment invariants: Moments are defined by regarding RGB
triplets as data points coming from a distribution. Color moment invariants are created by
using proper combinations of moments in order to normalize against photometric changes.



Color descriptors based on SIFT
o

The regular SIFT descriptors proposed by Lowe describe the local shape of a region
using edge orientation histograms.

o

The HSV-SIFT descriptors proposed by Bosch et al. are computed over all three
channels of the HSV color model, instead of the intensity channel only.

o

The HueSIFT descriptors proposed by Van de Weijer et al. are computed by
concatenating the hue histogram with the SIFT descriptors.

o

OpponentSIFT describes all the channels in the opponent color space using SIFT
descriptors.

o

For the rgSIFT, descriptors are added for the r and g chromaticity components of
the normalized RGB color model.

o

For the transformed color SIFT, the same normalization is applied for the RGB
channels as for the transformed color histogram.

Their results show that SIFT variants perform significantly better than color moments, moment
invariants and color histograms. The optimal SIFT variant to use depends on the scene category:
some perform well for outdoor scenes while other perform better for identifying people, animals
and vehicles. The descriptor with the best performance for all categories is OpponentSIFT.
Furthermore it is interesting to explore the performance of combinations of SIFT descriptors used
together for specific datasets.
8.2.2 Semantic Image Retrieval
As the authors of [38] state, “semantic spaces encode similarity relationships between objects as a
function of position in a mathematical space.” They require that the image content be described in
the form of a series of visual terms, rather than as a continuous feature-vector, that is in much the
same way as a text document. Typically, an image is represented by a histogram of the number of
occurrences of each distinct visual term. In [37], visual terms were created by finding interest point
within the images, extracting local feature descriptors, and then quantising to a pre-determined
codebook of visual words. Unannotated images are projected into the semantic space in a welldefined pattern: images that are semantically similar should be placed near each other in the space.
The authors propose the use of the linear-algebraic technique for image retrieval. In order to
investigate the effect of different feature morphologies on the performance of their method, they
have selected four different types of visual-term features:


64-bin global RGB Histogram: Each bin of the histogram represents a single visual term and
the size of the bin represents the number of times that visual term occurs in the image.
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Local RGB Histogram: The global RGB + a color descriptor



Blobs: The image is segmented into blobs and then a descriptor is calculated using various
color, texture and shape attributes. The set of descriptors is clustered and each blob is
converted to a visual-term.



Clustered DCT Features: The visual vocabulary is created by clustering image blocks in the
DCT domain, and then applying vector quantization to create lists of visual-terms for each
image.

After extracting the features, the linear-algebraic technique for automatically annotating images is
compared to LSA and PLSA-Words and is found to give the best precision and recall.
8.2.3 Cortex-Like Techniques
The authors in [36] propose a novel approach for the recognition of complex visual scenes, which is
motivated by biology. They describe a hierarchical system that closely follows the organization of
the visual cortex and builds an increasingly complex and invariant feature representation by
alternating between a template matching and a maximum pooling operation. These new
appearance-based descriptors exhibit a balanced trade-off between invariance and selectivity. In its
simplest form, the model consists of four layers of computational units, where simple S units
(Gabor filters) alternate with complex C units (each C unit computes the maximum over a small
pool of S outputs). The S units combine their inputs with a bell-shaped tuning function to increase
selectivity. The C units pool their inputs through a maximum (MAX) operation, thereby increasing
invariance. The model itself is based on a consensus among neuroscientists and on fitting available
experimental data. Their system performs at least as good as other state-of-the-art approaches but
its low processing speed (tens of seconds for one image) poses a serious limitation for real-world
applications.
8.2.4 Concept detection for geographic image retrieval
In the context of Work Package 3, we are mostly interested in using concept detection for
geographically-informed image retrieval. One of the most referenced works of the last years in this
domain is [39], which attempts to automatically detect visual elements that are distinctive of a
certain city given a large repository of geo-tagged images. This is a very complicated task as the
architectural characteristics of cities tend to be very subtle and cities also tend to look alike. In
addition, another issue is to efficiently identify patches of images that both occur frequently and
are geographically informative. The authors decide to use Google Streetview as an image dataset
because Flickr tends to have a strong bias towards famous landmarks. Then they divide the created
database into two parts: the positive set containing images from the place in question and the
negative dataset containing images from other cities. This is done so that common geographically
uninteresting image elements, like cars and trees, will be filtered out.
They split the image into small patches and they cluster the patches by keeping those that have the
highest proportion of their neighbors in the positive set while simultaneously rejecting near
duplicates. Next they train a linear SVM detector for each visual element in an iterative manner
while adding a weak geographical constraint to produce a weight vector. Finally, with this
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automatic tool, they attempt to build stylistic narratives for cities and make visual connections
between them.
8.2.5 Deep learning methods
The basic motivation behind deep learning techniques is that many of the human learning tasks can
be performed by a unique learning algorithm. Deep learning methods attempt to replicate the
multi-layered cortical architecture in order to simulate this function. Although some supervised
deep learning methods managed to achieve human-competitive results on certain tasks in the last
years, training remains very computationally expensive. One of the latest developments that
revolutionised the field and allowed to considerable lower the training time are the CNNs
(Convolutional Neural Networks) [46], which have much fewer parameters than other deep
learning algorithms and are easier to train. Another reason that deep learning emerged again as an
attractive alternative to other machine learning techniques is that since 2011, some GPU-based
implementations have manage to considerably reduce training times to some weeks, that used to
be in the past, to some days. It remains though quite a computationally costly method because of
the multiple layers of matrix and vector computations.

8.3

Clustering

Image clustering is a well-known and studied research problem. Its main goal is to group, typically
without supervision, a large collection of images into sets-clusters that correspond to some
meaningful entities, e.g. stories, topics, etc. There have been many approaches to tackle the
problem. Here, we briefly discuss three main paradigms along with a few specific instances of
methods from the literature: data clustering, model-based and graph-based clustering.
Data clustering is an umbrella term for wide variety of algorithms employed for clustering analysis.
An often used representative example is k-means clustering, which aims to assign objects to k
clusters where each item belongs to the cluster with the nearest mean. The result is the
partitioning of the given data into k homogenous clusters based on the given features.
Model-based clustering algorithms are probabilistic methods for representing the presence of
clusters in an overall set of data. An object is assigned to a cluster by selecting the cluster that
maximizes the posterior probability. Model-based clustering is more appropriate than data
clustering when clusters have different sizes and correlation.
Graph-based clustering: The idea behind graph-based clustering is to represent objects as nodes in
a connected graph and weights as distances among the connected nodes.
An example of this is [50] the authors of which propose visual memes, frequently reposted short
video segments, for tracking large-scale video remix in social media. They employ a graph model to
model interactions, where people and content are nodes and meme postings are links. They use
text queries to pre-filter content and make the scale of monitoring feasible and then the YouTube
API to extract video entries for each query. Subsequently, each unique video is segmented into
shots using thresholded colour histogram differences and a random keyframe is selected from each
shot, from which visual features are extracted. There are two main challenges in this procedure:
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First, in order to remix a video, it has to be edited and re-compressed, a process that normally adds
noise to the end result. Second, finding all pairs of near-duplicate shots has an immense complexity
for collections containing millions of shots. To tackle the first problem, they normalize frames
visually, they use robust features based on the colour correlogram and they tune the frame
matching methods. Their proposed to the complexity problem is the use of an indexing scheme for
fast approximate nearest neighbour (ANN) look-up. Once the memes have been identified, the
authors proceed by creating a meme video graph, a meme author graph and meme influence
indices which allow them to predict meme importance and draw interesting conclusions concerning
the virality of content, the lifespan of memes, the influence of traditional media versus citizen
journalists depending on the type or location of event.
A further graph-based approach is presented in [48]. The authors propose the use of image
similarity graphs as a means of identifying the groups of nodes that are more densely connected to
each other than to the rest of the network and using this information to build clusters of images.
Tags as well as visual features are used to create similarity graphs and eventually to perform
community detection, by defining groups of nodes that have a structural similarity value above a
given threshold. Using this method has the advantage of demanding less memory and being
computationally more lightweight than other traditional methods; additionally, one does not have
to define a priori the number of clusters to be extracted.
A recent development involves the use of supervised methods to guide clustering process: in [53],
the authors propose a novel multimodal clustering algorithm that uses a supervisory signal to guide
the clustering process. For each pair of items, a vector of pairwise distances is computed.
Additionally, the existing clustering labels are used as classes for a binary classifier. This data is used
to train the classifier to learn the “same cluster” relationship for multimodal items. Using this
classifier, one can build an indicator vector for each item, which consists of the “same cluster”
relationships between the item in question and the other items to be clustered. Items having the
same or very similar indicator vectors should belong to the same cluster.

8.4

Image forgery detection

In the last few years, we have witnessed huge advancements in digital photography and digital
media in general. Social media have given an immense boost to digital images and videos as
information carriers. They are used in a wide variety of fields, from consumer photography to
medical diagnosis, digital art or military applications. The ease of acquisition and redistribution
using smartphones, the emergence of low-cost but effective image editing software as well as the
fact that any storage limitations, which where an issue in the past, have now vanished, have made
the publication of digital images and videos a commonplace task in everyday life.
As a consequence of such extensive use, images and videos have become a common source of
controversy and discussions, as they are often used as evidence, even in court, although their
integrity might be questionable. Given the spread of user-friendly image and video editing
software, the art of tampering media content with the malicious purpose of changing its meaning,
is no more restricted to specialists. This fact combined with the significance that an image of a
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political, social or artistic event can have in our digital era, make the need to answer forensicrelated questions about images more urgent than ever in the past.
One can ask for example how an image was acquired. Was it captured with a digital camera or is it
the product of artificial editing using software? Does the image come from the device it is claimed
to be acquired with? Has it undergone any processing after capture? Does this processing aim at
changing the image content, is it malicious tampering or is it harmless? Does the image contain any
hidden information or watermarks?
8.4.1 Categories of forensic techniques
We can divide the techniques used to answer these forensic-related questions into two main
categories: passive and active ones. Active techniques include digital watermarking and
steganalysis, the art of identifying the presence of hidden information in the multimedia data.
Watermarking has been proposed as a means of authenticating an image but this approach has a
considerable drawback. The watermark would have to be inserted at the time of recording, which
would limit the possibility of producing digital images that can be authenticated, to specially
equipped digital cameras. Contrary to this, passive forensic techniques work on the basis that,
although forgery and tampering might not leave any visual evidence, it would alter the underlying
statistics of an image.
We can further divide passive techniques into two further categories, based on the way they try to
verify the authenticity of digital data. This first research path includes methods which fall into the
category of image source device identification. The provenance of the image, the device it was
captured with, is of major importance when the image source is the evidence itself, for example
whether a certain video is surveillance footage or not. The second research path includes methods
which fall into the category of tampering or manipulation detection. The question whether an
image is authentic or not is of general interest, as it can help find out the truth concerning certain
events or uncover a hidden agenda of the person who published a fake.
Lately there has been a lot of research in the field of tampering detection and many different
techniques and methodologies have been proposed. These methodologies can be roughly grouped
into five categories, based on the underlying image characteristics they are exploiting.


Pixel based techniques, that detect statistical anomalies at the pixel level



Format-based techniques, which are based on the statistical correlations introduced by a
lossy compression scheme



Camera-based techniques, that exploit irregularities of the camera lens



Physics-based techniques, that model and detect anomalies in the interaction among light
and objects in a digital image



Geometry-based techniques, that model and detect anomalies in the positions of objects
relative to the camera
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8.4.2 Overview of the functionality of a digital camera
In most cases, when investigating a specific image, there is almost no information about the
original, so investigators and researchers have to verify the image history in a blind way, a fact that
turns this into a very complicated and challenging problem. In order to understand the used
techniques better, we have to make a quick reference to the exact way a photograph is captured by
a digital camera.

Original
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inerpolation

Post
processing

Digital Image

Sensor Noise
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Figure 20: Digital image acquisition process

When a real-world scene is captured with a digital camera, the data representing the scene goes
through a multitude of in-camera components before the digital image is produced. The most
important of these components is the imaging sensor, responsible for transforming the incoming
light intensity into a proportional voltage. The imaging sensor is composed of an array of photo
detectors, each corresponding to a pixel of the final image. Before reaching the sensor, the light is
filtered by the Colour Filter Array (CFA) in order to render colour. The CFA is a specific colour
mosaic that permits each pixel to gather one particular light wavelength. After the data obtained
from the CFA are recorded, the intermediate pixel values are interpolated and finally the three
images corresponding to the red, green and blue components go through a post processing stage.
This might include white balancing, colour correction, gamma correction, lens distortion removal,
denoising etc. On the last stage, the image may be JPEG compressed to reduce storage space and it
is recorded in the memory device.
8.4.3 Camera-based forensic techniques
The intrinsic properties of these in-camera components represent manufacturer choices and can be
used to differentiate among manufacturers and even camera models. Furthermore, each one of
these components introduces imperfections, which constitute an additional characteristic of the incamera fingerprint.
For example, in [3] it is explained how photo-response non-uniformity (PRNU) of imaging sensors
can be used for a variety of forensic tasks. The inhomogeneity of the pixels in a sensor can be
captured with a matrix K of the same dimensions as the sensor, which represents the sensor noise
and is responsible for a major part of what we call the camera fingerprint. It can be estimated
experimentally by averaging many images of a uniformly illuminated surface (for example 300
images taken with the same device). Averaging is necessary to separate temporal from spatial
noise. Even though the PRNU is stochastic in nature, it is relatively stable over the life span of the
sensor. Additionally it is a spread-spectrum signal, so it is robust to distortion. For these reasons, it
is invaluable in image source device identification and forgery detection. This method succeeds in
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identifying correctly a fake even after resizing an image, after suppression of image noise or
applying JPEG compression but unfortunately it is sensitive to geometric transformations such as
cropping or rotation.
In [8] Farid and Popescu describe how the lack of correlations among adjacent pixels can be used as
evidence of tampering. As we explained before, most digital cameras employ a single sensor in
conjunction with a color filter array (CFA), and then interpolate the missing color samples to obtain
a three channel color image. This interpolation introduces specific correlations which are likely to
be destroyed when tampering with an image. By making this assumption and knowing as a fact that
the filters in a CFA are typically arranged in a periodic pattern, the authors describe a technique for
detecting a CFA-interpolated image by noticing these periodic correlations. Although most
manufacturers choose different and nonlinear CFA interpolation algorithms, the authors describe
how a simple linear model can reasonably approximate each one of those algorithms. Finally, they
conclude that digital images lacking the specific correlations described in the paper, are most likely
the result of tampering.
In [24] the same authors explore the possibility of authenticating an image base on luminance nonlinearities. Most imaging devices often introduce some kind of luminance non-linearity in order to
enhance the aesthetic quality of captured images. The parameters of this non-linearity are
manufacturer and model-specific and they even change dynamically depending on the type of
scene being captured. They stay however constant within one image, so the presence of several
distinct non-linearities in an image is a sign of possible forging, for example in case of two images
that are spliced together.
8.4.4 Format-based forensic techniques
One other aspect that can be used to identify the origin of a digital image is the intrinsic properties
of the JPEG format. Because most digital cameras and image editing software use proprietary JPEG
quantization tables when compressing an image, the source device can possibly be identified by
matching the quantization tables of the image in question with those in an already created
database of quantization tables and camera or editing software pairings. If the quantization tables
match those of an image editing software, this can be used as evidence that the image has been
manipulated.
The authors in [15] analyze how once can exploit the EXIF and JPEG headers for image
authentication. These two headers contain a plethora of parameters, the specific combination of
which can help create a database of specific manufacturer/model signatures and then authenticate
images by comparing. Some of those parameters are the following: image size, image quantization
table, image Huffman code, thumbnail size, thumbnail quantization table, thumbnail Huffman code.
Of course all this data can be edited, which means that a dedicated forger could conceal the traces
of tampering by extracting the signature of a camera, modifying the image and then resaving the
image with the appropriate parameters. Nonetheless this information can still be used for
verification or to raise the confidence score of another method based on visual feature extraction.
In [16], the authors use the embedded image thumbnail in the JPEG header for image
authentication. The creation of a thumbnail is modeled with a series of filtering operations,
contrast adjustment and compression, which can be estimated and used to differentiate between
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camera manufacturers and photo-editing software as well as to refine the camera signature
distinctiveness. Unfortunately, this method has the same drawbacks as the previous one, so it can
only be used as an additional measure of verification.
In [22] and [24] two different methods are presented which attempt to analyze and exploit the DQ
effect to authenticate exclusively JPEG images. Although both start from the same basic
assumption, they end up to contradictory conclusions.
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Figure 21: JPEG compression

In order to understand their methods and describe the DQ effect, we will explain shortly how the
JPEG compression and decompression works. JPEG uses a lossy form of compression based on the
discrete cosine transform (DCT). The image is first transformed to an optimal color space and
downsampled. Then it is divided into 8x8 blocks of pixels and DCT is applied to each block. Until this
point there is no loss of information. But in order to discard some data and limit the size of the
image, the compressor divides each DCT coefficient by a quantization step and rounds the result to
the nearest integer. The bigger the quantization step, the lower the compression quality will be.
The resulting coefficients contain a significant amount of redundant data, which is removed with
lossless entropy coding (e.g. Huffman coding). When decompressing a JPEG image, the DCT and
encoding steps are invertible, the quantization step however is not. Double quantized DCT
coefficients have a unique property, their histogram exhibits a periodic pattern of peaks and
valleys. This is called the DQ effect. Both methods described below employ this fact for forgery
detection.
The authors in [24] suggest that images exhibiting DQ effect might be forged. The fact is however
that the DQ effect is just proof or recompressing/resaving a JPEG with different qualities. The
authors in [22] make exactly the opposite point: an unchanged region on a JPEG will exhibit DQ
effect while a tampered region will not. They state several possible reasons for this:


If the tampered region has been copied and pasted from a BMP or if it has been produced
by alpha matting or inpainting, it will not have undergone the first JPEG compression and
will not produce any DQ effect whatsoever.



In case the tampered region has been copied and pasted from the same JPEG, this will
almost certainly disturb the DCT grid of the tampered region so there will still not be a DQ
effect.
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There is little possibility that the tampered region will exactly consist of 8x8 blocks, so in
case it's not the DCT grid will be disturbed again.

The advantages of this method for forgery detection are the following:


Automatic tampered region detection



Resistant to different types of forgery operations



Ability to work without full decompression



High detection speed

There are however some disadvantages: it is JPEG specific and it fails if the whole image has been
resized, rotated or cropped, in general if it has gone transformation that disturb the DCT grid.
8.4.5 Pixel-based forensic techniques
The pixel-based techniques aim at identifying statistical anomalies in the underlying image
structure in order to detect traces of forgery. Most of them are good at identifying a specific kind of
manipulation, which means that one would have to develop a toolbox of such methods in order to
perform a holistic forensic analysis. Some examples follow.
In [7] Farid and Popescu describe a technique that automatically detects duplicated regions in a
digital image. Cloning regions of a digital image to conceal a person or object is one of the most
common image manipulations and the challenge here is to develop a method, which is robust
against minor variations due to noise or lossy compression. The described technique works by first
applying a principal component analysis (PCA) on small fixed- size image blocks to yield a reduced
dimension representation. This representation is robust to minor variations in the image due to
additive noise or lossy compression. Duplicated regions are then detected by lexicographically
sorting all of the image blocks.
Another quite common manipulation employed to create a convincing forgery from a digital image
is resampling (rotating or stretching an image or parts thereof). The transformed image y then
results from resampling the original image x to a new image lattice. After that, interpolation is
required to match the transformed positions with the integer grid of the target image and thus
enable smooth and visually perfect image transformations. In [9] Popescu and Farid describe how
resampling introduces specific statistical correlations between neighboring pixels, which although
imperceptible by the human eye, can be automatically detected to identify tampering. Detecting
these correlations would be a pretty straightforward problem if the exact form of correlation was
known, if we knew which pixels and in which way are correlated with their neighbors. In practice
neither is known, that's why the expectation/maximization algorithm (EM) is employed to
simultaneously solve each of these problems. The EM algorithm is a two-step iterative algorithm:
1) in the expectation step, the probability of each pixel being correlated with its neighbor is
estimated 2) in the maximization step, the specific form of the correlation between pixels is
estimated [10].
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As we have seen until now, most camera-based techniques aim at proving that an image has been
manipulated without specifying the specific type of image altering operations. On the other hand,
pixel-based techniques are mostly designed to exploit the artifacts left behind by a specific forgery
method in order to identify this specific method. This means, that given an image, one would have
to run a set of operation-specific tests in order to reach a definitive conclusion as to whether the
image has been tampered with or not. There has been though considerable research in developing
universal schemes to identify multiple tampering operations
For example in [2], Swamithan, Wu and Liu attempt to estimate the intrinsic fingerprint of post
camera manipulations. Any post camera processing is modeled as a manipulation filter and the
coefficients of its linear shift-invariant approximation are calculated using blind deconvolution. A
high similarity of the estimated coefficients and the reference pattern that corresponds to no
manipulation certifies the integrity of the given image. The estimated post camera fingerprints are
also employed to determine the presence of hidden messages in multimedia data.
The authors of [20] attempt to develop a global method to determine exactly how a digital image
has been altered, based on the fact that several image processing operations are in essence pixel
value mappings. These mappings leave behind statistical artifacts which are visible in an image's
pixel value histogram, a kind of intrinsic fingerprint of a pixel value mapping. By observing the
common properties of the histograms of unaltered images, they build a model of an unaltered
image's pixel value histogram. To unify the properties of an unaltered image, they characterize pixel
value histograms as interpolatably connected. This means that any histogram value at pixel value l
can be approximated by the interpolated value of the histogram at pixel value l using a cubic spline.
The fact that there is very little difference between an image's histogram and its approximation
characterizes unaltered images. This conclusion is then used for diagnostic purposes. With this
method they can detect contrast enhancement, histogram equalization and the addition of noise to
a previously JPEG compressed image. These operations may not represent malicious tampering but
detecting them may be forensically significant to provide insight into an image's processing history.
8.4.6 Other techniques
In [6] by making some initial assumptions, Farid and Johnson explain how we can mathematically
express how much light a surface should receive as a function of its position relative to the light.
Once expressed in this way, we can determine the direction to the light source, for any object in an
image. Any inconsistencies in lighting can then be used as evidence of tampering.
In [18] and [25] the authors propose a different approach. By making the assumption that
tampering operations bring in changes to neighboring pixels, suggest using the difference image
(the image composed of differences of adjacent pixels) for forensic analysis. They take the
histogram of the difference image to create a feature set and then use it to train a Support Vector
Machine (SVM) classifier. In a similar fashion, the authors in [26] develop an online classification
system to distinguish photographic image (PIM) from photorealistic computer graphics (PRCG)
based on geometric, wavelet and cartoon features. Then they concatenate the posterior probability
of all three base classifiers and the concatenated features are used for training the final SVM.
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8.4.7 Anti-forensic techniques
There is little doubt that as forensic researchers continue to develop methods to unmask digital
image tampering and photographic frauds, at the same time new sophisticated techniques are
being developed to circumvent these forensic methods and make better and more robust fakes.
This is of major importance as it puts in question the validity of forensic results declaring a digital
image “real” or “a fake”. For this reason, parallel to the development of new forensic techniques, it
is equally urgent to test existing and popular forensic techniques for weaknesses or vulnerabilities.
For example, once disturbed, the color filter interpolation can be recreated by simply placing an
image onto its original lattice and reinterpolating each color channel. An attacker might also try to
build a universal attack against forensic algorithms by providing correct and plausible image
statistics. This is the most demanding task as it implies compliance with stochastic image models,
which are not fully understood and cannot be fully modeled.
In [11], the authors explain how they can fool two of the techniques described above into not
detecting forgeries, exactly by knowing and analyzing how the forensic algorithms work. The first
one concerns the detection of traces of resampling as evidence of malicious manipulation,
described by Farid and Popescu in [9]. The solution they propose is to make resampling
undetectable by introducing geometric distortions and simultaneously modulating the strength of
distortion to adapt to the local image content, in order to avoid creating visual artifacts. Their
second attack concerns the image source identification algorithm by use of PRNU proposed by
Lukas, Fridrich and Goljan in [12]. They propose to first flatfield the image by removing its specific
noise pattern and then add a different pattern by inverse flatfielding in order to fake the image
origin. This way images taken with a specific device can be made to appear as images coming from
another device.
In [19], the authors propose an alternative method to conceal image tampering cues introduced by
lossy image compression algorithms, such as double JPEG compression, cut-and-paste image
forgery and image origin falsification. They do this by removing compression fingerprints from an
image's transform coefficients. The developed framework first estimates the distribution of the
transform coefficients before compression and then adds anti-forensic dither to the transform
coefficients of a compressed image, so that the distribution matches the estimated one.
On the other hand, most forensic techniques are really hard or almost impossible to fool. With the
constant advances of the field of image forensics we can hope that constructing digital image
forgeries will become an increasingly harder and more time-consuming task, demanding strategic
counterfeiters with specialized knowledge and expensive equipment.

8.5

Named Entity Recognition

Entity extraction, a.k.a. named entity recognition (NER), and text classification are well-known
problems that have been around for decades (e.g., [92]), while entity linking and tweet tagging are
newer problems that emerged in the past few years [93]. Nevertheless, because of their
importance to a large variety of text-centric applications, these problems have received significant
and increasing attention.
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Despite this attention, few solutions exist today to solve these problems for social media, and these
solutions are limited in several important ways. First, the solutions often recycle techniques
developed for well-formed English texts. A signify cant amount of social data, however, are
misspelled ungrammatical short sentence fragments, thereby proving ill-suited for these
techniques. Second, the solutions often employ computation-intensive techniques that do not scale
to high-speed tweet streams of 3000-6000 tweets per second. Third, existing solutions typically do
not exploit context information, such as topics that a Twitter user often tweets about. As we show
in this paper, since many types of social data (especially tweets and Facebook updates) are often
very short (e.g., “go Giants!"), it is critical that we infer and exploit context information to improve
accuracy. Fourth, existing solutions typically do not exploit social signals, such as traffic on social
sites (e.g., Wikipedia, Pinterest), even though such signals can greatly improve accuracy [91].
Finally, most current solutions address only a single problem, in isolation, even though as we show
later in this paper, addressing all four problems in a synergistic fashion can further improve the
overall performance.
In the past few years, several industrial systems to extract, link, classify and tag text data, such as
OpenCalais30 and Stanford Named Entity Recognizer have also been deployed on the Web (see the
related work section). However, little, if any, has been published about these systems, and as far as
we know, none of these deployed systems has been specifically tailored for social media.

8.6

Text-based relation extraction

Relation extraction is the task of identifying the relations that hold between interesting entities in
text data. Being a challenging subtask of information extraction, it extracts the knowledge required
to move from named entity recognition to data interpretation and understanding. Thus, it has been
one of the main areas of research in the field of computational linguistics. Initial attempts were
mainly rule based involving manually constructed rules, based on the results of syntactic analysis.
There are some approaches that try to generalise extracted patterns/rules [72], or modify
extraction rules. For example, LearningPinocchio [73] has been built upon the LP2 algorithm [72],
which creates an initial set of rules from positive examples that are generalised by exploiting the
results of linguistic analysis/shallow syntactic parsing to remove constraints from the rules.
Overgeneralisation is controlled through negative examples, obtained automatically from the
corpus, under the assumption that everything not marked as a positive example is a negative one.
Following a similar approach, DARE [86] starts with a minimal number of seed rules which are used
to annotate a corpus. Having as input syntax trees, DARE follows a bottom-up approach to obtain
more general rules by merging nodes of the syntax trees of sentences, an operation that is also part
of eg-GRIDS [86], as one of its generalisation operators. Overgenaralisation is controlled by trying to
maximise rule matches in relevant documents while maintaining a small number of matches in
irrelevant documents. On the same vein, [81] proposed an approach which is not depending on
syntactic analysis (used either as a starting point for extracting rules in DARE or for guiding
generalisation in LearningPinocchio).
30
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Current research focuses mostly on the use of machine learning techniques. Supervised techniques
have been shown to be effective for the task [70, 71] while several approaches employ semisupervised or unsupervised learning [76, 74,, [69], 89, 82], using also the Web as a corpus.
Supervised approaches formulate the relation extraction task as a binary classification problem.
There have been proposed both feature based [78, 89] and kernel based methods of supervised
relation extraction. The major advantage of kernel methods is they offer efficient solutions that
allow us to explore a large (often exponential, or in some cases, infinite) feature space in
polynominal computational time, without the need to explicitly represent the features. In the
bibliography different kernels have been proposed, such as tree kernel [88], subsequence kernel
[68] and dependency tree kernel [67].
Among the supervised approaches, dependency path kernels proposed by [67] stand out as the
best both in terms of computational complexity and performance. Surprisingly the tree kernel of
[88] has not been comparatively evaluated with other kernels, which leaves room for speculation. It
is clear that kernel methods outperform feature-based approaches for supervised relation
extraction. Semi-supervised approaches seem to be well suited for open domain relation extraction
systems since they can easily scale with the database size and can extend to new relations easily.
Supervised approaches on the other hand can do well when the domain is more restricted like the
case of biotext mining.
During the last years, semi-supervised and boostrapping approaches have gained special attention.
For example, DIPRE [65], and Snowball [62] systems require a small set of tagged seed instances or
a few hand-crafted extraction patterns per relation to launch the training process. They all use a
semi-supervised approach similar to the Yarowsky’s algorithm in word sense disambiguation [87].
Also, KnowItAll [75] and TextRunner [63] propose large scale relation extraction systems which
have a self-trained binary relation classifier.
[79] proposed a method to extract higher-order relations. The novelty of [79] is to factorize
complex relations into binary relations which are represented as a graph, and an algorithm to
reconstruct complex relations by making tuples from selected maximal cliques in the graph. The
primary advantage of their approach is that it allows for the use of binary relation classifiers which
have been well studied and are often accurate.
Most of the above approaches learn an extractor for each target relation from labeled training
examples. This approach to Information Extraction (IE) does not scale to corpora where the number
of target relations is very large, or where the target relations cannot be specified in advance. Open
IE solves this problem by identifying relation phrases—phrases that denote relations in English
sentences [63]. The automatic identification of relation phrases enables the extraction of arbitrary
relations from sentences, obviating the restriction to a pre-specified vocabulary. Open IE systems
have achieved a notable measure of success on massive, open-domain corpora drawn from the
Web, Wikipedia, and elsewhere [63, 85, 90].
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Open IE systems like TEXTRUNNER [63], WOEpos, and WOEparse [85] focus on extracting binary
relations of the form (arg1, relation phrase, arg2) from text. These systems all use the following
three-step method:




Label: Sentences are automatically labeled with extractions using heuristics or distant
supervision.
Learn: A relation phrase extractor is learned using a sequence-labeling graphical model
(e.g., CRF).
Extract: the system takes a sentence as input, identifies a candidate pair of NP arguments
(arg1, arg2) from the sentence, and then uses the learned extractor to label each word
between the two arguments as part of the relation phrase or not.

The extractor is applied to the successive sentences in the corpus, and the resulting extractions are
collected. This method faces several challenges. First, the training phase requires a large number of
labeled training examples. Heuristic labeling of examples obviates hand labeling but results in noisy
labels and distorts the distribution of examples. Second, the extraction step is posed as a sequencelabeling problem, where each word is assigned its own label. Because each assignment is uncertain,
the likelihood that the extracted relation phrase is flawed increases with the length of the
sequence. Finally, the extractor chooses an extraction’s arguments heuristically, and cannot
backtrack over this choice. This is problematic when a word that belongs in the relation phrase is
chosen as an argument (for example, deal from the “made a deal with” sentence).
The first Open IE system was TEXTRUNNER [63], which used a Naive Bayes model with unlexicalized
POS and NP-chunk features, trained using examples heuristically generated from the Penn
Treebank. Subsequent work showed that utilizing a linear-chain CRF [64] or Markov Logic Network
[90] can lead to improved extraction. The WOE systems introduced by [85] make use of Wikipedia
as a source of training data for their extractors, which leads to further improvements over
TEXTRUNNER.
Other approaches to large-scale IE have included Preemptive IE [84], On- Demand IE [83], and weak
supervision for IE [80, 77]. Preemptive IE and On-Demand IE avoid relation specific extractors, but
rely on document and entity clustering, which is too costly for Web-scale IE. Weakly supervised
methods use an existing ontology to generate training data for learning relation specific extractors.
While this allows for learning relation-specific extractors at a larger scale than what was previously
possible, the extractions are still restricted to a specific ontology.
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9 Appendix C: Content Modalities

Table 26: Modalities related to Content (taken from the DoW)

MODALITY

DESCRIPTION

Reputation

What is the reputation of linked web content?
Do the linked web addresses (if the posts contain links to web content) lead to
reputable sites? (e.g., in terms of domain reputation, page rank, or properties of
the contributors to the content). What do other people think of this linked web
content (does it have a high readership? Quality of destination? Can we find
positive or negative comments?)

Provenance

What is the history of linked web content? Can we trace the original
occurrence of the content and its whole path across sources, places and
time?
Information about the origin, update rate and freshness (or age) of the linked
content.

Popularity

Who is interested in this content?
Information about how many and what kind of people are following this content.

Influence

What happens because of this content?
Analyse if this content is triggering discussions in the social sphere and what
actions are taking place after the posting of this content.

Originality

Has the same content been used in the past?
Check whether the content or parts thereof have been used in the past
(e.g., reused text or images that have appeared in the past).

Authenticity

Has the content been tampered with?
Check whether the content has been changed with respect to its original state
(e.g., changed text or attached multimedia content).

Objectivity
and
Diversity

Are views presented from all sides?
Does an article (in case of linked web content) present views from all involved
sides? How different are the opinions found for people, content, or general
entities?
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