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Executive Summary
The goal of Work Package 2 (WP2-Contributor Modelling) is to extract various modalities out of the
contributors (users’) activity. The activity manifests itself in various forms, such as the links formed
between users (e.g. followers, friends, replies-to), or the content posted by users. The various
modalities aim to reveal the semantics of the contributors’ activity.
This deliverable aims to describe work that has been effectuated from M21 till M30. It forms a
continuation of deliverable D2.2. The work concerns various software modules that belong to Work
Package 2, and focuses on the progress that was done, in terms of algorithms, evaluation and
deployment. It also aims to be a self-contained document. To exhibit in a clear and unambiguous way
the actual work done, we have included a table in the introduction, where for every module in this
deliverable, we state the exact advances. In addition, we also provide information about whether a
module advances the state of the art and in what way. The modules are being integrated in Work
Package 2.
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1 Introduction
Work Package 2 deals with contributor models across different social networks taking into account the
contributor activity, and the structure/characteristics of the social networks in which the contribution is
effectuated. Users participate in social media and contribute to the community in different ways. They
behave in different social roles and have different influence. Their participation in the end leads to the
evolution of the community. In the last year of the project, we aim to analyze their contribution by
classifying them based on their profiles, extracting their influences and roles, to see how their behavior
gradually change the community. We have also studied textual source finding technology and apply it
in social media in order to find the most influential contributors.
In addition, we have performed some experiments on incremental algorithms. Moreover, we have also
used gamification as an element to enhance users’ contribution to the community. The activities of the
WP2 have been divided into the following three tasks:
T2.1 Contributor Profiles: Defining, storing and maintaining user profiles, Gamification techniques
for enhancing user participation.
T2.2 Analysis of communities around people and content: Topic related supervised and
unsupervised influential user detection; multi-partite communities comprising: users, keywords and
URLs, User roles, User classification based on their network profile.
T2.3 Contributor behavior analysis: Trust between users; Duplicate account detection across social
networks, Community evolution prediction.
During the second year T2.1 (Contributor profiles) has been completed. In this deliverable, we aim to
describe our work on the tasks in T2.2 (Analysis of communities around people and content) and T2.3
(Contributor behavior analysis). This includes the effort to study the cases, to develop software
modules, to evaluate results as well as to integrate onto the REVEAL platform.
In Section 2, advances in the following components are described in detail.
Table 1: List of Components

#
1
2
3
4

Component Name (Partner)

Textual Source Finding (Nokia Bell Labs)
User Network Profile Classifier (CERTH)
Network User Role Analysis (UKob)
Topic Specific Supervised Influence

Reported in

Reported in

Reported in

D2.1

D2.2

D2.3

No

No

Yes

Yes

Yes

Yes

Yes

No

Yes

Yes

Yes

Yes

Yes

Yes

Yes

Detection (NCSR’D’)
5

Multipartite-Community Detection
(NCSR’D’)

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 11 of 90

Contract No. FP7-610928
www.revealproject.eu

D2.3 Contributor Modelling Modules

6
7
8
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Community Evolution Prediction
(NCSR’D’)
User Impact (NCSR’D’)
Gamification on Enterprise Platform
(Software AG)
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2 Analytical Components
In this section, we demonstrate each individual component in detail.

2.1 Textual Source Finding
2.1.1 Description of the Approach
When an event unfolds within a Social Media, journalists need to be able to quickly identify the sources
of information. While this is trivial when people on Twitter are only using the built-in Retweet function,
this is unfortunately not always the case as some people simply rephrase a sentence and the system
loses track of where the original information came from. Furthermore, the rephrasing can occur in such
a way that current syntax tools are unable to identify the link between the original and the rephrased
version. An example will illustrate this:
Suppose that someone sent a message (badly) written this way:
“The valid victorian at my skool was a major pothead”
Then someone wanted to forward the information but could not stand for the grammar of the original
message and corrected it to:
“The valedictorian at my school was a major pot head”
Most syntaxic parsers would ignore the words in bold as being common stop-words, leaving very few
actual common words to identify that this is in fact the same sentence (after removal of stop-words,
only ‘major’ remains common between the two sentences).
Nokia Bell Labs mathematics department has experts in String Combinatorics who developed a
method called Joint Complexity which is able to detect that those two sentences are most likely to talk
about the same thing.
2.1.1.1

Joint Complexity

Let X be a sequence and I(X) its set of factors, then |I(X)| is the complexity of the sequence. For
example, if X = “apple” then I(X) = {a, p, l, e, ap, pp, pl, le, app, ppl, ple, appl, pple, apple, v } and |I(X)|
= 15 (v denotes the empty string). The complexity of a string is also called the I-complexity. The notion
is connected with deep mathematical properties, including the rather elusive concept of randomness
in a string.
In general, the information contained in a string may be revealed by comparing with a reference string,
since its entropy or I-complexity does not give much insight. We thus introduce the concept of Joint
Complexity, or J-complexity, of two strings. The J-complexity is the number of common distinct factors
in two sequences. In other words the J-complexity of sequence X and Y is equal to J(X, Y) = | I(X) ∩
I(Y) |.
The J-complexity is an efficient way to estimate similarity degree of two sequences. Two texts written
in similar languages have more sequences in common than texts written in very different languages.
Furthermore, texts in the same language but on different topics have smaller Joint Complexity than
texts on the same topic.
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The analysis of a sequence in subcomponents is done by Suffix Trees, which come with a simple, fast
and low complexity method to store and recall them from memory, especially for short sequences.
Suffix Trees are frequently used in DNA sequence analysis. The construction of the Suffix Tree for the
words {apple} and {maple}, as well as the comparison between them is shown in the figure below:

2.1.1.2

The Source Finding module implementation

Using Joint Complexity, we define a distance between tweets as:

, where

is the number of distinct factors inside θ's body. Two tweets

be similar when

for some threshold

and

are then said to

.

Below is our adapted version of the chain discovery algorithm, the first procedure is invoked for each
batch of data while the second is invoked to find a source for θ. The algorithm to cluster the items,
implemented inside the TopicDetection procedure, is greatly inspired from the Topic Detection
implemented in the SNOW Challenge organized within the Social Sensor project, so that we do not
repeat its details here. A future implementation may start searching for sources of new topics as soon
as they are detected in the ProcessDataSlot procedure in order to speed up detection when a user
asks for the source of a topic which is becoming popular.
ProcessDataSlot (ListOfItems, SlotID)
ListOfClusters := TopicDetection(ListOfItems)
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StoreClusters (SlotID,ListOfClusters)
RETURN
SourceFinding(θ)
IF(θ=Retweet(θ')) THEN RETURN SourceFinding(θ')
slotID := θ.slotID
WHILE(slotID ≥ 0}
clusterRepresentatives := LoadClusters(slotID)
FOR EACH θ' in clusterRepresentatives
DO
IF M(θ,θ') THEN RETURN SourceFinding(θ')
DONE
slotID := slotID - 1
RETURN θ

2.1.2 Early Experimental Results
We ran this algorithm on the topic depicted in Figure 1 and we provide below an example of the results
where the reader can observe that the tweet has been rephrased several times, making the tracking
of the topic difficult for word-based methods ("$10 million" is sometimes "$10M" or "$10m", "California
couple" is sometimes "Calif. couple" or just "couple" and "gold" is not always mentioned):
Search Source for tweet#438728634811961344
2014/02/26 18:33:52, seth maddox
RT @peoplemag: California couple discovers a $10 million collection of
gold coins while walking their dog
Initial tweet found in slot # 206
Retweet: 2014/02/26 15:06:57 People magazine
Trying to find hot source in slot # 169
Found: id=438504887957983233
2014/02/26 03:44:47, CNN Breaking News
California couple digs up 8 cans on their property holding about $10
million in gold coins.
Trying to find hot source in slot # 95
Found: id=438473274763542528
2014/02/26 01:39:09, Gizmodo
California couple finds time capsules worth $10 million
Trying to find hot source in slot # 82
Found: id=438466611218235393
2014/02/26 01:12:41, New York Post
California couple stumbles upon $10 million in buried treasure
Trying to find hot source in slot # 79
Nothing found, searching in slot # 78
Found: id=438443956939288576
2014/02/25 23:42:39, CBS News
California couple strikes $10 million gold-coin jackpot
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Trying to find hot source in slot # 65
Nothing found, searching in slot # 64
Found: id=438440818362576896
2014/02/25 23:30:11, Good Morning America
California couple finds $10M in buried treasure in their backyard
Trying to find hot source in slot # 62
Tweet # 438440818362576896 not found!
Nothing found, searching in slot # 61
..............................
Nothing found, searching in slot # 47
Found: id=438424463994941440
2014/02/25 22:25:12, HuffPostBiz
Couple finds $10 million in rare gold coins while out walking their dog
Trying to find hot source in slot # 45
Tweet # 438424463994941440 not found!
Nothing found, searching in slot # 44
..............................
Nothing found, searching in slot # 34
Found: id=438413513539997696
2014/02/25 21:41:41, Pope Shakey
If only it were bitcoin MT @NewsBreaker
Calif. couple finds $10m in gold coins buried in their yard
Trying to find hot source in slot # 34
Nothing found, searching in slot # 33
..............................
Nothing found, searching in slot # 18
Found: id=438393243651166208
2014/02/25 20:21:08, Joel Rubin
All that lost #bitcoin loot MT
@CaliforniaFiveO: couple finds $10 million in rare gold coins
Trying to find hot source in slot # 18
Nothing found, searching in slot # 17
..............................
Nothing found, searching in slot # 1
--- END OF SEARCH.
As can be observed, the system found entries which were reformulated several times. Furthermore,
one can notice that the system found an entry which is older that what was manually found in Figure
1 (this is because the oldest entry does not contain California and our manual filter was looking for this
word).
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Figure 1: Topic size in 5 min timeslots

2.1.3 Module Deployment and Interaction
The module is implemented as a two Java libraries which can be run in standalone mode for testing.
The background module is delivered as an executable jar file and is invoked as shown below:
Usage: java -jar SourceFinderBackground.jar mongodb_name assesment_id type_json start end

•

•

Input parameters for the background module:
o Mongodb_name is the name of the MongoDB database to connect to.
o Assessment_id is the name of the collection containing the items (e.g. tweets).
o Type_json is a flag indicating the type of data to process (e.g.
JSON_TYPE_TWITTER_ENTRY)
o Start and end: the module will process all items from item number start until item
number end.
Output form for the background module: The precomputed data is stored internally in a private
format, to be later used by the other module.

The user-request module is invoked when a user asks for the source of a given module; it is invoked
as shown below:
Usage: java -jar SourceFinder.jar mongodb_name assesment_id type_json item_id

•

Input parameters for the user-request module:
o Mongodb_name is the name of the MongoDB database to connect to.
o Assessment_id is the name of the collection containing the items (e.g. tweets).
o Type_json is a flag indicating the type of data to process (e.g.
JSON_TYPE_TWITTER_ENTRY)
o Item_id: the id of the item for which the module shall try to find possible sources.

•

Output of the user-request module:
o Each time a possible source is found, it is published in RabbitMQ, then at the end of
the search a “SEARCH_ENDED” message is sent through RabbitMQ.
Workflow:
The first library, the background one, is to be called regularly, e.g. after a given number of

•
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items on a topic has been accumulated, e.g. 5000 items. The second library is invoked when
a user requests to find the source of a given item.
•

Known limitation: This tool can only find tweets that were collected in the database (except in
the case of a Retweet in which case the original tweet is found even if it was not collected),
therefore it is possible that the actual source of a tweet is not found because it was not
collected in the database.

2.2 User Network Profile Classifier
There has been an important extension of the User Network Profile Classifier module since the
submission of the REVEAL Deliverable D2.2. This extension is the incorporation of text information
in the graph-based user classification approach by means of fusing multiple views of a graph into a
single implicit graph. This is an improvement in two ways:
•

•

The combination of social interactions and text information provides a richer source of
information from which to extract user graphs, thus leading to better classification accuracy
if exploited appropriately.
In cases where the social interactions are sparse within a dataset, the text information
provides structure for users where there wouldn’t be any at all.

We applied the new, extended methodology of this module on datasets that provide multiple views of
social interactions (mention, retweet) as well as text generated by the users.

2.2.1 Description of the Approach
What follows is an overview of the whole approach that summarizes past and new work and then the
new extensions are described in more detail.
2.2.1.1

Approach Overview

This module performs user classification based on the extraction of community-based features from
graphs of user similarities and uses them for inference. Specifically, it extracts a user-centric
community from each user in the graph to better represent them and it uses the set of communities to
form a feature matrix similar to binary document-word vector representations. A community weighting
step follows next, that adjusts the weights of each community feature in a supervised way. The
motivation behind this supervised weighting is that a community that includes many users of the same
label is likely to be an informative one and as such its importance is boosted. The weighted feature
matrix is then used to infer labels for the unlabeled users.
Up until the D2.2 deliverable, this module utilized any social interaction (e.g. follow, subscribe, reply)
to form a graph and extract user communities and the success of this approach was described in
D2.1 and D2.2. For the case of Twitter, the module is able to use implicit social interactions, such as
mentions and retweets, which are easier to gather than the follow/friend relationships due to Twitter’s
Search API rate limitations. However, there is another source of information for the module: usergenerated text. We utilize the non-linear structure of text data by forming text similarity graphs.
These can be used independently, or fused with social interaction graphs in order to extract a single
user similarity graph. This is described in the following sub-sub-section.
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An overview of the full classification framework is depicted in Figure 2.

Figure 2: User Network Profile Classifier Overview

2.2.1.2

Text Graph Formation

We will describe the means by which we extract text-based graphs from user-generated text data and
how we perform their fusion with other social interaction graph views.
The motivation for additionally considering text information comes from the fact that the module’s
performance in real scenarios is dependent on the dataset collection. For example, it may be possible
– albeit not common – that the input dataset contains scarce social signals. In the case of Twitter, the
firehose data collection API may have gathered a dataset in which there are very few mentions or
retweets, or that they are focused among a small subset of users. In such a case the graph formed by
mentions and retweets alone will be smaller compared to the one that may be implied by the much
larger set of users implicated in the input tweet dataset. Furthermore, text based similarity is an
important information source and studies [1] [2] have shown that the fusion of social and text data can
lead to richer graph structures and better results. By leveraging text information however, which may
be more easily available, we can include more users in the graph formation to use for inference.
In order to build the text graph, we consider for each user a corpus of documents; i.e., pieces of online
text generated by them. We then extract lemmas from these corpora, following a text cleaning
technique very similar to the Twitter label extraction technique we have introduced in D2.2. We
summarize this technique in the algorithm in
Table 2. We use these lemmas to form a bag-of-words vector representation user-lemma matrix. We
now want to extract a nearest-neighbor user graph based on user distances described by this matrix.
Since the dimensionality (number of distinct lemmas) can be very high, we cannot use conventional
techniques (e.g., ball-graph, kd-trees) and instead we approach this issue via the family of approximate
nearest neighbour (ANN) techniques. Specifically, we first use singular value decomposition (SVD) to
linearly reduce the dimensionality of the matrix and we then employ ANN based on random projections
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to extract nearest neighbors for all the users. For ANN, we use an implementation developed and used
1
by Spotify .

Table 2: Text cleaning algorithm

Algorithm 1: Text Cleaning Process
1. For each document/tweet:
a. Tokenize sentence
b. Separate camel case
c. Use Parts-of-Speech tagger and keep only nouns and adjectives
d. Remove digits, punctuation and whitespace
e. Remove stopwords
f. Extract lemmas

We will now describe the problem of multiple graph view fusion. Let 𝐺 = (𝑉, 𝐸' , 𝐸( , … , 𝐸* ) be a multiview graph, where 𝑉 is the set of users and 𝐸, is the set of edges for view 𝑖. Our goal is to fuse these
graph views into a single comprehensive one, that will be input to the rest of the classification process
(described in the previous sub-sub-section). A simple addition of graphs can be problematic due to the
difference in the views’ creation process and the semantics of the weight values. For example, a
weighted edge in the mention graph view denotes a directed mention count between two users
whereas an edge in the text-based graph that is formed as per the previous paragraph denotes some
measure of text similarity (e.g., cosine). Hence, we work with the (convex) combination of transition
probability distributions: denote by 𝐴, the adjacency matrix and by 𝐷, the diagonal weighted degree
matrix of view 𝑖. The transition probability matrix is defined as 𝑊, = 𝐷,1' 𝐴, and each row denotes a
transition probability distribution from a seed user to the full set of users. Being a distribution, it sums
to one and as such we can fuse the distributions of heterogeneous views simply by taking into account
the graph structure and without lending imbalanced importance to a view based on what the weight
values signify.
We now require a means by which to weigh the transition matrices before fusing them. First of all,
since we want the end sum to also denote a transition probability matrix, we will consider a convex
combination of the matrices, i.e., a weight for each matrix view where the summation of weights equals
to one. Second, we may want to give each user a different weight, according to their importance in
each graph view. We elected to follow the approach of [3], in which each distribution is multiplied by
the PageRank [4] value of the corresponding seed user before the convex combination of the views.
Other user weighting choices are available however. We denote by 𝑝, the PageRank vector for the
graph of view 𝑖 for an appropriate restart value and by 𝑃, the diagonal matrix where 𝑝, is the diagonal.
Furthermore, we denote the convex combination vector 𝑎 = [𝑎' , 𝑎( , 𝑎6 , … , 𝑎* ] is a vector in which the
sum of the elements sums to one. By normalizing each row of the product 𝑎, 𝑃, we get a diagonal matrix
that we denote by 𝑃8 . We calculate the fused transition probability 𝑊9:; matrix and the convex
combination of the PageRank vectors 𝑃9:; as shown in the following equations:

1

https://github.com/spotify/annoy
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𝑊9:; =

𝑃8 𝑊,
,

𝑃9:; =

𝑎, 𝑃,
,

In the study performed in [3], the authors calculate the combinatorial Laplacian [5] in order to address
the fact that these matrices are directed as shown in the following equation and use it for spectral
clustering. This definition of a Laplacian matrix implies a symmetric adjacency matrix equal to the
fraction in the definition, which is the fused graph we utilize. This implicit adjacency matrix from the
combinatorial Laplacian has been used for clustering vertices in a single-view, directed graph before
[6]. However, in our experiments the usage of the directed Laplacian [5] proved to be superior to the
combinatorial directed Laplacian. The way we extract the fused adjacency matrix 𝐴9:; is shown in the
following equation:
'

𝐿=,>,9:; = 𝐼 −

1'

1'

'

B
𝑃9:;( 𝑊9:; 𝑃9:; ( − 𝑃9:; ( 𝑊9:;
𝑃9:;(

2

= 𝐼 − 𝐴9:;

.

2.2.2 Experimental Results
2.2.2.1

Inference performance

Here we give some results of user classification on text-based graphs. We use the text-graph formation
method described previously to extract a graph from the SNOW 2014 [7] dataset. We calculate the
user classification performance using the F1 macro and micro measures for the following methods:
•
•
•

Our user-centric community-based feature extraction method (ARCTE) on the graph formed
by fusing all the views (mention, retweet, graph), which we call all-ARCTE.
We also make the comparison of ARCTE with the graph formed by fusing the mention and
retweet graph (social-ARCTE) and on just the text graph (text-ARCTE).
Finally, we also applied Laplacian Eigenmaps on the text graph (text-LapEig).

Figure 3 depict the results of this comparison. We extract three main insights:
•
•
•

We see that the text graph can indeed be leveraged for information on user classification and
the performance increases with more labelled users.
The success of ARCTE over the competition carries over to the text graph case, as textARCTE is superior to the text-LapEig.
We see that performance on text graph alone is worse than on the social graph we have used
previously but that the combination of all the graph views is the best approach as all+ARCTE
outperforms all methods in the F1-macro measure. This means that it is better at making
predictions for the less populated classes. Finally, it is not worse (or very slightly worse in
some cases) in the F1-micro measure.
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Figure 3: Text-based classification performance on SNOW2014Graph dataset

2.2.2.2

Execution time comparison

We specifically designed the text-graph formation and graph fusion methods to be fast. We made
execution time measurements to validate this and we show the results in the following figures.
Specifically, we timed the additional or modified steps required for this approach, which are:
•

The extraction of a user-lemma matrix from the document stream along with the social graphs.
We show the difference in time among the two versions of the tweet processing core, per tweet
in Table 3 for the SNOW 2014 and UK Elections 2015 datasets. The per tweet speed is slower
for the significantly larger UK Elections 2015 dataset because of the nonlinear scaling
complexity inherent in incrementally forming a graph or a dictionary.
• The formation of a text-graph with ANN. We show some results for the larger dataset (UK
Elections 2015) in Table 4. We compare the execution times for SVD latent dimension D={100,
200} and ANN number of estimators n_est={5,10,20} for number of nearest neighbors in all
cases equal to 3 as we saw in our experiments that to be generally the best value. We focused
on small values for the number of neighbors (nn < 10) for reasons of memory consumption,
as these graphs should be sparse and the difference in time for them is very small. A larger
value for D made the projected matrix require more memory than we had available so we did
not perform these measurements. However, we expect to run this module on much smaller
tweet streams compared to the entire UK Elections dataset. For example, the text graph we
used in the previous experiments on the SNOW2014 dataset (D=500, nn=3, n_est=20)
required in total 138 + 63 = 201 sec. The graph edges denote cosine similarity.
• The fusion of the graph views. The times required for fusing all the views in SNOW 2014 and
UK Elections 2015 are ~110 sec and ~410 sec respectively.
Project Title: REVEAL
Contract No. FP7-610928
Project Coordinator: INTRASOFT International S.A.
www.revealproject.eu
Page 22 of 90

D2.3 Contributor Modelling Modules

Version: v1.2, Date: 05/05/2017

Table 3: Tweet processing speed

Social
Social + Text

SNOW 2014
(1,089,909 tweets)
0.106 msec
0.56 msec (x4.283)

UK Elections 2015
(12,435,564 tweets)
0.298 msec
0.8 msec (x1.685)

Table 4: Text graph formation for UK Elections 2015 dataset

D=100, n_est=5
D=100, n_est=10
D=100, n_est=20
D=200, n_est=5
D=200, n_est=10
D=200, n_est=20

SVD
126 sec
126 sec
126 sec
215 sec
215 sec
215 sec

ANN
19 sec
27 sec
42 sec
32 sec
41 sec
60 sec

Total
145 sec
153 sec
168 sec
247 sec
256 sec
275 sec

2.2.3 Module Deployment and Interaction
The extensions are implemented as additional software steps that are interposed in the previous
integrated process, so the architecture remains as it is (described in D2.2). A short summary follows.
The module receives an assessment id, which is the URI of a Mongo document collection, as well as
information on the time window and the number of documents to access from this collection. The user
classification process is then performed as seen in the overview of Figure 2 and then the results are
output in two ways. Firstly, they are written in an output document collection on the same Mongo
database. The output collection is made to be separate for each different assessment. Secondly, the
results are published in JSON format via RabbitMQ to be communicated to WP5 modules.
An example of the module’s JSON output is shown in Figure 4. For each user, some identifications
are given: the URL of a user serves as a unique identifier within REVEAL. Also the numerical twitter
id is used for Twitter users. The “certh:type” field denotes a list of length equal to the number of distinct
labels with which the user has been classified. Apart from the label itself, the module also supplies a
real number in the range [0, 1] that denotes the confidence with which the corresponding label applies
to the user.

Figure 4: User Network Profile Classifier output
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Finally, for a smoother integration with WP6 we defined a set of success/failure messages to be
published via RabbitMQ on a different channel, to catch unexpected runtime errors. The messages
are:
•

SUCCESS: In case the module executes correctly and as expected.

•

NOT_ENOUGH_CONNECTIONS: In case there are fewer than 2 users on the graph. This is a
very rare occasion, even when only social signals are considered. By also incorporating text
information, this message here is for reasons of completeness.
NOT_ENOUGH_KEYWORDS: In case no labels are available for the users to be annotated. This
would imply that there were not enough keywords extracted from Twitter lists (as described in
D2.2) or that there were no Twitter lists available for crowdsourcing. The latter would imply
that the users implicit in the input document collection are all of very low impact and haven’t
been inserted in lists by any Twitter user.

•

2.3 Network Role Analysis Module
We have improved the User Role module described in the REVEAL Deliverable D2.1. The reason we
do so is, in the Enterprise Application scenario of REVEAL, in case the datasets are sparse and not
well annotated, the performance of our previous role analysis module is not guaranteed. Therefore,
we have implemented a new role analysis method using transfer learning. The idea is to use one or
several well annotated dataset(s) for training a role classification model, and then apply this model to
the datasets in the Enterprise Application in REVEAL.
In this section, we have an overview of our approach, followed by technical details of implementation
and evaluation results.

2.3.1 Approach Overview
Source dataset: the dataset that we learn knowledge from. It contains a user interaction network,
where each node is a user, and each directed edge is a user interaction. It must be well annotated,
i.e. we must have ground truth of the roles of users.
Target dataset: the dataset that we want to apply our knowledge to, which we have learnt from the
source dataset. It also contains a user interaction network. However, its user roles may or may not be
annotated.
Figure 5 shows an overview of our transfer learning workflow.

Figure 5: Overview of Transfer-learning Workflow
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2.3.2 Implementation Details
We describe our detailed workflow for network user-role analysis in the following paragraphs. The
entire workflow is implemented with open-sourced tools and fully automatized, thus easy to reproduce.
2.3.2.1

Data Extraction

Firstly, we extract the datasets to using our tools. Raw data come with different formats, such as XML,
JSON, RDF or relational database (as with Software AG ARIS Community Dataset). Since our
approach uses network structure as an important feature, we transform the above mentioned data
formats to network edge-lists, which can be further handled by our algorithm. Within the edge-lists, we
only use the unique IDs of users, which are either original user IDs in the raw dataset, or new user IDs
assigned by our tool. For the latter case, a dictionary of user IDs and user profiles is maintained. The
2 3
extraction tools are developed by us, and are all open-sourced and publicly available
. Worth
mentioning, because of the differences appeared among a variety of raw dataset formats, the
extraction code is rather Ad-hoc. Therefore, for the final Enterprise Application of REVEAL, it might be
the case that we will have to adapt or even develop new tools to extract new data from a variety of
sources, if the new datasets are not compatible with our existing tools.
2.3.2.2

Feature Extraction and Transformation

Next, we perform feature extraction and transformation. The main challenge in transfer learning is that
the distributions of features differ between the source and target datasets. In the use case of the
Enterprise Application in REVEAL, this is especially difficult, since the target dataset might not be seen
during training phase. Therefore, we define a unified feature space to be transformed to, and then
transform the features of source dataset to it. And later when the target dataset is available, it will be
transformed to the same transformed feature space.
To do so, the same procedure of feature extraction and transformation must be followed for both
source and target datasets. In our implementation, we use the degree, the in-degree, the out-degree
and the local clustering coefficient of each node in the network as base features. Inside a network, not
only the properties of a node matter, but also where it locates. Therefore, in the next step, for each
node’s each base feature, we aggregate the feature values of its neighbors and store it as a new
feature, which we call it recursive feature [8]. For example, for each node, we compute the mean value
of its neighbors’ degrees, and then store it as one of round-one recursive features. We do such kind
of recursion for each base feature two rounds, i.e. we aggregate each round-one recursive feature
once more.
All features are then transformed to the same feature spaces using the following transformation
methods.
•

Quantile transformation

2

https://github.com/yfiua/wiki-talk-parser

3

https://github.com/kunegis/konect-analysis
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In quantile transformation, the feature values are transformed to their quantiles, i.e. the
probability that any value in this domain is less than this value:
𝑥 E = 𝑞𝑢𝑎𝑛𝑡𝑖𝑙𝑒 𝑥 = 𝑃(𝑋 < 𝑥)
For example, if the original feature values are [0, 1, 1, 2, 5], then the transformed
feature values (quantiles) will be like [0, 0.2, 0.2, 0.6, 0.8]. Considering the definition
of quantile, the transformed features always have a value within [0, 1], thus they are always
in the same feature space. However, consider a different set of original feature values [0, 1,
1, 4, 5], which will also lead to the same quantiles [0, 0.2, 0.2, 0.6, 0.8].
•

Power-law degree transformation
Some features like degree, in-degree and out-degree in a social network fulfill power-law
distribution approximately [9].
𝑝 𝑥 = 𝑐 ∙ 𝑥 1P (𝛼 > 1, 𝑥 ∈ 1, +∞ )
If we use this property of them, we can get more precise feature transformation. Briefly
speaking, we transform any power-law distribution pi to a common power-law distribution p’,
that is:
𝑝 E 𝑥 = 𝑐 E ∙ 𝑥 1( (𝑥 ∈ 1, +∞ )
so to make P, 𝑋 < 𝑥, = 𝑃′(𝑋 < 𝑥 E ), it is easy to get that 𝑥 E = 𝑥 P1' .

2.3.2.3

Role Classification

In this step, we perform network role classification with the state-of-the-art classification algorithm and
the structural features that are obtained in the previous step.
First, we train a Random Forest classifier with the structural features of the nodes within the source
dataset, together with labels in the source dataset (in this case, the annotated roles of all users) to
train a classification model. This can be done offline, and the trained classification model can be saved
for later usage. That is to say, in the application, we do not need to store the whole source dataset,
but only need the pre-trained model.
When the target dataset is available and all features of its nodes are extracted, we can predict the user
roles using the Random Forest classifier. Since user roles are relatively stable in a network, we do not
need to re-execute every time when the network structure is changed.

2.3.3 Evaluation Results
2.3.3.1

Datasets

We use the following datasets to evaluate our approach.
•

Wiki-talk datasets.

We extracted the user interaction networks from Wikipedia of 28 popular languages. Each
language forms an individual network, in which each node is a Wikipedia user, and each edge:
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(source_UID, target_UID, timestamp)
represents a user interaction: source user wrote something on target user’s talk page at a certain
time. Each user has a role [10], which we generalize as:
o
o
o
•

normal user
bot
administrator

Boards.ie dataset.

Boards.ie is one of the largest online forum in Ireland.
2.3.3.2
•

Experiments
Overall assessment

We evaluate our algorithm using the ROC-AUC metric. Different feature transformation methods
are used and compared. In addition, inductive learning, i.e. learning from partial data in a network
and apply the classifier to the rest data in the same network, is used as a baseline.
First, we try to identify administrators. As shown in Figure 6, when we use power-law (degree)
distribution transformation, the performance is the best, and even better than inductive learning.
Second, we try to identify bots in the datasets. As shown in Figure 7, inductive learning performs
the best. However, all transformation methods have decent performance, compared to when we
do not perform any feature transformation.

Figure 6: ROC-AUC of administrator classifier under different feature transformation methods
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Figure 7: ROC-AUC of administrator classifier under different feature transformation methods

•

Pair-wise assessment

In this part, we try different pairs of source and target datasets, in order to evaluate the
performance of our algorithm under different conditions. Figure 8 shows a heatmap-like indicator
of ROC-AUC for our administrator classifier in different settings. Both X and Y axes are the
language codes in Wikipedia, and are sorted by the size of the network. As we can see from the
heatmap, the larger the target dataset is, the better our algorithm can perform.
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Figure 8: Heatmap of ROC-AUC score for transfer learning among different languages

2.4 Topic Specific Supervised Influence Detection
The purpose of topic-based social influence analysis is to capture the following information in order to
determine a user’s influence: nodes' topic distributions, structural similarity between nodes, and
network structure.

2.4.1 Description of the Approach
To incorporate all this information into one model we have proposed the Topic-Sensitive Supervised
Random Walks (TS-SRW), a supervised algorithm for identifying topic-sensitive influential users. The
main idea is that given a graph and its content we would like to assign a score to each node which
would represent the influence of that node in a specific topic derived from its content. Since PageRank
has been proved to be significantly effective in graph ranking we adopt a similar approach. Additionally,
we also employ node and edge features together with the structure and the content of the network so
as to bias the random walk to step into to influential users. (See [11] or Deliverable D2.2 Social
Features of Contributors [12] for a detailed analysis of the method).
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Figure 9: TS-SRW flow

2.4.2 Extensions
Next we describe the additional work we have done: We examined Word Embeddings as an additional
topic detection method as well as various topic similarity metrics to discover relevant users w.r.t. a
topic. Below we discuss that in detail.
Word Embeddings
A word embedding is a parameterized function, mapping words in some language to high-dimensional
vectors. Namely, we have a dictionary of words where the i-th word in the dictionary is presented by
d
an embedding wi ϵ R , where wi is a d-dimensional vector. There are several methods for generating
4
such a mapping. In our experiments we used the open-source python library Gensim that provides a
word2vec implementation using neural networks.
We used the word embeddings to compare the text similarity of different users. Similar to LDA, we
assumed that a user's posts make up a single document. Therefore, we obtained word embeddings
for each document, i.e. for each user. In order to compare the similarity of these documents we need
to combine individual word vectors into a document vector and then apply a similarity measure. For
this purpose, we choose to sum up all word vectors into a document vector for each document.
Topic Similarity Measures
As we want to find influential users according to a topic, we measured also the similarity between them
w.r.t. the topics. More formally, given the topic distributions tu for each user uϵV, we can compute
topical similarity suv between users u and v with different metrics:
Kullback-Leibler Divergence: KL Divergence is an information-theoretic metric that measures the
distance between two probability distributions and can be written as:

4

http://radimrehurek.com/gensim/
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Jensen-Shannon divergence: Another popular method for measuring the distance between two
probability distributions that is based on KL divergence, which is symmetric and finite.

Kolmogorov-Smirnov test: The two-sample KS test is one of the most useful and general
nonparametric methods for comparing two samples (in our case probability distributions) and
determining if they differ significantly.

Total Variation Distance: The total variation distance is another distance measure for probability
distributions expressed as:

Cosine Similarity: Cosine similarity is a measure of similarity between two vectors that measures the
cosine of the angle between them. Although it is not a proper distance metric due to lack of triangle
inequality, it is often chosen for its efficiency.

So, we capture thematic information of users by applying two different approaches: a) LDA, a topic
modeling technique and b) word embeddings, a neural network approach. Moreover, we compare
users according to their thematic similarity using a variety of metrics. So, in the end of this phase, we
have a topic similarity score for every pair of users. Finding the appropriate combination of topic
extraction technique and similarity metric is the subject of an experimental study we cover in the next
section.

2.4.3 Experiments
We performed a series of experiments to evaluate our approach. Firstly, we evaluate our method
against a ground truth dataset collected from Twitter and then we perform another round of
experiments on three different real-world Twitter datasets (see Table 5).
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Table 5: Details of each dataset

Analysis on Ground Truth Data
As a first step of our evaluation, we experimented with a dataset collected from Twitter on the topic
''Amazon Kindle'' [13]. Most importantly, there was also ground truth provided through manual
annotation that concerns the influence of users. In particular, the dataset contains 4.317 users where
248 of them are influential (5.7%). The rest of the users are labeled either as probably not influential
or not influential. The dataset contains two directed graphs - the interaction graph, where an edge
represents an interaction (re-tweeted, replied or mentioned) between nodes, and the relation graph,
where an edge represents a follows relationship between nodes. We used the relation graph only.
Training data
For the learning stage of our method, we need two sets of users. The first set I contains influential
users and the other one N the non-influential users. We chose randomly 100 out of the 248 influential
users and 100 of the non-influential ones. The features of the users will be used to learn a set of
parameters.
Feature analysis
We conducted a feature selection experiment in order to examine which combination of features φ
provides better rankings in terms of the highest number of influential users detected. Firstly, we
decided which specific features we can use to train our algorithm. We came up with the following six
features which characterize a user in Twitter: a) number of followers, b) number of tweets, c) number
of friends, d) number of favorites, e) number of lists is listed in and f) if the account is verified. The next
step was to train our algorithm with all possible combinations of these six features. As expected, the
performance of each feature alone is far worse than their combination. For convenience, we present
the best results in Table 6. Clearly, the combination of the six features together produces the best
outcome. Consequently, for the rest of the experiments we used this setting.
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Table 6: Feature selection performance

LDA vs Word Embedding
In this section, we examine the behavior of our approach, using different topic modelling techniques.
We conducted a set of experiments to compare the results of our method using different topic
extraction methods and different topic similarity distance metrics. Figure 10 compares the results of
TS-SRW when using LDA with various similarity distance measures, while Figure 11 compares the
results of TS-SRW when using Word2vec. In both cases, there are no significant differences in the
results regardless the metric we used, except when using KL divergence. However, TVD seems to
perform slightly better than the others when used with LDA and Kolmogorov when used with
Word2vec. In Figure 13 we compare all settings together, and lda-tvd seems marginally the best
option. We used this setting for the rest of our experiments.

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 33 of 90

Contract No. FP7-610928
www.revealproject.eu

D2.3 Contributor Modelling Modules

Version: v1.2, Date: 05/05/2017

Figure 10: Comparison of distance metrics using LDA

Figure 11: Comparison of distance metrics using
Word2Vec

Figure 12: Comparison of distance metrics using
Word2Vec

Figure 13: LDA vs Word2Vec

Comparison with other methods
In this section we perform a comparison study of the proposed method, abbreviated as TS-SRW with
other related metrics. These include:
• TwitterRank (TWR)
• Velocity (VL)
• PageRank (PR)
• Number of followers (FOL)
We set up the experiments as follows. For TWR and TS-SRW, we use LDA, assuming that a document
corresponds to the collection of all tweets a user published in the corresponding dataset. As Dirichlet
hyper-parameters we chose a=0.5, b=0.5 and set the number of topics to T=20. We chose T=20 as
this number of topics is sufficient to obtain a representative thematic analysis of the dataset. In addition,
for PR, TWR and TS-SRW we set the restart probability to γ=0.85.
First, we compare the correlations of the rankings. The results are shown in Figure 14, where PR and
TWR have the highest correlation with TS-SRW which is expected as they are all variations of PR. In
contrast, TS-SRW seems to be weakly correlated to FOL and especially to VL.
As all variations of PR yield comparable rankings, we need to measure the quality of these rankings.
For this purpose, we compare the number of influential users that are identified by each technique in
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the first top-K users. The higher the number, the better. The results are illustrated in Figure 15. TSSRW and PR produce the highest results with our method being slightly better.

Figure 14: The Kendall Tau correlation Kr of TS-SRW
against all other metrics for the first top-K ranked
results

Figure 15: Comparison of TS-SRW with other methods

Relation vs Interaction network
As already stated, we have two different kind of networks for the ''Amazon Kindle'' dataset: a) relations
graph, which represents the following relationships between users and b) interactions graph, which
represents the interactions (retweet, mention, reply) between users. So far, we used only the relations
graph for our experiments. The initial reason behind this decision is that the interactions graph contains
a quite smaller number of edges compared to the relations one. Namely, in the interactions graph there
are 5.340 edges while in the relations one there are 535.934. The intuition that the more data we have
the more accurate results we will get is justified by the results shown in Figure 16. The number of
influential users identified by applying our method in the relations graph is clearly outperforming the
other setting. In
Figure 17, we observe the number of common influential users. Interestingly, the overlap of the two
rankings is low, especially in the range of [top50, top1000]. By this outcome, we suggest that there is
extra information to exploit depending on the type of network we are using. The simplest approach to
follow is to combine the two networks together by just adding the edges from one graph to the other.
So the combined graph has in total 538.274 edges. Figure 18 shows the result of this addition. The
number of influentials identified in the combined network is almost identical to the relations one. This,
indicates that this is not the proper way to combine two different networks in order to take advantage
of hidden information. However, the combination of multiple networks into a unified one is a separate
field of research and so it exceeds the purposes of this study.
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Figure 16: The number of influentials as identified by
TS-SRW when using relation or interaction network

Figure 17: The number of common influentials
discovered in both networks

Figure 18: The result of combining the relation and interaction networks together

Topic relevance as a feature
Here we explore the following issues: What if we use the topical information as an extra feature in the
learning phase? How will this affect the resulting rankings? To address these issues, we modified our
technique to merge thematic information into the learning stage. Specifically, we added the topic
probability distributions generated from LDA as a feature in the feature vector φ of the user. Then, we
learn the desired set of parameters based on this extended feature vector. Furthermore, the random
walk is altered to exclude the topic similarity from the calculation of the transition probabilities. So now,
the transition probabilities are computed as

which takes into account only the parameters learned while trained. As we can see in Figure 19, the
performance of the method decreased when using topical information as a feature. The explanation
for this behavior is probably that the adapted version of TS-SRW cannot take advantage of the
similarity between users. It solely depends on the feature vector, ignoring the topical closeness of
users.
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Figure 19: Comparison of the performance of our approach when using topics as features in the user vector

Analysis on Real-World Datasets
We gathered data from Twitter for two different topics (using the streaming API): i) politics and ii) World
Cup 2014. As Twitter Streaming API allows to collect data w.r.t. some predefined keywords, we
represented each topic as a set of keywords. Apart from these, we also used the Snow 2014 Data
5
Challenge test dataset . For each of these three datasets we built an interaction network based on the
mentions of the users. An edge (u,v) in this network implies that u mentions v. The details of each
dataset can be viewed in Figure 6.
Topic-Sensitive vs Topic-Specific Influence
In this experiment we examined the effect of thematic information on influence estimation. Our
approach uses thematic information to calculate similarity of users w.r.t. the content they are
associated with, assuming that content similarity will lead us to similar influential users. We aggregate
all the tweets that a user has posted in order to produce a similarity vector. We name this as global
thematic information as it makes no discrimination between topics. However, a user's tweets may
concern various topics. Therefore, we examine the behavior of our technique in the following two
settings: taking into account a) all the topics (global) and b) just one specific topic. Consequently, we
study the correlation between the rank lists computed in these two settings. For this purpose, we
consider Kendall Tau Correlation measure Kr, which is a measure of how similar two rankings are. The
output of Kr is a value in the range of [-1,1], where a value close to 1 indicates high correlation and -1
that one ranking is the inverse of the other.
For this experiment we chose the most diverse dataset w.r.t topics, namely the Snow dataset. We
applied LDA on this dataset with the number of topics set to 20. The word representation of each topic
as produced by LDA is depicted in Table 7. Then, TS-SRW is applied separately for each topic. The
interaction network remains the same for all topics, but the topic similarity stage considers only the
thematic information of the corresponding topic each time. Eventually, we obtain 20 different rankings,
one for each topic. Figure 20 shows the correlation matrix of the produced rankings. The ranking with
label 20 is the one which is generated by including all available thematic information in the procedure.
We notice that the correlation between the rankings is weak. This denotes that our algorithm produces
different rankings depending on the topic. In other words, it identifies distinct influential users for each

5

publicly available at http://figshare.com/articles/SNOW_2014_Data_Challenge/1003755
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topic. Such variation in rankings would not be possible by approaches that incorporate only structural
information, such as PageRank. This finding also suggests that thematic information is significant for
the identification of influential users. The highest correlations are in the line 20, which is expected as
this setting involves all topics.
Table 7: Word representation of topics as produced by LDA for Snow dataset

Moreover, topics that contain relevant words (as seen in Table 7) seem to have higher correlation (e.g.
topic 13 with topic 0 seem to talk about the English football club Manchester United while topics 18,
19 and 9 seem to talk about Ukrainian crisis).
Recommendation Task
Next we compared the predictive performance of the different methods, used in the previous sections,
on a recommendation task. The experiment is conducted as in [14], but using the followers relationship
graph. In this regard, L is the set of existing following relationships in a dataset, U is the set of randomly
chosen users that a user u does not follow. For our experiments we generate L by randomly picking a
following relation from the followers graph. Following the settings in [14], we chose |L|=40 and |U|=20.
Ten rounds of evaluation are performed for each experiment. The averaged recommendation
performance over all evaluation rounds is depicted in Figure 21. TS-SRW outperforms all other
methods in 3 out of 4 cases. This marginal improvement indicates that our method can lead to better
recommendations.
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Figure 20: The Kendall Tau scores for the rankings
compared to each other

Figure 21: Average recommendation performance of
each ranking method

2.4.4 Module Deployment and Interaction
The module is implemented in Python 2.7 and uses a variety of third party libraries. A list of
dependencies follows: networkx 1.9.0, genism, bigfloat, cPickle, scipy, unicodecsv, numpy.
Input
A collection of tweets located in a Mongo database.
Output
•

A success message to RabbitMQ that notifies the system that the module has finished.

•

A ranked list of nodes which is sent to a Mongo Database. Each node is represented by a
value which denotes the influence of that node.

•

A json file to RabbitMQ which contains user information. A sample follows:
{
"ncsr:contributor_id": "26760014",
"ncsr:author_uris": ["http://somesite/LovesickHank"],
"ncsr:location": "London", {
"ncsr:contributor_id": "26760014",
"ncsr:author_uris": ["http://somesite/LovesickHank"],
"ncsr:location": "London",
"ncsr:screen_name": "LovesickHank",
"ncsr:real_name": "Nic Fildes",
"ncsr:description": "Technology",
"ncsr:favourites_count": "87",
"ncsr:influence": [<start_date>, <end_date>,"0.00233"],
"ncsr:statuses_count": "8469"
"ncsr:verified": "False",
"ncsr:created_at": "Thu Mar 26 14:27:07 0000 2009",
}
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2.4.5 Visualization
Using information regarding the influence of the users, the topic of the content of their tweets and the
structural elements of a graph, that models users as nodes and edges between those nodes as
interactions of the users such as likes, retweets, mentions etc., we can create a network representation
enabling multiple-aspect browsing of the data.
This web-based tool is mainly built upon two tools: Gephi [15] for graph and network analysis and the
Linkurious.js6 library for visualization purposes. The information regarding influence, topics and the
structural form of the network is first processed in Gephi, in order to create a clear and meaningful
view of the data, and displayed to the user for further analysis, using Linkurious. Each node has a
radius proportional to its influence, color according to their main topic of interest. So the user can
search for influential users, the interactions between them or filter them with regard to the topic of
interest.
An example is illustrated in Figure 22 and Figure 23. The dataset used for this demo is the SNOW
dataset which is a collection of more than one million tweets of various topics. In Figure 22, we can
see the graph structure for all topics that were discovered. The list of topics can be accessed in the
right drop down menu. Each topic is represented by a different color in the graph. Apart from choosing
a specific topic, the user can also filter the graph by the influence value and the betweeness centrality
of the users. In Figure 23, we see the topic influence graph for the topic “Oscars, actionsummit,
excited”. Also, note that we have filtered the graph w.r.t to the minimum influence value (set to 25)
hence we see a small number of nodes. Moreover, the user can acquire more information about a
node in the graph by simply pointing over that node.

6

http://linkurio.us/
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Figure 22: Visualization of topic influence for the SNOW dataset

Figure 23: Visualization of topic influence for topic "oscars, actionsummit, excited"
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2.5 Multipartite-Community Detection
Firstly, we review some definitions also appearing in Deliverable 2.2 “Contributor modelling and
baseline approaches”:
A hypergraph 𝐺 = 𝑉, 𝐸 is a graph in which an edge is a subset of vertices, so that 𝑒, = 𝑣', . . . , 𝑣* ∈
𝐸, 𝑣, ∈ 𝑉, 1 ≤ 𝑖 ≤ 𝑘 is a hyperedge, where 𝑘 denotes the number of vertices in the set. By that
definition, a simple graph is a hypergraph with two vertices for each edge.
A 𝑘-uniform hypergraph refers to a hypergraph where each hyperedge contains exactly 𝑘 vertices.
A 𝑑-partite hypergraph is a hypergraph where the set of vertices 𝑉can be partitioned into 𝑑disjoined
sets 𝑉' ∪. . .∪ 𝑉= = 𝑉, 𝑉, ∩ 𝑉` = ∅, 1 ≤ 𝑖, 𝑗 ≤ 𝑑, 𝑖 ≠ 𝑗 so that no two vertices of the same set are
adjacent, i.e. contained in the same hyperedge.
We use the terms tripartite networks and hypergraphs interchangeably, referring to 3-partite, 3-uniform
hypergraphs (3, 3-hypergraphs). Bipartite graphs correspond to 2, 2-hypergraphs.

Figure 24: Mapping (a) hypergraph edges to (b) 3-cliques, (c) nodes, (d) bi-partite graphs and (e) an embedding

2.5.1 Additional Methods for Multi-partite Community Detection
In order to contrast the results of the proposed Hyperden algorithm for multi-partite community
detection, four additional community detection algorithms have been implemented. Spectral clustering
(see Section 2.5.1.1) takes advantage of the structural properties found in graph matrix
representations. Mappings of a hypergraph to 3-cliques (see Section 2.5.1.2) and to bi-partite graphs
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(see Section 2.5.1.3) produce simple graphs from the multipartite network representation. Edge
Clustering (see Section 2.5.1.4) produces a simple graph in which the nodes represent the multipartite
network’s hyperedges. A graphical representation of these methods is depicted in Figure 24.
2.5.1.1

Hypergraph Spectral Embedding and Clustering

The method of spectral embedding and clustering [16] for community detection on hypergraphs is a
generalization of the spectral clustering methodology for simple graphs. Thus, hypergraph spectral
clustering relies on the properties inherent in the hypergraph’s matrix representation in order to obtain
a partitioning in which the connections among vertices in the same cluster is dense while the
connection between vertices in different clusters is sparse, i.e. a multi-way normalized cut of the graph.
The combinatorial optimization problem arising from the hypergraph spectral clustering in order to
obtain a 𝑘-way partitioning is formed as follows:
𝑚𝑖𝑛𝑐 𝑉', . . . , 𝑉* =

efghij
efgij

, over all 𝑘- way partitions

, where 𝑉, is a hyperedge set, 𝑉', . . . , 𝑉* represents a 𝑘- way partition, for which it holds that 𝑉' ∪. . .∪
𝑉* = 𝑉 and 𝑉, ∩ 𝑉` = ∅ for all 1 ≤ 𝑖, 𝑗 ≤ 𝑘, 𝑖 ≠ 𝑘. The volume 𝑣𝑜𝑙𝑉, is the sum of the degrees of the
vertices in 𝑉, and 𝜕𝑉, , the hyperedge boundary of 𝑉, , is the set of hyperedges of the vertex set 𝑉, which
are cut. By relaxing the above NP-hard optimization problem into a real valued one the solution is
given by any orthogonal basis of the linear space defined by the eigenvectors of the hypergraph
Laplacian associated with the 𝑘 smallest eigenvalues. Originating from the Laplacian matrix of a simple
graph, the hypergraph Laplacian is defined as:
𝛥 = 𝛪 − 𝐷e1' ( 𝐻𝑊𝐷p1' 𝐻 B 𝐷i1'

(

, where 𝐼 is the identity matrix, 𝐷e is the diagonal matrix containing vertex degrees, 𝐻is the hypergraph
incidence matrix, 𝑊is the diagonal matrix containing the hyperedge weights and𝐷p is the diagonal
matrix containing the hyperedge degrees. We can obtain the desired 𝑘-way partition from the above
combinatorial optimization problem using a heuristic method; by mapping the vertices into the 𝑘dimensional Euclidean space, we can apply clustering in that space. We firstly form the matrix 𝑋 =
𝛷', . . . , 𝛷* , where the 𝛷, are the eigenvectors of 𝛥 associated with the 𝑘smallest eigenvalues. Thus
the rows of 𝑋 can be interpreted as the vertices’ mappings in the Euclidean space and any of the
conventional clustering algorithms can be applied, such as 𝑘-means.

Input: Hypergraph 𝐺 = 𝑉, 𝐸 , 𝑘partition count
Output: 𝑉', . . . , 𝑉* , a 𝑘- way partition
1' (

1' (

1. Compute the hypergraph Laplacian 𝛥 = 𝛪 − 𝐷e
𝐻𝑊𝐷p1' 𝐻 B 𝐷i .
2. Compute the eigenvectors corresponding to the 𝑘 smallest eigenvalues of 𝛥.
3. Form matrix = 𝛷', . . . , 𝛷* , where 𝛷, the eigenvectors of 𝛥computed in Step 2, and
regard the rows of 𝑋 matrix as mappings of the vertices into the Euclidean space.
4. Perform k-means clustering.
2.5.1.2

3-Clique Mapping

The method of 3-Clique Mapping of the tripartite network is essentially an attempt at flattening a
complex network into a simple graph [17]. By representing each hyperedge as a 3-clique, where all
vertices in a hyperedge are connected with each other with ordinary, unweighted, edges, a simplified
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representation of the tripartite network is achieved, where partites’ semantic differences are ignored.
Community detection on the resulting graph is performed via Louvain’s Modularity Maximization [18]
which attempts to maximize the modularity metric that measures the density of edges inside a
community to the edges outside the communities. This can be formulated as an optimization problem
as follows:
𝑚𝑎𝑥𝑄 ,
where 𝑄 =

'
(s

𝐴,` −

*j *t
(s

𝛿 𝑐, , 𝑐`

In the above equation 𝐴,` is the edge weight between nodes 𝑖and 𝑗, or, in case of an unweighted graph,
the respective element of the adjacency matrix, 𝑘, and 𝑘` are the sums of the weights of the edges, or,
in the unweighted scenario, the sum of edges incident to nodes 𝑖 and 𝑗, 𝑐, and 𝑐` are the communities
nodes 𝑖 and 𝑗 belong to, and 𝛿 is the delta function, where 𝛿 𝑝, 𝑞 = 1 iff 𝑝 = 𝑞 and 0 otherwise. Even
though this method has the advantage that well known community detection algorithms can be applied
without much effort, the higher order relations represented by the tripartite network’s hyperedges are
lost.
Input: 3-partite network 𝐺 = 𝑉, 𝐸
Output: communities 𝑐, , 𝑖 ∈ 1, . . . , 𝑘
1. For each hyperedge 𝑒 ∈ 𝐸:
1.1

create a 3-clique with hyperedge’s vertices as nodes.

2. Perform Louvain’s modularity maximization on the simplified graph.

2.5.1.3

Mapping to Bi-Partite Graphs

Expanding on the previous method of mapping a multipartite network to a simple graph (section 3clique mapping), in an attempt to maintain the higher order relational structure of the complex network
whilst constructing simple graphs, Neubauer and Obermayer [17] devised a decomposition of a𝑘, 𝑘hypergraph into several “coupled bipartite graphs”. In the case of a tripartite network, this method
produces three bipartite graphs, one for each relation between partite pairs. Following that
decomposition, each hyperedge 𝑒, = 𝑣', . . . , 𝑣* corresponds to three edges 𝑣, , 𝑣` , 1 ≤ 𝑖 ≤ 𝑘, 𝑖 ≤ 𝑗 ≤ 𝑘
in respective graphs 𝐻,,` , where 𝑣, a vertex in the hyperedge and 𝑘 = 3. Fitting the modularity measure
to this set of bipartite graphs, the coupled bipartite modularity is defined as:
𝑄wx =

2
𝑘 𝑘−1

𝑄y 𝐻,,` , 𝜎

with 𝜎 = 𝜎', . . . , 𝜎* being a community assignment independent for each domain, where 𝜎, : 𝑉, →
𝐶, , 𝐶, ⊂ 𝑁 a community assignment function and 𝑉, the vertex set containing vertices of a specific
domain (partite). 𝑄y refers to Murata’s bipartite modularity, formulated as follows:
𝑄y 𝐺, 𝜎 =

𝑒gs − 𝑎g 𝑎s , 𝑚 = 𝑎𝑟𝑔𝑚𝑎𝑥s 𝑒gs
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where 𝑒gs =

'
(y

𝐴,,` and 𝑎g =

𝑒gs .

𝑙, 𝑚 refer to communities, with 𝑚 being the “corresponding community” of 𝑙 of a different domain, in
the sense that community 𝑙 shares the most edges with community𝑚 than any other community.
Community detection is performed by maximizing the 𝑄wx modularity in a bottom-up fashion, initially
assuming that each node is a community, and then incrementally merging communities with the
highest modularity gain 𝛥𝑄wx until only a single community exists. Result of this method is a
hierarchical community structure, which allows selection of community assignments that maximize
modularity or appear to be the most intuitive regarding the application framework.
2.5.1.4

Edge Clustering

The edge clustering method [19] attempts to simplify the multipartite network by mapping it to a simple
graph, where nodes are the hyperedges and edges are either weighted, with weights being a similarity
between the hyperedges, or unweighted, with edges being allowed if the similarity between
hyperedges exceeds a specified threshold. The similarity metric between two hyperedges 𝑒, = 𝑎, 𝑏, 𝑐
and 𝑒` = 𝑝, 𝑞, 𝑟 of a tripartite graph with partites 𝑋, 𝑌, 𝑍 , where 𝑎 = 𝑝, is defined as follows:
sim 𝑒, , 𝑒` =

𝑆 ∩ 𝑆′ + 𝑁 † 𝑐 ∩ 𝑁 † 𝑟 + 𝑁 ‡ 𝑏 ∩ 𝑁 ‡ 𝑞
𝑆 ∪ 𝑆′ + 𝑁 † 𝑐 ∪ 𝑁 † 𝑟 + 𝑁 ‡ 𝑏 ∪ 𝑁 ‡ 𝑞

where 𝑁 ˆ 𝑛 denotes the type 𝐾 ∈ 𝑋, 𝑌, 𝑍 neighbors of node 𝑛(nodes of type 𝐾contained in the same
hyperedge as node 𝑛), 𝑆 = 𝑁 Š 𝑏 ∪ 𝑁 Š 𝑐 and 𝑆 = 𝑁 Š 𝑞 ∪ 𝑁 Š 𝑟 . Similarity between hyperedges
with a common vertex belonging to a different partite can be computed in a similar way. Community
detection on the resulting graph can be performed via any community detection algorithm. Here, the
Louvain’s method for modularity maximization was used. While this mapping of a tripartite network to
a simple graph somewhat retains the higher order information contained in the hyperedges, the
similarity computation between each pair of hyperedges is shown to be computationally expensive.
Input: 3-partite network 𝐺 = 𝑉, 𝐸
Output: communities 𝑐, , 𝑖 ∈ 1, . . . , 𝑘
1. For each pair of hyperedges 𝑒, , 𝑒` ∈ 𝐸:
1.1. Let 𝑒, , 𝑒` be the simplified graphs nodes.
1.2 . If sim 𝑒, , 𝑒` > 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 create an edge between nodes 𝑒, , 𝑒` .
2. Perform Louvain’s modularity maximization on the simplified graph.

2.5.2 Experiments
In order to gain an overview of the statistical properties of the proposed algorithm, HyperDen,
compared to the implemented algorithms, experiments have been performed regarding the
distributions of community sizes, whose results are analyzed in the next section. Additionally, in order
to qualitatively measure the produced communities, a ranking based evaluation regarding the
semantical coherence of the communities is being applied in Section 2.5.3.1.The datasets on which
experiments are performed originate from real world tagging systems and social networks, specifically
the MovieLens and LastFM tagging systems, where users annotate resources, such as movies and
artists, with tags, and Twitter’s Crimea dataset, where users tweet about Named Entities and provide
URLs. Details about the used datasets are shown in Table 8. While performing the experiments some
methods proved inefficient even for small datasets. The Edge clustering method required a prohibitive
amount of time and failed to produce communities for the Crimea dataset due to the time intensive
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similarity computation between hyperedges. The Spectral Clustering method, while successful at
producing communities, requires the computationally intensive process of extracting eigenvectors from
large, sparse matrices.

Table 8: Data sets Features

Set

#Users

#Tags/
#Named
Entities

MovieLens

2,113

13,222

10,197

47,957

LastFM

1,892

11,946

17,632

186,479

Crimea

41,278

4,693

30,244

178,032

#Resources/
#URLs

#hEdges

2.5.3 Statistical Evaluation
For all the aforementioned clustering algorithms a statistical evaluation regarding the community size
distribution has been performed. For the edge clustering algorithm a threshold of 40% similarity is used
to create connections between nodes in the simple graph. Regarding the spectral clustering method,
the eigenvectors corresponding to the 100 smallest eigenvalues are used. It should be mentioned that
the mapping to bi-partite graphs failed to complete in a reasonable amount of time for the data sets
that we considered, the same was true for the algorithm based on information theory. In Figure 25,
Figure 26 and Figure 27, we depict the distribution of community sizes for all examined algorithms that
succeeded at generating communities. It can be observed that all algorithms produce communities
that vary greatly in size, with the exception of the edge clustering method, whose community size
distribution is fairly uniform. The proposed algorithm, HyperDen, generally produces larger
communities compared to the rest of the algorithms. Notable qualitative differences in the
aforementioned methods are that HyperDen labels a subset of nodes as “noise nodes” and that edge
clustering is the only method among the ones implemented that is capable of producing overlapping
communities.
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Figure 25: Distribution of community size in Twitter: Crimea

Figure 26: Distribution of the size of communities (log scale) in MovieLens

Figure 27: Distribution of the size of communities (log scale) in LastFM
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Ranking Based Evaluation

Another evaluation of community discovery algorithms on hypernetworks was performed on a
recommender task. The task was to rank all nodes in the network according to their similarity to a
query vertex. In our setting the query node belongs to the Users partite and rankings about
Tags/Named Entities and Resources/URLs are computed. More specifically, containment of most
similar nodes in the same community as the query node provides a qualitative evaluation of the
usefulness of the communities in a recommender system. In our evaluation we first select the 10 most
highly ranked nodes for each query node and then compute precision, recall and F1 scores. These
metrics are formulated as follows:
s;• Ž

•

recall:𝑟•,Ž =

•

precision: 𝑝•,Ž =

•

harmonic mean F1: 𝐹1•,Ž = 2

s;••
s;•• Ž
Ž
’•,“ >•,“
’•,“ ”>•,“

, where the query node 𝑞belongs to community 𝑐of size 𝑐 , 𝑚𝑠𝑛• denotes the 10 most similar nodes
of 𝑞and 𝑚𝑠𝑛• 𝑐 are the most similar nodes of 𝑞belonging to the same community 𝑐. The ranking of
nodes is based on the hypergraph Laplacian and is given by the following formula:
𝐹= 𝐼−

1
𝛩
1+𝜇

1'

𝛶

, where 𝐹 ∈ ℝ i ×' is the ranking vector of the nodes, 𝑌 ∈ ℝ i ×' is the query vector, 𝛩 =
𝐷e1' ( 𝐻𝑊𝐷p1' 𝐻 B 𝐷i1' ( , 𝛪 is the identity matrix and 𝜇 ∈ 0,1 the parameter controlling the impact of 𝛩to
the ranking scores. The weights constituting the 𝑊matrix are based on the popularity of each Tag –
Resource pair in the graph. The scores of the above metrics for all implemented algorithms and the
MovieLens and LastFM datasets are illustrated in Table 9 and in Table 10. Low precision on all
experimental results is caused by limiting the queries to the 10 most similar nodes. The spectral
clustering method receives a higher F1 score compared to the other methods due to its similarity with
the ranking method regarding the use of the hypergraph Laplacian. 3-Clique mapping, although a
nd
relatively naive method, scores the 2 highest F1 score. Finally, our proposed algorithm, HyperDen,
rd
receives the 3 highest F1 score. This is mainly due to the discovery of non-overlapping communities,
where the border nodes of each community are considered prime candidates for inclusion in multiple
communities.
Table 9: Ranking Results: MovieLens
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Table 10: Ranking Results LastFM

2.5.4 Overlapping Communities and Hyperden Algorithm
The HyperDen algorithm for multipartite community detection has been extended with the ability to
detect overlapping communities, i.e. to detect nodes that belong to more than one communities.
Previously, the HyperDen could only detect crisp communities, and consequently a node could be in
a single community only, this is somewhat counterintuitive from a human perspective if we consider
each community as groupings as similar behaviors. It is likely that a user in a social medium might be
engaged in activities that are different (for instance he might be interested in domestic and international
affairs). Moreover, the original algorithm that we proposed produced some variance on the resulting
communities. The extension that we considered allows for the so called border nodes to belong to
more than one communities. The border nodes are nodes that mark the end of the current community,
but the can also serve as borders to another community. Consequently, the border nodes may have
multiple community labels, this is the essence of the addition we have made and can be summarized
as follows:
Input: Tripartite Graph
Output: overlapping communities containing nodes from multiple partites
Definitions
1. 𝜖=threshold for distance, 𝜂=threshold for number of vertices; must be preset
2. Distance metric D between nodes defined as min path length
3. 𝜖 -neighbourhood of a node p contains all nodes q, that are “close” to p, 𝑁• 𝑝 =
∀𝑞: 𝐷 𝑝, 𝑞 ≤ 𝜖
4. p is directly reachable from q, if 𝑝 ∈ 𝑁• (𝑞) and 𝑁• (𝑞) ≥ 𝜂
5. p is reachable from q, if there is a number of intermediated vertices, and each is
reachable from its predecessor
Algorithm
1. randomly select an unlabeled or a border node q
2. if N¡ (q) ≥ η then
3.
assign a community label l(q) to q
4.
all nodes that are reachable from q and are unlabeled or border nodes will
acquire the same label l
5.
If ∃ r, r reachable form q, and 𝑁• 𝑟 < 𝑛 then r is a border node
6. else
7.
label it as noise node
8. Repeat until all nodes are labeled.

The evaluation of the overlapping version is in progress.
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2.5.5 Visualization
A multipartite graph can be thought of as a collection of elements with multiple attributes, conveying
manifold info about the data. In order to visualize such rich and complex structures we relied upon a
set-typed attributes exploration tool, AggreSet [20]. AggreSet offers an integrated design of linked
7
visualization of multiple data dimensions with rapid selection, filtering and comparison, through Keshif ,
a web-based tool for data analysis. The visualization tool is heavily based on the aforementioned
Keshif browser and other javascript libraries such as D3.js. The user can explore the multipartite graph
utilizing different kind of filters such as the communities found in the graph, the keywords denoting the
topic of discussion, the size of the communities or the time of the events. In
Figure 28 we depict a multipartite community that comprises 3 users (The Times of London,
WorldLinkNow, and Canadian Business), 1 tag (Russia) and two URLs (Los Angeles Times,
SaveTheChildren). In this community the users TimesOfLondon, and CanadianBusiness refer to The
Times of London site at the article “Ukraine delays Interim …”, whereas user LinkNow refers to the
SaveTheChildren site with at the article “South Soudan: …”. Moreover, filtering has been applied on
this community to display users that have at least 20,000 followers to avoid visual clutter.

users
URLs by 1st & 3rd
user
URLs by 2nd User
nd

Filtering users, by their
number of followers
Figure 28: Visualization of a Multipartite Community

7
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2.6 Community Evolution Prediction – Machine Learning Approach
Communities that are formed in online dynamic social networks as a result of user interaction are not
static, but they evolve in time. Inherently, as time passes, social networks change; users dynamically
join and leave affecting the characteristics defining the network. On a community scale, this dynamic
behavior through time translates to certain evolutionary events, i.e. the creation of new communities,
the death of others and so on. This behavior and the underlying factors that drive it are a subject of
great interest and many researchers have contributed to the understanding of these phenomena. In
this context, we detect communities in Twitter, label their evolutionary behavior to obtain a groundtruth and attempt to identify those features that contribute the most in automatically predicting the
evolutionary behavior of communities. This section revisits the subject of community evolution
prediction and presents the main contributions made, since the interim version of the deliverable
(Deliverable D2.2).

2.6.1 Description of the Approach
In our approach, it is assumed that each node v is a Twitter user identified by his/her unique Twitter
ID. If a user vi mentions another user vj in a tweet, re-tweet or reply we consider an edge eij being
formed between them. A collection of tweets is segmented into n time-ordered frames (aka windows)
t
Ft , t=1…n and the communities that are detected for each frame are denoted by Ck , where t is the
time step, and k is the community index. The approach we use to process the Twitter data and predict
the evolution of the detected communities mainly consists of the following seven steps:
•

obtain the time-stamped data sets, pre-process them and store them in a MongoDB database

•

segment the data sets into time-ordered windows, where all windows exhibit equal size in
terms of the number of tweets assigned to them and a certain overlap with the preceding
window

•

construct a graph for each window, where an edge exists between two nodes if either of the
users, corresponding to the nodes, mentions the other in a tweet, re-tweet or reply contained
in the window

•

detect the communities in each window with a static detection algorithm

•

track the evolutionary behavior of the communities across time to obtain the ground-truth that
is necessary for classifier training and evaluation

•

compute the features of each community which are used to represent the community

•

use classifiers to predict the community evolution

Details regarding the preprocessing of the data sets, their segmentation into windows, the detection
of the communities and the tracking of their evolutionary behavior, as well as the definitions of utilized
features can be found in Section 6.1 of the interim deliverable D2.2. Let us briefly mention that
community detection is now performed using the fast Louvain method [18], instead of the clique
percolation method, that optimizes the popular modularity measure and scales well on data sets with
many instances. Clique percolation was found to be too slow on large data sets. To get the groundProject Title: REVEAL
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truth for the supervised learning task of community evolution prediction, the GED framework [21] is
employed to track the evolution of the communities across consecutive windows. Specifically, the
communities in window Ft are compared and matched to those of the subsequent window Ft+1 and an
event (i.e. label) is outputted for each community in window Ft describing the type of evolution the
community exhibits from Ft to Ft+1. GED is able to discover the following events: continue, grow, shrink,
8
form , dissolve, split and merge. Finally, note that we primarily focus on structure-related community
features as they seem to be the most informative in discriminating the various event types (see Section
6.1.2 of the interim deliverable D2.2) and currently work on engineering more features of this type to
boost performance.

2.6.2 Experimental Results
The Twitter data sets, namely Crimea, World Cup and Snow, containing 208627, 1112473 and
1089098 tweets, respectively, were segmented in 20 time-ordered windows Ft, t=1…20 and an overlap
of 60% with the preceding, in time, window was chosen. In general, the higher the overlap of the
windows the smoother the evolution of the communities across them. We tested an overlap of {0%,
10%, 20%, …, 80%} and found that 60% constitutes a good trade-off. The Louvain method [18] was
employed over the graph of user mentions of each window to detect the communities in the window.
Subsequently, the GED method [21] was run to determine the type of evolution (i.e. label) of each
community and thus obtain the ground-truth. Note that for the communities belonging to the last
window it is impossible to get the ground-truth, since there is no subsequent window for GED to use
in order to make the necessary comparisons and matches. Hence, on the following, the communities
of the first 19 windows are utilized for community evolution prediction.
GED Parameters
The detection of evolutionary phenomena depends on the α and β parameter of GED. Table 11 depicts
how the number of each event type varies for different values of the two parameters on the Crimea
data set. Dissolve and form appear to be unaffected by the parameters, whereas continue and,
especially, shrink and grow reduce in number as the value of the parameters increases. Analogous
results are observed for the other two data sets (shown in Table 12 and Table 13). Based on those
results we set the GED parameters α and β equal to 0.3, a value that makes the inclusion measure of
GED quite sensitive, resulting in the production of more events. Regarding time, it takes approximately
40 seconds for GED to output the events on the Crimea data set which consists of 86 communities
per window, on average. For the World Cup dataset, it takes approximately 20 minutes (on average
253 communities per window exist), while for the Snow dataset 17 minutes are approximately needed
(on average 255 communities per window exist). This reveals that GED allows us to quickly construct
the ground-truth for our datasets.

8

Form actually corresponds to an evolution of a community in window Ft+1.
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Table 11: Sensitivity of the GED tracker on the Crimea dataset

GED Event

α=β=0.1

α=β=0.3

α=β=0.5

α=β=0.7

α=β=0.9

Continue

83

76

73

65

62

Shrink

84

32

16

9

1

Grow

182

92

47

29

3

Split

0

0

0

0

0

Merge

0

0

0

0

0

Dissolve

864

864

864

864

864

Form

922

922

922

922

922

Execution Time
(in secs)

41.1

41.2

41.8

41.9

41.7

Table 12: Sensitivity of the GED tracker on the World Cup dataset

GED Event

α=β=0.1

α=β=0.3

α=β=0.5

α=β=0.7

α=β=0.9

Continue

306

292

280

260

248

Shrink

400

136

55

24

1

Grow

633

345

210

124

5

Split

0

0

0

0

0

Merge

0

0

0

0

0

Dissolve

2274

2274

2274

2274

2274

Form

2412

2412

2412

2412

2412

1201.1

1191.5

1192.1

1200.8

1192.4

Execution Time
(in secs)
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Table 13: Sensitivity of the GED tracker on the Snow dataset

GED Event

α=β=0.1

α=β=0.3

α=β=0.5

α=β=0.7

α=β=0.9

Continue

320

305

292

264

246

Shrink

376

131

55

28

0

Grow

600

341

204

101

6

Split

0

0

0

0

0

Merge

0

0

0

0

0

Dissolve

2238

2238

2238

2238

2238

Form

2281

2281

2281

2281

2281

1048.2

1060.5

1061.5

1059.0

1058.9

Execution Time
(in secs)

Predicting Community Evolution
We focus on predicting the following four types of community evolution: continue, grow, shrink and
dissolve. Split and merge never occur in our data sets, while form is a special type of event that is
assigned by GED to communities of the second window of the two compared, whereas all other events
are assigned to the communities of the first window, thus it is excluded from our study. Prediction is
9
done using the classifiers offered by WEKA , such as Support Vector Machines (SVM). We evaluate
classifier performance by employing a variant of the classical v-fold cross validation that is suitable for
data which are ordered in time, such as time series data or streaming data in our case. Specifically,
we consider as many folds as the number of windows (excluding the last window for which no groundtruth is available as explained at the beginning of Section 2.6.2) and perform the following steps: train
on the communities in window F1 and test on the communities in window F2, train on the communities
in windows F1, F2 and test on the communities in window F3, …, train on the communities in windows
F1,…,Fn-2 and test on the communities in window Fn-1. In the end we average performance over all n2 steps. This variant of cross validation ensures that in each step all instances of the test set follow in
time those of the training set. Moreover, each fold is used only once as a test set (except the first fold
which is never used as a test set). At present only preliminary results are available, using a small set
of structure-related community features, which are not satisfactory. This is ongoing work and we are
currently working towards engineering a broader set of structure-related features to improve
classification performance.

9
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Scalability
In this subsection we investigate how the proposed community evolution prediction approach scales
in terms of the number of tweets available in the data set. Table 14 shows execution time results for
the main steps of our approach for different data set sizes. In particular, the World Cup data set
consisting of more than one million tweets is used and our method is employed over several, varying
in size, subsets of the dataset. For all subsets tweets are split into 20 windows with 60% overlap and
GED is configured with α=β=0.3. The results demonstrate that our framework scales satisfactory and
that slightly more than 30 minutes are required when one million tweets are contained in the dataset.
Table 14: Execution time (in secs) for different dataset sizes
3

3

Phase

10*10
tweets

100*10
tweets

1000*10
tweets

Preprocessing
(read tweets from database,
construct windows and graph)

2.7

23.7

104.6

Detect communities and compute
features

0.9

10.4

149.7

Construct ground-truth

1.0

32.0

997.6

SVM classifier training
(over all cross validation folds)

1.0

22.4

566.4

Total Time

5.6

88.5

1818.3

3

2.7 Community Evolution Prediction – Logic Based Approach
Next, we describe completely new work on community evolution prediction. We have already
addressed the issue of predicting the future form of a community as a supervised learning problem
with various classifiers that learn a model of the input data (see previous section). In this section we
describe the work we have done to learn relations between the input data, and in particular first order
relations. Such relations could reveal in a human understandable way the driving force of the evolution
of communities.
Next, we present OLED (Online Learning of Event Definitions), an Inductive Logic Programming (ILP)
[22] system for learning first-order rules in the Event Calculus. ILP is a machine learning subfield that
provides tools for learning logical theories from relational data. Most event recognition applications
deal with continuous data flows, i.e. data that arrive at a high velocity, in potentially infinite streams.
Methods that extract insights from such streams need to operate within tight memory and time
constraints, building a decision model by a single pass over the training data. Such a framework is
under-explored in ILP. Most ILP systems assume a batch setting, where all data are in place when
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learning begins. Alternatively, some ILP systems are capable of theory revision, i.e. they accept
examples over time and alter previously constructed hypotheses to fit new observations. Still, such
systems need multiple scans of the data to optimize their theories.
OLED learns knowledge bases for event recognition in a single pass over a data stream. It does so by
using the Hoeffding bound [23], a statistical tool that allows to build decision models using only a small
subset of the data, by relating the size of this subset to a user-defined confidence level on the error
margin of not making a (globally) optimal decision. OLED learns a clause (first-order rule) in a topdown fashion, by gradually adding literals to its body. Instead of evaluating each candidate
specialization on the entire input, it accumulates training data from the stream, until the Hoeffding
bound allows to select the best specialization. The instances used to make this decision are not stored
or reprocessed, but discarded as soon as OLED extracts from them the necessary statistics for clause
evaluation.

Using the Hoeffding Bound for Clause Learning
The Hoeffding bound is a statistical tool that may be used as a probabilistic estimator of the
generalization error of a model (true expected error on the entire input), given its empirical error
(observed error on a training subset). Given a random variable 𝑋with range in [0,1]and an observed
mean 𝑋 of its values after 𝑛 independent observations, the Hoeffding Bound states that with probability
1 − 𝛿, the true mean 𝑋 of the variable lies in an interval [𝑋 − 𝜖, 𝑋 + 𝜖], where 𝜖 =

g•('/¦)
(•

. In other

words, the true average can be approximated by the observed one with probability 1 − 𝛿, given an
error margin 𝜖that depends on 𝛿 and the number of observations.
ILP learners typically employ a separate-and-conquer strategy: clauses that cover subsets of the
examples are constructed one by one recursively, until all examples are covered. Each clause is
constructed in a top-down fashion, starting from an overly general clause and gradually specializing it
by adding literals to its body. The process is guided by a heuristic function 𝐺 that assesses the quality
of each specialization on the entire training set. At each step, the literal (or set of literals) with the
optimal 𝐺-score is selected and the process continues until certain criteria are met. To adapt this
strategy to an online setting, we use the Hoeffding bound to evaluate candidate specializations on a
subset of the training examples, instead of evaluating them on the entire input. To do so, we use an
argument adapted from [24]. Let 𝑟 be a clause and 𝐺 a clause evaluation function with range in [0,1].
Assume also that after 𝑛 training examples, 𝑟' is 𝑟's specialization with the highest observed mean 𝐺score (the mean 𝐺-score is denoted by 𝐺) and 𝑟( is the second best one, i.e. 𝛥𝐺 = 𝐺( 𝑟' ) − 𝐺( 𝑟( ) >
0. Then by the Hoeffding bound we have that for the true mean of the scores' difference 𝛥𝐺 it holds
𝛥𝐺 > 𝛥𝐺-𝜖 with probability 1 − 𝛿 where 𝜖 =

g•('/¦)
(•

(recall that 𝑛 is the number of examples seen so

far). Hence, if 𝛥𝐺 > 𝜖, then 𝛥𝐺 > 0, implying that 𝑟' is indeed the best specialization to select at this
point, with probability 1 − 𝛿. In order to decide which specialization to select, it suffices to accumulate
observations from the input stream until the difference between the best and the second-best
specialization on these observations exceeds 𝜖 . Given a desired 𝛿 , the number of observations
needed to reach a decision may be traded for a tolerable generalization error of not selecting the
optimal specialization at a certain choice point. The observations need not be stored or reprocessed.
It suffices to process each observation once to extract the necessary statistics for the computation of
the 𝐺-score of each candidate specialization. This gives rise to a single-pass clause construction
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strategy. OLED is presented in Algorithm 1. Learning begins with an empty hypothesis 𝐻. On the
arrival of new training examples, OLED either expands 𝐻, by generating a new clause, or tries to
expand (specialize) an existing clause. Clauses of low quality are pruned, after they have been
evaluated on a sufficient number of examples. Each incoming example is processed once, to extract
the necessary statistics for clause evaluation, and is subsequently discarded. As already mentioned,
we use the Hoeffding bound to select among competing specializations of a clause 𝑟 . These
specializations are generated by adding one or more literals from to the body of 𝑟. An input parameter
𝑑 (specialization depth) serves as an upper bound to the number of literals that may be added at each
time.
A clause 𝑟 is expanded, i.e. replaced by its best-scoring specialization, when a sufficient number of
examples have been seen, so that 𝛥𝐺 > 𝜖. To ensure that no clause 𝑟 is replaced by a specialization
of lower quality, 𝑟itself is also considered as a potential candidate along with its specializations. This
ensures that expanding a clause to its best-scoring specialization is better, with probability 1 − 𝛿, than
not expanding it at all. When the scores of two or more specializations are very similar, a large number
of training instances may be required to decide between them. This could be wasteful, since in such
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cases any one of the equally good specializations may be chosen. As in [23], OLED breaks ties and
expands 𝑟 to its best-scoring specialization if 𝛥𝐺 < 𝜖 < 𝜏, instead of waiting until 𝛥𝐺 > 𝜖as required
by the Hoeffding bound, where 𝜏is a tie-breaking threshold. In the case of a tie between 𝑟 itself and
its best-scoring specialization, we follow a conservative approach and do not expand 𝑟, i.e. such ties
are broken in favor of the parent clause.
OLED supports clause pruning, i.e. removal of clauses whose score is smaller than a quality threshold
𝑆s,• . To decide when a clause may be removed we also use the Hoeffding bound. If 𝑆s,• − 𝐺(𝑟) > 𝜖,
where 𝜖 is the current Hoeffding bound, then with probability 1 − 𝛿, the true mean of 𝑟's 𝐺-score is
lower than the quality threshold 𝑆s,• and therefore 𝑟 should be removed. OLED is an any-time
algorithm, i.e. it may output the hypothesis constructed so far at any time during the learning process.
In practice however, we allow a warm-up period in training, in the form of a minimum number of training
instances 𝑁s,• on which a clause 𝑟 must be evaluated before it can be included in an output
hypothesis.
Experimental Evaluation
We have started to use OLED to learn definitions for events related to the evolution of online
communities in time. To this end, we used data from the Twitter dataset, where target events where
related to a community that is growing, shrinking, continuing (maintaining the same size) or dissolving.
The input is various community features, in particular size, centrality.

2.8 User Impact: An On-line Approach
Most of the algorithms that we have considered for influence and community detection perform batch
processing on a window of data, which means the same processing has to be performed anew on a
new batch of data. On the contrary, an on-line algorithm continually processes data as they are
received. To examine the feasibility of on-line algorithms we performed certain experiments with online
algorithms on a stream of social media data to compute an impact score on users’ based on their
activity. The experiment was performed in the context of the DEBS 2016 Grand Challenge [25], The
basic requirement was to design and implement fast methods on a stream of posts, comments, likes
and friendships of an underlying social network to mine interesting posts or comments. The social
network excerpt in the form of a stream was provided by the workshop organizers, it was anonymized
and no assumption could be made on its origin. In particular, the experiment comprised two tasks on
the same stream that were called query-1 and query-2.
The goal of the query-1 was to continuously compute the top three active users based on their activity
(and in particular based on their posts), and output the result every time the ordered list of users has
changed. With query-2 the goal was to find the k user comments with the largest range that occurred
no more than d seconds ago. The range of a comment is defined as the size of the largest connected
component in the graph defined by persons who have liked that comment and form a community
between them (they are friends).
Our approach was focused on two main directions. First, minimizing the need for storing information
and increasing the amount of on-the-fly computations as much as possible. Secondly, incrementally
updating large data structures and graphs. The work was published in [26].
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Exploitation within Reveal
In the strict requirements of REVEAL there is not a mandate for an impact module, nevertheless there
are two directions in which this work could be further exploited: First as an autonomous module within
REVEAL, especially in streaming media that have richer information than Twitter (Reddit is such an
example). Alternatively, it could be used in as a basis to obtain incremental versions of community
detection (especially the work in query 2), and influence (mostly the work in query-1).

2.8.1 Query 1
The purpose of Query 1 was to compute the top-3 ranking user, based on an event stream comprising
temporally sorted tuples representing the occurrence of users’ posts and comments to users’ posts.
The ranking is decided through a scoring strategy that promotes users’ posts that i) receive many
comments and ii) are relatively recent. Each post or comment is given a score of 10 upon its creation.
This score decrements by 1 every day. The total score of a post is the sum of its individual score plus
the respective scores of all its comments.
The input data are processed in a streaming fashion. Hence, a convenient way to store them is by
using hash maps. Statistics on the sample dataset have shown that the vast majority of users’ posts
do not receive any comments. This observation implies that we could avoid some unnecessary
calculations, by dividing the collection of posts into two smaller groups, based on whether they have
received comments or not, which are treated separately. Thus, we use three hash maps for our data:
two for the posts (“Commented” and “Comment-less”), and one for the comments.

Figure 29: Information flow in Query 1 solution
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Figure 29 illustrates the first actions of our system, upon receiving a new event. If it is a new post, it is
directly stored in the “Comment-less” hash map, whereas if it is a comment, it is stored in the
“Comments” hash map. However, in case of a comment, since comments are related to posts, our
method must also link this comment to its respective post. To that effect, it checks whether this
comment is a direct reply to a post or a reply to another comment. In the first case, if the post has
never been commented before, it is moved to the “Commented” hash map, and then the comment and
its author are added to the post's list of comments and set of commenters, respectively. In the second
case, the corresponding post is retrieved via the comment that is being replied, by looking it up on the
“Comments” hash map.
Now that the new event has been identified and stored appropriately, our method begins calculating
the top-3 scoring active users. (The pseudocode of this process is presented in Figure 30, Algorithm
1). We first get the timestamp of the event and we update the clock. Then, we initialize a data structure
that will eventually contain the resulting top-3 posts (see lines 1 and 2 of Algorithm 1 in Figure 30).
Subsequently, we start calculating post scores and filling the top-3 array. We start by calculating scores
only for the posts in the “Commented” collection, because since they have been replied, they obtain
bigger scores in general and thus are much more likely to be in the top-3 than posts that have not yet
received any comments. As lines 3-8 of the Algorithm show, only if there are still births available in the
top-3 slot or it contains scores that are not high enough to ensure that no comment-less post can make
it to the top-3 do we examine the collection of comment-less posts. In fact, as new comments rush into
our system, the scores of the commented posts rise to a point that the top-3 is comprised solely by
commented posts. Therefore, rarely do we need to check the “Comment-less” hash map, thus avoiding
a significant amount of redundant computations.
The procedure fillTop3 that appears in lines 4, 6, and 8 of Algorithm 1 in Figure 30, is presented in
lines 9-21. This procedure incrementally builds the highest scoring triplet of posts, by using the
previously computed top-3, if it exists. Experiments on the sample dataset have indicated that quite
often posts that appear in the top-3 tend to remain in the top 3 for quite a long time. Therefore, we
make use of this fact in order to avoid building the top-3 from scratch every time and all the
unnecessary computations that this procedure entails. In lines 10-12 we take the previously calculated
top-3 and update their scores. If any post has become inactive (i.e. its score has dropped to 0) we
remove it completely. Then we iterate over the collection of posts (“Commented” or “Comment-less”,
as mentioned earlier) and calculate the score of each post (line 14). If a post has become inactive then
it must be deleted (line 19). Otherwise, our method checks if this post is suitable to enter the top-3. A
post can be appended to the array if the top-3 is not full (i.e. the array contains less than three posts),
or if its score exceeds that of a post that is already in the top-3. Ultimately, the resulting array is sorted
and trimmed so that it contains only three elements.
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Algorithm 1 Query 1
now ← getEventTimestamp()
top3 ← ∅
if commented ≠ ∅ then
fillTop3(commented, now)
if top3 not full ∨ top3 contains score ≤ 10 then
fillTop3(commentless, now)
else
fillTop3(commentless, now)
procedure fillTop3(collection, now)
top3 ← updateScores(top3)
top3 ← sort(top3)
top3 ← removeZeroScores(top3)
foreach post ∈ collection do
t ← calculateScore(post, now)
if t.score > 0 then
if (top3 not full ∨ t.score ≥ top3.min) ⋀
post ∉ top3 then
17.
top3 ← top3.append(post)
18.
else
19.
remove post from collection
20.
top3 ← sort(top3)
21.
top3 ← trim(top3)
22.
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.

23. function calculateScore(post, now)
24.
postDecay ← post’s age (in days)
25.
newPostScore ← (10 – postDecay)+
26.
totalCommentScore ← 0
27.
if post ∈ commented then
28.
foreach comment ∈ post.comments do
29.
commentDecay ← comment’s age (in days)
30.
newCommentScore ← (10 - commentDecay)+
31.
if newCommentScore = 0 then
32.
remove comment from
post.comments
33.
update post.commentAuthorSet
34.
totalCommentScore ← totalCommentScore +
newCommentScore

35.
totalScore ← newPostScore + totalCommentScore
36. return (post, totalScore)

Figure 30: Algorithm for Query 1

The function calculating post scores is shown in lines 22-35 of Algorithm 1 (see Figure 30). This
function first computes the age of the post in days and then subtracts its age from its initial score,
which is 10, as described above (see lines 23, 24). Then, if the post is a comment-less one, no further
action is required. However, if the post is a commented one, then for each of its comments, our function
computes its age and subtracts it from its initial score, and makes sure that if a comment's score drops
to 0, then it removes it from the list of this post's comments (lines 30-32). Ultimately, calculateScore
takes the sum of all the comments' scores for this post and adds it to the individual score of the post.
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2.8.2 Query 2
This query concerns three event types, namely friendships relations between users, likes and
comments that also arrive in a streaming fashion. The goal is to compute the k most popular user
comments, in terms of user communities, that are active within a d-second window. Each comment
corresponds to a graph. This graph's vertices represent the users that have liked this comment and its
edges represent the friendships between these users. Each graph may contain more than one
connected component, the size of the largest of which defines the range of the graph. Therefore, the
range of the comment is the size of the largest community of users that have liked this comment, and
Query 2 asks for the comments with the k highest ranges.
In order to perform our calculations, we need to keep track of the users’ comments and their respective
graphs. Thus, we have two main data structures: a map of comments and a map of their graphs. Apart
from these, we also need to store the friendships and likes that occur in two other, auxiliary maps. Like
in Query 1, when a new event enters the system, it is classified according to its type. In case of it being
a comment, we just store the comment and initiate its graph with no vertices or edges, and a range of
0. In case of a like, we add a vertex to the graph of the comment that was liked, along with all the
necessary edges that match the friendships that this user adds to the community. Finally, if we have
a friendship as input, we isolate the comments that have been liked by both users that participate in
the friendship and add an edge between the respective vertices to each of them.
To efficiently calculate the range of a graph we need to keep track of all its connected components.
To do so, we used a hash map which holds the connected components of the graph (each connected
component is represented as a hash set of vertices), a different hash set which contains all of the
vertices of the graph, and an integer denoting the range (hashmaps and hashsets have O(1) time
complexity).
The algorithm of incrementally calculating the range consists of two parts: i) what happens when a
vertex is added (see
Figure 31: Algorithm 2) and ii) what computations take place when an edge is added (Algorithm 3).
When a vertex is added to the graph, we check if the integer expressing the range equals to zero. If
this is the case, then the range is incremented by 1. Subsequently, we add the vertex id to the hash
set that holds all of the vertices of the graph, and then add the new vertex as a component to the hash
map of components (a vertex initially is a component by itself).
To insert an edge (friendship) to a graph, we iterate the hash map of components and locate the
component(s) that contain the vertices that are to be linked (see lines 12, 14 and 17 of Algorithm 3
(see Figure 32). Once we find them, we concatenate them and in case these vertices are located in
the same component we just break the iteration. The reason is that a new edge inside a connected
component does not change the range of the graph.
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Algorithm 2 Add a vertex to the graph
1.
2.
3.
4.
5.
6.

procedure addVertex(vertexId)
if currentRange = 0 then
currentRange ← 1
vertices.add(vertexId)
components.add(componentId, vertexId)
componentId ← componentId + 1

Figure 31: Algorithm 2 for Query 2

Algorithm 3 Add an edge to the graph
1. procedure addEdge(vertexId1, vertexId2)
2.
flag ← 0
3.
ckey ← 0
4.
foreach component ∈ components do
5.
if flag ≠ 0 then
6.
if flag ∈ component then
7.
concatenate components
8.
if component.size > currentRange then
9.
currentRange ← component.size
10.
components.remove(component.key)
11.
break
12.
if vertexId1 ∈ component ∧ vertexId2 ∈ component
then
13.
break
14.
else if vertexId1 ∈ component then
15.
ckey ← component.key
16.
flag ← vertexId2
17.
else if vertexId2 ∈ component then
18.
ckey ← component.key
19.
flag ← vertexId1

Figure 32: Algorithm 3 for Query 2

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 63 of 90

Contract No. FP7-610928
www.revealproject.eu

D2.3 Contributor Modelling Modules

Version: v1.2, Date: 05/05/2017

Figure 33: Connected components example; the arrival of a friendship connects two components

In the left side of Figure 33 we can see that the graph comprises two user communities in the form of
two connected components. The dashed circles in each case denote the communities. The range in
the first example is 3. When a new friendship arrives (Chris - Alexander), the two subgraphs connect
with each other (see the right side of Figure 33) and as a result the two communities merge into one
(one dashed circle). The new range of the graph is 5. Even if another friendship arrives, for instance
(Jim - Chris), it will not affect the size of the community, and therefore the range of the comment.
The output of Query 2 is also affected by the time decay. If a comment is in the top-k, but its age
surpasses the d-second threshold, then this comment is considered too old and we must remove it
completely from our system. To avoid unnecessary calculations and permutations we always keep the
top-k list sorted and when a change occurs the sorting algorithm only moves that particular comment.

2.8.3 Evaluation
We describe the experiments conducted in order to evaluate both queries. The evaluation has taken
place on a Virtual Machine (VM) with 4 cores (Intel(R) Xeon(R) CPU E5-2630 v2 @ 2.60GHz) and 8
GB of RAM. The dataset used for the evaluation is the sample dataset provided in the DEBS 2016
Grand Challenge website http://debs2016.org/. This dataset has a total size of 152 MB and, for Query
1 the posts and comments streams combine to give a total of 1,177,303 input events, and for Query 2
the comments, likes, and friendships streams produce a total of 1,231,531 events. The source code
10
of our solution is available on GitHub, under the BSD-3 license .

10

https://github.com/cvlas/DEBS2016GC
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(b) Average latency of
Query solution

(c) Scalability of Query 2
solution

Figure 34: Empirical Analysis of Query 1 and Query 2 solutions

Query 1
Testing for Query 1 has shown that our method was able to achieve average latencies as low as 1.3
milliseconds (ms). To test how our method scales over different amounts of input events, we created
3 extra, smaller datasets, by taking the first 100,000, 200,000, and 500,000 events from the sample
dataset. Figure 34 (a) shows that the average latency is proportional to the amount of input events.
This behavior can be explained if we consider the size of the data structures we use. When more posts
and comments rush into our system, then all hash maps (commented posts, comment-less posts and
comments) grow and so does the time needed to search for, or iterate over their elements.
Query 2
For Query 2 we used different values for parameters k and d -- the decay factor. We set k equal to 2
and tuned parameter d to values from 2 to 12 hours. Then, we repeated the experiments for k equal
to 3, 4 and 5 (Figure 33 (b)). In addition, we conducted experiments with the 3 reduced versions of the
sample dataset, like we did with Query 1 (Figure 33(c)). The figures above illustrate the scalability of
our method for different values of the parameters k, d, as well as the number of input events. We
observe that our method is tolerant towards changes in the value of k, and proportional to d and the
amount of input events. The reason behind this behavior is that as events enter our system, we need
to take into account more elements while building and sorting the list of top-k comments.

2.9 Specification and Implementation of Gamification driven
Badges in the Community Platform
Based on the work done as described in the previous deliverable D2.2 section 4.2.3 several updates
have been made in the specification of badges that are designed to be used as part of a Gamification
driven module inside a community platform.
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2.9.1 Description of the Approach
The usage of Gamification driven badges is strongly depended on the technical modules that are
available within the project. According to the changes of the partners modules consequent updates
and additions has been made.
Whenever a technical module was able to handle the dataset coming from the SAG community it was
checked how it could be helpful to improve the gamification elements.
However, not all of the partner’s modules are able to process the SAG community data for different
reasons.
The following chapter describes the state of the approach for now and may not be final. In case another
module of a technical partner will be able to handle the community data it will be integrated as far as
it does cover the principals of the approach.

2.9.2 Approach Overview
The following section shows the current state of the specification of badges and the dependency to a
specific technology or a module that is getting used in the background.
Points and levels
Points are generally used as rewards. A point can be a prize itself, but very often points cumulate
towards a prize. Both users and game designers can benefit from the feedback points give [27]. For
competing players, points are a way of score keeping and defining winning states. Outside competitive
setting, points can be used to show the player his or her progress in the game, for example, points can
cumulate towards level thresholds. Game designers can improve the game based on the feedback
[28].
With a certain number of points, you reach a level. These levels help to assign a user to a special
experience group (e.g. Power Contributor).
Modality based badges
Modality based badges are not influenced by a single action (e.g. filling in the user profile) or by
calculating a score depended on single activities (e.g. place a comment).
These badges do make use of modalities that can be retrieved by analyzing the content of a user
inside the ARIS community.
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Badges
Badges

Description

Points

Picture

Technology

First actions

Starting

First Log-In

20

SAG community module

First Like

Like a posting

50

SAG community module

Power Liker

10 likes

SAG community module

Profile related

Profile 1

Some of the user profile entries
50
are filled (homepage, country,
about you, profession)

Profile 2

Take a picture

Profile 3

All of the user profile entries
are filled

SAG community module

SAG community module

50
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Contributor
related

Contributor 1

Write the first post

50

SAG community module

Contributor 2

Write 5 postings

50

SAG community module

Contributor 3

Write 10 postings

50

SAG community module

Power
Contributor

Total postings > 1000

1000

SAG community module

Power
Commenter

Total Comments Provided >
1000

1000

SAG community module

CeBIT

Did attend the CeBIT exhibition 100

SAG community module

Innovation
World

Did attend the Innovation World
200
exhibition

SAG community module
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Influence
Model

Influence
not topic
specific

Reveal score > 0.5

Influence
topic specific

500

Nokia module

500

Nokia module / SAG
community module

Sentiment
Model

Sentimental
positive

Sentimental
neutral

score from Reveal
if total positive post / total posts
> 0.1

ATC module

score from Reveal
if total negative posts / total
posts > 0.1

Sentimental
negative

score from Reveal
if total negative posts / total
posts > 0.01

Like receiver

total Likes > 1000

Role model

Identification from Reveal

ATC module

ATC module

1000
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Joining Conversationalists

500

UKob module

Taciturns

500

UKob module

Supporters

500

UKob module

Elitists

500

UKob module

Popular Participants

500

UKob module

500

UKob module

Grunts
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Ignored

UKob module

2.9.3 Approach Implementation
2.9.3.1

General Implementation of the Badges

The Badges are implemented with the help of Drupal Modules; these are:
•

Goals

The Goals Module allows creating Goals and Tasks. Goals are the representation of the Badges
which are introduced in Table 15. Each of these Badges consists of some Tasks. The tasks are
the representation of one task which have to be fulfilled to reach this goal (e.g. create one post).
If all tasks of a goal are fulfilled, the user has reached this goal. All simple goals which are based
on data from the community (without deeper analysis) are based on this concept. All other Badges
are also represented by a goal but they are triggered by a custom script which pulls the data from
the Reveal server.

•

Rules

The Rules Module allows creating a trigger from user actions. These triggers are used to assign
tasks.
The process of assigning a goal is visualized in Figure 35.

User does sth.

Rule notice
activity

Rule triggers a
task, if it is
fulfilled

If all taks of a goal
are fulfilled: Goal
is assigned

Figure 35: Process which leads to a Goal

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 71 of 90

Contract No. FP7-610928
www.revealproject.eu

D2.3 Contributor Modelling Modules

Version: v1.2, Date: 05/05/2017

The following table includes a description of the Goals, the assigned tasks and the rules:
Goal Name
FirstStart
Onboarding 1
Fill_social_profile
Starting
Contributor 1
Contributor 2
Contributor 3

Assigned Tasks
like_content 1 time
onboarding1_task 1 time
fill_social_fields 1 time
user_login 1 time
create_post 1 time
create_post 5 times
create_post 10 times

Assigned Goals
First Start
Who are you?
Ready
Starting
Contributor with *
Contributor with **
Contributor with ***

Table 15: Implementation of ARIS Community triggered Badges

All Goals which are based on specific Reveal scores are not triggered. They are updated once a week
using an automatized cronjob which pulls the scores from the Reveal Server this implementation is
explained in 2.9.3.2.
The Rules of the simple Badges react on activities of a user. The following example shows the
implementation of a rule which reacts on the activity of a profile update and checks if the profile is
proper filled with some fields. If the conditions are true, the rule sends a record to the assigned task
(onboarding1_task).
{ "rules_fill_some_profile_fields" : {
"LABEL" : "Fill some profile fields",
"PLUGIN" : "reaction rule",
"OWNER" : "rules",
"TAGS" : [ "fields", "goals", "profile" ],
"REQUIRES" : [ "rules", "goals" ],
"ON" : { "user_update" : [] },
"IF" : [
{"NOT data_is_empty" : { "data" : [ "account:field_profile_homepage" ] } },
{"AND" : [] },
{"NOT data_is_empty" : { "data" : [ "account:field_country" ] } },
{"AND" : [] },
{"NOT data_is_empty" : { "data" : [ "account:field_profile_about" ] } },
{"AND" : [] },
{"NOT data_is_empty" : { "data" : [ "account:field_profession" ] } }
],
"DO" : [
{ "goals_task_record" : {
"task_name" : "onboarding1_task",
"user_to_save_for" : "[account:name]"
}
}
]
}
}
Figure 36: Example of a rule definition

When the task is triggered for the stated number of times the task becomes fulfilled. If all tasks of a
Goal are fulfilled, the user receives the badge.
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General Implementation of the Badges

Most of the Reveal scores are represented in the ARIS Community as a Badge. The assignment of a
score to a Badge is illustrated in Table 16.
Reveal Score
Influence of a user
Influence of a user
Sentimental positive
Sentimental neutral
Sentimental negative
Power Contributor

Badge
Influential User

Notes
Community specific

Topic Influential User

Topic specific

Sentiment score of a user
Sentiment score of a user
Sentiment score of a user
The number of posts is bigger
than 1000
The number of comments is
bigger than 1000
The number of likes a user
received for his posts is
bigger than 1000
The role was assigned to this
user by the Role identifier

Power Commenter
Like receiver
Roles

Roles from UKob

Table 16: Implementation of Reveal score based Badges

The data for these scores is available in the enterprise application. The values are pulled using a rest
interface. This interface is called using server scripts (python, cronjobs). All gathered and useful data
is stored in the MySQL database of the community. This proceed keeps the way accessing the data
in the user profile of the ARIS Community simple and has no influence of the update process due there
is a custom update process in the community to be aware of a lot of custom modules for Software AG
needs.
All user data which is visible in the enterprise application is given in a json file using http://squall3.atc.gr:8080/sag-web/rest/user?uid=62. For the resulting json file a parser was written which parses
the following scores:
•
•
•
•
•
•
•
•
•
•
•

totalPosts
totalPositive
totalNegative
totalNeutral
totalLikes
influence
totalCommentsProvided
totalRepliesProvided
totalOriginalPosts
totalCommentsReceived
roles

The data is inserted in a MySQL table. One row in the table represents the scores of a user. If the
scores have changed a trigger runs which assigns the goals automatically on the database layer to
the user which receives the badge. A simple example snippet of the triggered query is shown below.
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# Influence Score
INSERT IGNORE INTO `db12123627-reveal`.goals_completed_goals (goal_id, uid, created)
(SELECT 10, uid, UNIX_TIMESTAMP()
FROM `db12123627-reveal`.`reveal_atc_influence-score`
WHERE score > 0.5);
Figure 37: Example of the score update

In this case the id of the influence goal is (goal_id=) 10, for each uid the row of 10, uid and a timestamp
is inserted into the goals table. If this procedure is done the user has received the Badge.
2.9.3.3

Adaption to the Visible User Profile

In addition to the adaption of the goals backend the frontend has to be adapted to show the badges to
the user and users which visit the profile page.
The goals are viewed using a Drupal integrated Module called Views. This module allows creating
generic blocks which can display prepared data from integrated fields. The goals Module create these
fields when creating Goals implicit. A snippet of the created View is visible below.
$handler->display->display_options['empty']['area']['id'] = 'area';
$handler->display->display_options['empty']['area']['content'] = 'No Badges
received';
$handler->display->display_options['empty']['area']['format'] = 'filtered_html';
$handler->display->display_options['empty']['area']['tokenize'] = 0;
…
/* Relationship: Goal: Goal - completed by users */
$handler->display->display_options['relationships']['goals_completed_goals']['id'] =
'goals_completed_goals';
$handler->display->display_options['relationships']['goals_completed_goals']['table']
= 'goals';
$handler->display->display_options['relationships']['goals_completed_goals']['field']
= 'goals_completed_goals';
…
$handler->display->display_options['fields']['goal_img']['id'] = 'goal_img';
Figure 38: Snippet of the implementation of the Badges view

In the first part the initialization is visible, e.g. if no Badges are assigned to the user the text 'No Badges
received' will be displayed. In the second part the table and the fields of the Goals is defined. After this
the definition shows that only the images are displayed, so the Badges themselves.
To integrate the view in the user profile the php file which controls the user profile had to be modified.
This was done with the following php like Drupal code which prints the view in the returned php code
of the user profile.
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$userbox .= '</div>'; //user-box
$userbox .= views_embed_view('goalsprofile', 'default', $account->uid);
print theme('shadowbox', array(
'title' => 'Reveal Profile',
'icon' => 'trophy',
'content' => $userbox,
));

In final the visible gamification part of the profile looks as follows:

Figure 39: Gamification Profile

2.9.3.4

Implementation of the ARIS Points and Levels

The ARIS Points are based on the Drupal Points Module. This Module provides an interface for the
assignment of points. The assignment is also triggered by user activities or the assignment of goals
which are recognized by Drupal rules. In addition to the points which a user receives for a Goal (see
2.9.2) the following activities increase the number of points of a user.
Activity
User creates a post
User logs in
User creates a comment

Points
10
1
5

Table 17: Activities and Points

To have a more granular ranking level over points a system of levels is implemented using the rules
module. If a user reaches a defined number of posts the level increases. The level limits are given in
Table 18. The Rules module takes care that if a user passes this limits the level increases. The levels
are implemented using Drupal Roles. This allows giving a user more rights with each level. This could
be used to allow access only if a user reached specific level.
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Points
100 – 499
500 – 999
1000 - …

Level
1
2
3

Table 18: Userlevel and Points

In addition, each registered user can see a table with the top users according to their points.
2.9.3.5

Implementation of the ARIS Points and Levels

All data from the Gamification implementation is also available for the partners using the rest interface
from http://wp12123627.server-he.de/gam.json.
The userpoints and the level are displayed using a custom Drupal field which is integrated in the php
profile file.
<!-- Points
<?php
print theme('shadowbox', array(
'title' => 'Points of ' .
themecustomizer_fullname($account, FALSE),
'icon' => 'trophy',
'content' => views_embed_view('userpoints', 'default',
$account->uid),
));
?>
-->
<!-- Roles
<?php
print theme('shadowbox', array(
'title' => 'Role of ' .
themecustomizer_fullname($account, FALSE),
'icon' => 'smile',
'content' => views_embed_view('userrole', 'default',
$account->uid),
));
?>
-->
Figure 40: Implementation of the Points and Level view in the profile

2.9.4 Survey Results
Software AG conducted surveys in different locations and in various types: We hold personal
discussions with product training participants in Munich and Cologne as well as with visitors at CeBIT
2015 in Hanover and ICT in Lisbon. In addition, we carried out an online survey, hosted on ARIS
Community and shared in Social Media like Facebook and Twitter. In total, we get answers of 76
participants, among them 51 from the online survey and 25 from personal interviews. Because of the
different access to the participants in the on-site surveys on the one hand site and in the online survey
on the other hand site, questions have to be asked in different ways. Therefore, the results of the
personal interviews and the online surveys aren’t exactly comparable.
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In the following the results of the two kinds of surveys will be shown separately for online and on-site
surveys.
2.9.4.1

Aggregate On-site Surveys

The first questions referred to general aspects concerning the user behavior. They show that more
than half of the participants work with SAG’s product ARIS (see Figure 41), but only slightly more than
ten percent are members of the ARIS Community (see Figure 42) or more than 66 percent hasn’t been
active with postings, comments etc. there (see Figure 44).

Do you have ARIS in use?
70.00%
60.00%
50.00%
40.00%
30.00%
20.00%
10.00%
0.00%

Yes

No

N/A

Figure 41: On-site survey - Do you have in use?

Are you already a member of the
ARIS Community?
90.00%
80.00%
70.00%
60.00%
50.00%
40.00%
30.00%
20.00%
10.00%
0.00%

Yes

No

N/A

Figure 42: On-site survey - Are you already a member of the ARIS Community?
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Among the ARIS Community users, a negligible number uses it regularly (see Figure 43). Here you
have to consider, that you can use the ARIS Community without being a member and that because of
this and because of the small number this answer is not meaningful. In this context, the question to
the type of activity is not relevant. This can be also applied to the type of activity. Among the few users,
participants use the Community for downloading and licenses (see Figure 44).

How often are you active
in ARIS Community?
100.00%
80.00%

N/A

60.00%

daily

40.00%

1-2 times a week
1-3 times a month

20.00%

less

0.00%

How often are you active?
Figure 43: On-site survey - How often are you active in ARIS Community?

Have you already been active
in the ARIS Community?

90.00%
80.00%

Yes
No
N/A

70.00%
60.00%
50.00%
40.00%
30.00%
20.00%
10.00%

0.00%

Are you
active in the
ARIS
Community?

Postings

Comments

Likes

Download or Participation I do not know
get licenses in games or
promotions

Figure 44: On-site survey - Have you already been active in the ARIS Community?

In contrast, nearly 60 percent of the participants daily use other Social Media (see Figure 45).
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How often are you active in other Social
Media?
70.00%
60.00%
50.00%

N/A

30.00%

1-2 times a week

40.00%

daily

20.00%

1-3 times a month

10.00%

0.00%

less
How often are you active?
Figure 45: On-site survey - How often are you active in other Social Media?

Most of participants are active in Facebook, Twitter and LinkedIn, whereas Competence Networks are
little used (see Figure 46).

In which Social Media are you active?
140.00%
120.00%
100.00%
80.00%
60.00%
40.00%
20.00%
0.00%

Yes
No
N/A

Figure 46: On-site survey - In which Social Media are you active?

The next two questions are of key importance to the role of badges in the verification process. The
results show, that slightly more than 80 percent believe, that badges are effective tools to learn more
about the trustworthiness of users (see Figure 47).

Project Title: REVEAL
Project Coordinator: INTRASOFT International S.A.
Page 79 of 90

Contract No. FP7-610928
www.revealproject.eu

D2.3 Contributor Modelling Modules

Version: v1.2, Date: 05/05/2017

Do you think badges as part of a user profile
are a suitable medium to find out if someone
(or his content) is trustworthy?
100.00%
80.00%
60.00%
40.00%
20.00%
0.00%

Yes

No

n.A.

Figure 47: On-site survey - Do you think, badges are suitable means to find out whether somebody or content is
trustworthy?

In this context it is interesting to know which other tools the participants see as suitable tool to find out
something about the trustworthiness: For 80 percent of the participants the confirmation of users is
helpful, whereas for more than 80 percent scores concerning followers, likes etc. are not suitable (see
Figure 48). It should be recognized, that analysis tools like REVEAL are for 70 percent not suitable.

What do you think would be helpful to find
out how trustworthy somebody or content is?
100.00%
90.00%
80.00%
70.00%
60.00%
50.00%
40.00%
30.00%
20.00%
10.00%
0.00%

Yes
No
N/A
Badges

Confirmation of
Scores
users
concerning
followers,
likes,...

Analysis tools
like REVEAL

Sonstiges

Figure 48: On-site survey - What do you think would be helpful to find out how trustworthy somebody or content is?

In the following graph (see Figure 49) it is noticeable, that reviews of the content, raffles, free ARIS
trainings and participations on Software AG’s events are for more than 40 participants attractive or
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high attractive incentives, whereas for half of participants games seems not to be attractive, when it
comes to a motivation to be active in the community.

What would be an incentive for you to expand
your profile or to be active in a community?
60.00%
50.00%
40.00%
30.00%
20.00%

N/A

10.00%

not attractive

0.00%

less attractive
attractive
very attractive

Figure 49: On-site survey - What would be an incentive for you to expand your profile or to be active in a community?

2.9.4.2

Online Survey

In contrast to the on-site survey, the online survey contained questions which didn’t need to be
answered, partially for reasons of privacy, partially to avoid overextending the participants. Therefore,
some of the answers are by reason of their small number not meaningful and consequently negligible.
The first two questions understandably differ considerably from the on-site surveys in proximity to the
Software AG product and the ARIS Community. Half of the users uses ARIS (s. Figure 50), half of the
participants knows the ARIS Community (see Figure 51), and 42 percent of them are members of the
ARIS Community (see Figure 52).
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Do you have ARIS in use?
60.00%
50.00%
40.00%
30.00%
20.00%
10.00%
0.00%

Yes

No

Figure 50: Online Survey - Do you have ARIS in use?

60.00%

Do you know the ARIS Community?

50.00%
40.00%
30.00%
20.00%
10.00%
0.00%

Yes

No

Figure 51: Online Survey – Do you know the ARIS Community?
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Are you a member of the ARIS Community?
45.00%
40.00%
35.00%
30.00%
25.00%
20.00%
15.00%
10.00%

5.00%
0.00%

Yes

No

Figure 52: Online Survey - Are you a member of the ARIS Community?

A small number of participants use the Community daily or one to two times a week (see Figure 53).
Among them who are at least one to three times a month active, postings, comments or likes are the
appropriate activities.

Do you visit the ARIS Community
from time to time
30.00%
25.00%

Postings

20.00%

Comments

15.00%
10.00%

Likes

5.00%
0.00%

Download or get licenses
daily

1-2 times a 1-3 times a
week
month

less

never

Figure 53: Online survey - Do you visit the ARIS Community from time to time?

More than 60 percent of participants are daily active in Facebook, 48 percent in LinkedIn and 34
percent in Twitter (see Figure 54). Interestingly, almost 30 percent of the participants never use Twitter,
and about ten percent LinkedIn and Facebook.
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Which social media do you use?
70.00%
60.00%

Facebook

50.00%

Twitter

40.00%

LinkedIn

30.00%

Google+

20.00%

Instagram

10.00%

Blogs

0.00%

daily

1-2 times a
week

1-3 times a
month

less

never

Figure 54: Online survey - Which social media do you use?

The next questions are again of key importance to the role of badges in the verification process. The
results show, that 73 percent believe, that badges are effective tools to learn more about the
trustworthiness of users (see Figure 55). The confirmation of users is with 63 percent of significance
as well.

What would be helpfull for you to decide if
someone is trustworthy?
100.00%
80.00%
60.00%
40.00%
20.00%
0.00%

Yes
Badges

Confirmation of
users

Scores
concerning
followers,
likes,...

Analysis tools
like REVEAL

Other

No

Figure 55: Online Survey - What would be helpful for you to decide if someone is trustworthy?

As in the on-site survey, 86 percent of the participants believe, that badges are effective tools to learn
more about the trustworthiness of users (see Figure 56).
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Do you think badges as part of a user profile
are a suitable medium to find out if someone
(or his content) is trustworthy?
100.00%
80.00%
60.00%
40.00%
20.00%
0.00%

Yes

No

Figure 56: Online Survey - Do you think badges as part of a user profile are a suitable medium to find out if someone
(or his content) is trustworthy?

The following graph (see Figure 57) shows, that Software AG events or trainings as well as reviews of
the content motivate participants most to expand their profiles, whereas games, as in the on-site
survey, seems not to be attractive, when it comes to incentives.
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What would be an incentive for you to
expand your profile or to be active in a
community?
70.00%
60.00%
50.00%
40.00%
30.00%

not attractive

20.00%

less attractive

10.00%

attractive

0.00%

very attractive

Figure 57: Online Survey - What would be an incentive for you to expand your profile

2.9.4.3

Main Messages

If we are to summarize the main messages from the surveys regarding the gamification elements, then
badges play a significant role both in the verification process and as motivation tool to expand the
profile. This confirms that we are on the right path to implement badges in our ARIS Community.
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3 Conclusions
In this deliverable we have described the work that was undertaken since the last deliverable of Work
Package 2 in the REVEAL project. We have illustrated different technical components that were
developed by our partners in the work package, focusing on contributor modelling.
Textual Source Finding, focused on quickly identifying the sources of information (initial contributor)
in social media, when a breaking news happens. It is very helpful to journalists, because it allows them
to verify news as quick as possible. Technical obstacles were cleared, to better handle the situation
when people on social media do not only use the built-in retweet-like functions, but also do rephrasing.
The module User Network Profile Classifier, was updated and extended since the last deliverable.
In this extension that we combined both social interactions and text information, therefore it was
improved in two ways: i) better classification accuracy was achieved; ii) it worked better when the
social interaction were sparse.
In Network Role Analysis Module, we improved the User Role module described in the REVEAL
Deliverable D2.1, to better fit the Enterprise Application scenario of REVEAL, where often, datasets
are sparse and not well annotated. We exploited and implemented the transfer learning algorithms,
and focused on structural feature transformation. Evaluation was done on different datasets.
We used Topic Specific Supervised Influence Detection to analysis the influence of contributors
within a certain topic in social media. The following information was used in order to determine a user’s
influence: nodes' topic distributions, structural similarity between nodes, and network structure.
The previously proposed algorithm for Multipartite-Community Detection, Hyperden, was extended
to be able to detect overlapping communities. Four base-line algorithms were also implemented.
Evaluation conducted on MovieLens, LastFM and Twitter:Crimea datasets verified the effectiveness
of Hyperden compared to the other four algorithms.
We had two approaches to do Community Evolution Prediction, namely the Machine Learning
approach, and Logic-based approach. Communities of contributors are essential fragments of social
media. Both our approaches were able to predict how communities would evolve; the machine learning
approach had been exploited in previous REVEAL work and was improved, while the logic based
approach was complete new work.
We studied and implemented an On-line Approach to evaluate User Impact, given continues data
(e.g. streaming data from Twitter), which are very typical in the REVEAL news application. The
advantage of the on-line approach was, compared to most of the traditional algorithms, which required
a window of data and would be necessary to repeat the computation each time the time window was
moved, our on-line algorithm continually processed data whenever they were received, and was
feasible in computing user impact in a continues manner according to our experiments.
Finally, Gamification was enhanced in the Community Platform, in order to better verify the
contributors and encourage contributors’ participation. Badges were specified and implemented.
Furthermore, a survey was carried out both online and on-site. Valuable messages came out, that the
gamification elements, including badges, played a significant role both in the verification process and
as motivation tool to expand the profile.
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To conclude, in the last year of the REVEAL project, we made great effort researching more advanced
approaches that fit our tasks in Work Package 2. Several technical modules were implemented. These
approaches and modules were all well evaluated with real data, and fit REVEAL scenarios better.
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